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Short Abstract
This thesis contributes to the state-of-the-art of multiagent systems in four
ways: First, a theoretic contribution is to define a framework of design pa-
rameters for multiagent organisation, which is based on a notion of organ-
isation derived from sociology. This framework uses the concept of holonic
multiagent systems for which a new, extended definition is presented. Our
framework allows to model more than 90 000 different forms of multiagent
organisation. Second, we discuss how holonic design parameters relate to
different dimensions of the autonomy of the participating agents. Third,
we give a precise definition of robustness, based on the definition of per-
formance, perturbation and a robustness threshold. Fourth, we present
an empirical evaluation using our Java Testbed for Organisation in Mul-
tiagent systems (JTOM), in which we investigate the effect of organisation
on robustness against three different classes of perturbation: agent failure,
population scaling, and change in the task environment. Based on these
results we make recommendations for specific forms of organisation de-
pending on the environment and expected perturbations.

Kurze Zusammenfassung
Der Hauptbeitrag der vorliegenden Arbeit besteht in der Definition or-
ganisationaler Entwurfsparameter zur Robustheit von Multiagentensyste-
men. Unser Modell verwendet einen soziologisch adäquaten Organisa-
tionsbegriff und kann durch eine in dieser Arbeit entwickelten Definition
von Holonischen Multiagentensystemen in die Praxis übertragen werden.
Die Kombination aller Parameterwerte unseres Modell erlaubt die Dar-
stellung von mehr als 90 000 verschiedenen Organisationsformen. Wir
analysieren darüber hinaus den Zusammenhang zwischen diesen Param-
etern und einem mehrdimensionalen Autonomiebegriff. Außerdem geben
wir eine präzise Definition von Robustheit, die auf der Definition von Per-
formanz, Störung und einem Schwellwert beruht. Wir verwenden diese
Definition, um eine empirische Evaluation verschieder Klassen von Stör-
ungen durchzuführen. Mit Hilfe dieser Ergebnisse geben wir Empfehlun-
gen für die Organisationsformen innerhalb eines Multiagentensystems je
nach Systemumwelt und zu erwartenden Störungen.
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Abstract
This thesis reports on work conducted under the Schwerpunktprogramm
Sozionik,1 a basic research project funded by the Deutsche Forschungsge-
meinschaft to transfer knowledge between sociology and distributed arti-
ficial intelligence (DAI). The motivation of this work is to use sociological
notions and theories of ’organisation’ to blueprint more robust multiagent
systems.

Based on an analysis of the DAI literature, we give a precise and empir-
ically verifiable definition of robustness, which we call τ-robustness. This
notion consists of (i) the definition of a performance measure, (ii) the def-
inition of a perturbation against which the performance measure is evalu-
ated, and (iii) a threshold τ , which marks the maximally allowed deviation
of the performance measure to call the tested system τ-robust.

The main theoretic contribution of this thesis is a framework of de-
sign parameters for robust multiagent organisation based on a sociolog-
ical notion of organisation. This framework, called the Framework for self-
Organisation and Robustness in Multiagent systems (FORM), can be ap-
plied to multiagent organisation using the concept of holonic multiagent
systems, for which a new, extended definition is presented. By freely com-
bining all possible values of the parameters in the framework, it allows to
model more than 90 000 different forms of multiagent organisation. Fur-
thermore, we discuss how the holonic design parameters relate to different
dimensions of the autonomy of the participating agents. This discussion
shows that, and how, the notion of self-organisation is connected to the
notion of adjustable autonomy. As the notion of autonomy is central to
the definition of an agent, this constitutes an important contribution to
the general theory of multiagent systems.

In order to make the large design space spanned by FORM concrete, we
chose to model a subset of the possible organisational forms. This choice
is based on a sociological analysis of organisations in today’s economy and
makes a diverse use of the available values for the design parameters. The
modelled forms of organisation are arranged on a spectrum of autonomy
ranging from fully autonomous agents to more and more coupled agents,
until we reach an organisational form where the boundaries between in-
dividual agents dissolve and only one single agent remains. This spec-
trum can be used to devise a mechanism for self-organisation in the sense
that agents start to organise in a loosely coupled holon and increase the

1 Collaborative research group in Socionics.
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coupling over time if the holon proves to be a successful combination of
agents.

For the evaluation of our theoretical contribution, we implemented a
suitable simulation platform. The Java Testbed for Organisation in Multia-
gent systems (JTOM) provides a communication infrastructure and agents
capable of enacting the organisational relationships described by FORM.
It also provides a graphical user interface to support first statistical analy-
sis at runtime and exports simulation data for further processing. We have
performed an extensive empirical evaluation with JTOM that consists of
more than 1500 simulations consuming more than 3400 CPU hours. In this
evaluation, we investigated scenarios that introduce three different classes
of perturbation: agent failure, population scaling, and change in the task
environment. These different perturbations show varying superiority of
the different organisational forms. For the agent failure scenarios, close
collaboration and monitoring of the holonic structure are advantageous.
Our results show that increasing the coupling between agents increases
performance. The scalability scenarios show again that increased cou-
pling is advantageous and that self-organisation leads to the use of forms
of holonic organisation that exhibit closest coupling. The flexibility sce-
narios, however, show the opposite tendency: Increasing coupling makes
holons inflexible, and performance decreases.

Therefore, our empirical investigation has two important results. First,
the investigation replicates a central finding of organisational sociology,
namely that there is no single best way to organise. Second and the main
result, is the characterisation of organisational forms, from which we can
make recommendations for or against specific forms of organisation de-
pending on the environment and expected perturbations.

In preparation of this investigation we also studied basic issues of mul-
tiagent task-assignment that lacks organisation. Our studies show that
there is a fundamental problem with the standard mechanism for task-
assignment: the contract net protocol. We call it the Eager Bidder Problem,
and present mechanisms to tackle this problem: the Contract Net with
Confirmation Protocol (CNCP) and a probabilistic approach. The CNCP
is the foundation of the agent interaction protocols used in this thesis.
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Zusammenfassung
Die vorliegende Arbeit wurde im Rahmen des Schwerpunktprogrammes
“Sozionik” der Deutschen Forschungsgemeinschaft durchgeführt. Das Ziel
des Schwerpunktprogrammes ist der Transfer von Wissen und Methoden
zwischen Soziologie und Verteilter Künstlicher Intelligenz (VKI). Die hier
beschriebenen Ergebnisse tragen zu diesem Wissenstransfer bei, indem
sie zeigen, wie die Anwendung von Theorien der Organisationssoziologie
auf Multiagentensysteme deren Robustheit erhöht.

Mit Hilfe einer Analyse verwandter Arbeiten aus der VKI, stellen wir
eine präzise Definition von τ-Robustheit vor, die es erlaubt, die Robust-
heit eines Multiagentensystems empirisch zu überprüfen. τ-Robustheit
besteht aus (i) der Definition eines Performanzmaßes dessen Verhalten
auf Robustheit getestet werden soll, (ii) der Definition einer Störung, gegen
die das Performanzmaß robust sein soll und (iii) einem Schwellwert τ , der
die für τ-Robustheit maximal erlaubte Abweichung des Performanzmaßes
beschreibt. Diese Definition liefert eine grundlegende Voraussetzung für
die empirische Überprüfung und die Vergleichbarkeit von Robustheit in
der VKI.

Der Hauptbeitrag dieser Arbeit besteht in der Definition eines Mod-
ells von Entwurfsparametern für die Organisation von Multiagentensys-
temen. Dieses Framework for self-Organisation and Robustness in Mul-
tiagent systems (FORM) verwendet einen soziologisch adäquaten Organi-
sationsbegriff und kann durch eine in dieser Arbeit entwickelten Defini-
tion von Holonischen Multiagentensystemen in VKI-typische Anwendun-
gen übertragen werden. Durch die Permutation aller Parameter erlaubt
unser Modell die Darstellung von mehr als 90 000 verschiedenen Organi-
sationsformen. Darüber hinaus analysieren wir den Zusammenhang zwis-
chen diesen Entwurfsparametern und einem mehrdimensionalen Auto-
nomiebegriff. Dadurch können wir nun auch den Zusammenhang zwis-
chen Selbstorganisation und flexiblem Autonomiemanagement erklären.

Um den Entwurfsraum von FORM für eine empirische Evaluation zu
konkretisieren, wählen wir Organisationsformen anhand einer soziologis-
chen Betrachtung der Formen der Organisation die heute in der Wirtschaft
(genauer der Transportwirtschaft) angewendet werden. Die modellierten
Organisationsformen sind gekennzeichnet durch eine stark diversifizierte
Verwendung der Attributwerte der Entwurfsparameter. Sie lassen sich auf
einem Spektrum anordnen, das von völlig autonomen Agenten, über eine
zunehmende gegenseitige Bindung bis hin zu einer Form, in der die Einze-
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lagenten jegliche Autonomie aufgegeben haben, reicht. Selbstorganisa-
tion auf diesem Spektrum ist die Wahl einer autonomen Organisations-
form und die Intensivierung zu einer engeren Organisationsform, falls sich
die Zusammenarbeit über einen längeren Zeitraum auszahlt.

Für die Evaluation dieser Arbeit wurde die Simulationsplattform JTOM
(Java Testbed for Organisation in Multiagent systems) entwickelt. Diese
stellt neben einer Kommunikationsinfrastruktur auch Agenten bereit, die
in der Lage sind, die komplexen Interaktionen der in FORM modellierten
Organisationsformen auszuführen. Mit JTOM haben wir eine ausführliche
empirische Evaluierung mit mehr als 1500 Simulationen in mehr als 3400
CPU Stunden durchgeführt. Dabei wurde eine Reihe von Szenarien mit
drei verschiedenen Störungen untersucht: Agentenausfall, Skalierung und
Veränderung des Auftragsprofils. Für das Szenario des Agentenausfalls
zeigen unsere Ergebnisse, dass die Intensivierung der Bindung innerhalb
der Organisation von Vorteil ist. In den Untersuchungen zur Skalierung
kommen wir zu einem ähnliches Ergebnis. Da die engere Bindung dabei
hilft Kommunikation einzusparen, sind hier ebenfalls Organisationen mit
engerer Zusammenarbeit im Vorteil. In den Szenarien, die die Agenten
mit einer Veränderung des Auftragsprofils konfrontieren, zeigt sich aber
das Gegenteil. Organisationen, die die Mitglieder sehr eng koppeln, sind
weniger flexibel und ihre Performanz sinkt.

Unsere empirischen Untersuchung hat daher zwei Hauptergebnisse.
Einerseits reproduzieren wir ein prinzipielles Ergebnis der Organisation-
ssoziologie, das besagt, dass es nicht die beste Organisationsform gibt.
Das wichtigste Ergebnis ist andererseits, dass die Untersuchung die un-
terschiedlichen Eigenschaften der Organisationsformen aufzeigen. Dies
versetzt uns in die Lage, Empfehlungen für oder gegen einzelne Organisa-
tionsformen je nach Systemumwelt und zu erwartenden Störungen abzu-
geben.

Neben den Arbeiten zum Thema Organisation war eine Auseinander-
setzung mit der Aufgabenverteilung in Multiagentensystemen ohne Or-
ganisation notwendig, um einen Vergleichsmaßstab zu schaffen. Wir kon-
nten dabei eine wesentliche Schwäche des bisherigen Mittels der Wahl,
dem contract net protocol zeigen. Wir beschreiben das sogenannte Ea-
ger Bidder Problem und stellen zwei neue Lösungsmöglichkeiten vor: das
sogenannte Contract Net with Confirmation Protocol (CNCP) und einen
probabilistischen Ansatz.



vii

Statement on Publications
This thesis is a coherent presentation of my scientific work since Novem-
ber 1999. Much of the presented material has been previously submitted,
reviewed and published in various conference proceedings, book chapters
and journals, and is the result of my collaboration with colleagues and the
supervision of a number of master and diploma students.

Chapters 2 and 3 discuss related work and some meta issues of mul-
tiagent systems and robustness. These chapters are based on (Schillo et
al., 2001b). The problem statement in Chapter 4 includes a notion of ro-
bustness first expressed in (Schillo et al., 2001a). Work in the area of task-
assignment, which is used as a basis for subsequent chapters, first ap-
peared in (Schillo et al., 2002b, 2001c; Knabe et al., 2002). The heart of the
thesis, Chapter 6, is an extended version of work that was first presented
in (Schillo, 2003; Schillo et al., 2003a, 2002a), a specific discussion focus-
ing on the autonomy aspect is going to appear as (Schillo and Fischer, to
appear). A presentation of FORM with a strong sociological focus can be
found in (Schillo et al., 2004). Work on one of the described mechanisms
(gift exchange) is the topic of the master thesis of Jamal Alam (2004). Chap-
ter 6 provides a definition of holonic multiagent systems, early versions of
which appeared in (Schillo and Fischer, 2003; Fischer et al., 2003). An ap-
plication of a specific result of FORM in the area of distributed spam filter-
ing is contained in the diploma thesis of Jörg Metzger. It is documented in
(Metzger, 2003; Metzger et al., 2003).

The chapter reporting on the implementation builds upon the results
of the master thesis by Tore Knabe (Knabe, 2002) and experiences of the
author with similar multiagent platforms (Ding et al., 2001; Schillo et al.,
1999; Funk et al., 1998). Early versions of the agent scheduling algorithm
where developed during the supervision of master student Sven Jacobi (Ja-
cobi, 2002), and explorations in the design space of organisations using
genetic algorithms were conducted as part of the supervision of Christian
Hahn (Hahn, 2004; Hahn et al., 2003b). First results of the empirical eval-
uation where described in (Schillo and Spresny, to appear; Knabe et al.,
2003; Schillo et al., in print). Other work published with collaborators not
directly reported in this thesis – but conducted in related areas – is cited
where appropriate (Rovatsos et al., 2003; Schillo et al., 2001d, 2000a,c).
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1. Introduction

“The development of robust and scalable soft-
ware systems requires autonomous agents
that can complete their objectives while sit-
uated in a dynamic and uncertain environ-
ment, that can engage in rich, high-level so-
cial interactions, and that can operate within
flexible organisational structures.”

Nicholas Jennings,
invited publication for receiving the

IJCAI’99 ’Computers and Thought’ award.

1.1 Motivation

Intelligence has a strong social component (Gasser, 1991), and since the
1980’s, distributed AI (DAI) has been an influential research area within
the AI community, that focuses precisely on this social component. DAI is,
at least today, primarily concerned with multiagent systems (MAS). These
systems consist of several ’agents’, i.e. software entities that are designed
to exhibit autonomous and flexible behaviour. Hence, this paradigm is
particularly concerned with domains, where heterogeneity and interop-
erability play an important role. Examples of such domains are open sys-
tems (cf. Hewitt, 1991), such as combined web services or inter-company
supply chains. Openness brings with it real-world uncertainties at many
different levels, which often lead to failure and instability of a system. As
Michael Georgeff puts it: “in today’s commercial applications exception is
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the norm”.1 A similar point, although on a much larger scale, is being made
by IBM, with its autonomic computing initiative. This initiative applies
the analogy of the autonomic nervous system of humans to applied com-
puter systems (Horn, 2001). IBM’s intention is to equip their systems with
the ability of self-configuration, self-healing, self-optimisation, and self-
protection. The purpose of the initiative is to prepare high-performance
servers to cope with (a) changing demands, and (b) exception and security
handling without the constant involvement of system administrators. This
approach represents a shift from the traditional emphasis on performance
to issues such as flexibility, security and the ability to autonomously han-
dle complexity.

DAI researchers working on multiagent systems promise systems that
are more reliable (Bond and Gasser, 1988, p. 9), have more flexibility and
increased reliability (O’Hare and Jennings, 1996, p. 5), offer parallelism,
robustness (Weiß, 1996, p. 1) and scalability (Bradshaw, 1997). However,
computing practice reveals that properties such as robustness and scala-
bility are not inherent features of multiagent systems. Thus, although DAI
promises terminology and methods that are superior to traditional soft-
ware engineering for coping with the special problems of open systems,
this does not mean that the mentioned properties are easily achieved.

Not only is it difficult to design for robustness, it is also difficult to de-
fine the term in the first place. The computer user dictionary explains that
robust is “referring to a system that holds up well under exceptional condi-
tions” (Computer User Dictionary, 2003) and the Federal Standard defines
system robustness as “the measure or extent of the ability of a system, such
as a computer, communications, data processing, or weapons system, to
continue to function despite the existence of faults in its component sub-
systems or parts” (Federal Standard, 2003). Unfortunately, these defini-
tions are too general to be used as a measure for multiagent systems, and
the more precise common definitions tend to capture only a single aspect
of the many different aspects of the term, in many ways testiment to the
fact that robustness is in general a desirable property. The issue is further
clouded by the fact that robustness is a concept that is effective on differ-
ent levels and combines several aspects in a complex manner. For exam-
ple, achieving robustness requires more than introducing redundancy, as
redundancy will not solve problems such as malicious agents in an open

1 During a lecture at the German Research Center for Artificial Intelligence on June 10,
2003.
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system, or communication and information overload. On the contrary, re-
dundancy may increase communication load.

If multiagent systems are to be the answer to today’s computing chal-
lenges, researchers need to develop concepts and methodologies to em-
phasise their robustness and ultimately deliver off-the-shelf implementa-
tions. There is reason to believe that the concept of ’organisation’ is a key
to this effort. Jennings states that ”the development of robust and scalable
software systems requires autonomous agents that can complete their ob-
jectives while situated in a dynamic and uncertain environment, that can
engage in rich, high-level social interactions, and that can operate within
flexible organisational structures” (Jennings, 1999). According to him, the
advantage of agents that act in organisational structures is that organi-
sations can encapsulate complexity of subsystems (simplifying represen-
tation and design) and modularise functionality (providing the basis for
rapid development and incremental deployment). Instead of merely de-
signing communication topologies, this requires the management of com-
plex inter-agent relationships, mirroring the complexity of human organi-
sations.

The motivation for this thesis is to develop a new approach to robust-
ness. Inspired by the Socionics initiative of the Deutsche Forschungsge-
meinschaft, an initiative that brings together researchers from sociology
and DAI, we explore the power and applicability of social concepts, in par-
ticular the concepts of organisation and delegation as blueprints for multi-
agent system design. There are reasons to believe that empowering agents
with such a behaviour will have a positive effect on multiagent systems.
One is that an organisation may have the ability to overcome the limita-
tions of the individuals and coordinate their actions such that the organ-
isation as a whole achieves a better performance. Moreover, an organi-
sation can be more persistent than a group of loosely interacting agents
because of formal structures that regulate membership, procedures, aims
of the group, and other constraints, which are important to organise joint
action. Secondly, in contrast to systems based on ad hoc interaction, or-
ganisations do not necessarily fall apart as soon as a single agent stops in-
teracting. Finally, organisations institutionalise anticipated coordination,
which can lead to the reduction of communicational effort. All these rea-
sons make organisational forms an attractive concept to transfer to multi-
agent systems.
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1.2 Research Problems and Approach

The concepts that shape the notion of a human organisation are not di-
rectly transferable to an artificial multiagent system. Many aspects of or-
ganisation are shaped by specific cultural and societal aspects specific to
humans and their specific needs, which need not be directly related to the
purpose or functioning of the organisation (as e.g. the need of an organi-
sation to provide occasion for socialising for their staff). In this thesis, we
therefore analyse first the central notions of DAI and sociology to inves-
tigate the limits of this knowledge transfer. We also identify and explain
several misunderstandings that can occur in this specific interdisciplinary
knowledge transfer. One commonality between DAI and sociology is the
problem of linking individual behaviour with phenomena that emerge at
the system level. We argue that the organisational level of sociology plays
an important role in this discussion. As part of this argument, we investi-
gate how organisations are defined and treated in a sociological sense, and
what can be expected from the use of this concept in DAI (cf. Chapter 2).
“Organisation” has been used as a term in DAI before, but not uniformly.
In order not to blur the use of this term (and therefore the goal of this the-
sis), we investigate the different uses of the term that exist in the literature
and how they can be classified. Similarly, the term ’robustness’ is used
at several levels in multiagent system engineering. To formulate what we
mean by ’robustness’ we also discuss related work in the area and present
a classification of the concept (cf. Chapter 3).

The goal of this work is to show that applying a sociologically adequate
notion of ’organisation’ to the structuring of multiagent systems enhances
their robustness. In order to achieve this goal we break it down to the fol-
lowing set of research problems.

How can robustness be defined, measured and verified?
Chapter 4 elucidates our concept of robustness. It gives a for-
mal definition of the term, and identifies a relevant application
area for the study of the different facets of robustness. This ap-
plication area is the domain of supply web scheduling, which is
general and transferable. It is also concrete enough to allow em-
pirical measurements to be made of specific robustness criteria.

What is the method of coordination which the organisation should im-
prove on?

In order to evaluate the effect of coordination by organisation on
robustness, coordination without organisation serves us as a con-
trol condition. It turns out that the central auction mechanism in



1.2. Research Problems and Approach 5

DAI to achieve non-organisational coordination, the contract net
protocol, is highly inefficient. However, to evaluate the effect of or-
ganisation on robustness, we need to make sure that lacking qual-
ity of the underlying coordination mechanism does not falsify our
results. We discuss this inefficiency in Chapter 5, present several
alternative coordination mechanisms and choose one for the eval-
uation of our approach. We also find that coordination with organ-
isation can use and relate to this mechanism.

What is the necessary theoretical concept that allows us to implement
organisation in multiagent systems?

The starting point for our theory of the organisation of multia-
gent systems are holonic multiagent systems as proposed by Fischer
(1999a) and Gerber et al. (1999). We develop a new and extensive
definition of holonic multiagent systems in Chapter 6 that provides
the framework for modelling organisation. The major theoretic
contribution of this thesis is to flesh out this framework with a rich
and detailed description of the important design parameters that
enable a differentiated modelling of robust multiagent systems.

What are the critical properties of organisation that need to be mod-
elled? How do they relate to the autonomy of the agent?

Chapter 6 continues with detailing a multiagent model that cap-
tures the essential properties of a human organisation as described
in Chapter 2 in order to take advantage of the positive effects of or-
ganisation on robustness. These properties can be viewed as de-
sign parameters that define a design space of holonic organisa-
tion. We analyse these parameters with regard to their influence
on agent autonomy.

Is there one best way to organise, or are there different forms of organi-
sation, each with their own trade-offs? What is the relationship between
multiagent organisation, agent autonomy and self-organisation?

The sociological discussion in Chapter 2 indicates that there is no
single organisational form that is optimal in all environments. For
our evaluation we choose a concrete set of organisational forms
from the design space laid out in Chapter 6. Chapter 7 describes
this set, which ranges from fully autonomous agents to agents
that are fully incorporated into a single organisation. These forms
are motivated by sociological research, and are chosen to closely
match forms of organisation which exist in today’s economy.
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Fig. 1.1: Thesis overview.

Depending on different robustness criteria, which organisational form
performs best? And: Is there a general recommendation for an agent on
which organisational form to choose?

Chapter 9 reports on a thorough empirical investigation using an
implementation of the presented organisational forms (described
in Chapter 8). This evaluation highlights their strengths and weak-
nesses in a variety of scenarios demanding robustness. Also, the
presented forms of organisation are compared against the coordi-
nation approach without the sociological concept of organisation.

1.3 Overview
Chapter 1
Describes the motivation for this work and gives an overview of its struc-
ture, goals and approach.

Chapter 2
This chapter discusses the central notions of distributed artificial intelli-
gence and sociology, and lists chances and misunderstandings of the col-
laboration between these disciplines.

Chapter 3
Compares different notions of organisation and robustness in the DAI lit-
erature, and motivates the use of a sociologically founded notion of or-
ganisation in multiagent systems. In addition, it presents a catalogue of
criteria to categorise DAI approaches to robustness.



1.3. Overview 7

Chapter 4
Defines robustness and how this property can be precisely measured. The
chapter also describes a distributed scheduling problem, which, if com-
bined with this precise measure, leads to a verifiable definition of the goal
of this thesis, which is to show an improvement in robustness of multia-
gent systems when using a sociological notion of organisation.

Chapter 5
Discusses multiagent coordination without organisation as the control
condition and basis for coordination with organisation. The chapter high-
lights a weakness in a standard DAI mechanism and offers several solu-
tions.

Chapter 6
Describes a novel framework for defining coordination with organisa-
tions of agents based on holonic multiagent systems. The chapter also
analyses the relationship between multiagent organisation and agent au-
tonomy.

Chapter 7
Uses this framework to define a spectrum of organisational forms to ap-
ply them to the scheduling problem defined in Chapter 4 and relates it to
the notion of self-organisation.

Chapter 8
Describes our implementation of a simulation platform consisting of a
multiagent infrastructure and agents that are capable of engaging in rela-
tionships covering the whole spectrum of organisational forms.

Chapter 9
Performs an empirical evaluation of the robustness of the described or-
ganisational forms using the simulation platform. Analyses the behaviour
of the proposed model under several circumstances requiring robustness.

Chapter 10
Gives a summary of contributions and open issues.

Appendices
Contain a proof for Section 5.3.2, a mechanism for describing agent in-
teraction protocols (an augmentation of UML), the configuration of the
simulations and aggregated simulation data.
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2. Multiagent Systems, Sociology and the
Field of Socionics

“I believe that at the end of the century the use
of words and general educated opinion will
have altered so much that one will be able to
speak of machines thinking without expect-
ing to be contradicted.”

Alan Turing, 1950

“Today we know that the mind metaphor
started a new paradigm in computer sci-
ence, which lead to far reaching innovation.
From a sociological point of view the ques-
tion however is: Will socionic research con-
tribute a similar breakthrough in computer-
referential innovation?”

Thomas Malsch, 1996; trans.

In this chapter we start with a general overview on the central notions of
multiagent systems, the scientific discipline in which this thesis is situ-
ated.1 The major inspiration for the thesis comes from the sociological
notion of organisations and their role in achieving robustness. The goal of
achieving robustness, as in any other design objective, leads us to a fun-
damental problem of multiagent design, namely the connection between
agent behaviour and multiagent system properties. In general, it still re-
mains an open question of how to design agents to achieve a specific sys-
tem property. We hypothesise that a knowledge transfer from sociology is

1 For a more detailed overview the reader is refered to one of the several introductory
and advanced textbooks on the topic (Wooldridge, 2002; Weiß, 1999a; Ferber, 1999).
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beneficial. After discussing micro and macro aspects from both a multia-
gent systems and a sociological point of view, we analyse similarities and
differences in these viewpoints, and identify misperceptions in the mul-
tiagent systems community about sociological terminology. We explain
these misperceptions and argue for the transfer of sociologically founded
concepts regarding ’organisation’ to multiagent systems in order to create
systems with one specific property, namely robustness.

2.1 Distributed Artificial Intelligence

According to Wooldridge (2002), the field of distributed artificial intelli-
gence (DAI) can be traced back to the 1970’s, when several researchers
built prototypical multiagent systems. One well-known example is the
ACTOR model, proposed by Carl Hewitt, which performed computation
through message passing (Hewitt, 1973). A couple of years later, Doug
Lenat proposed the BEINGS model of problem solving, in which several
artificial experts cooperated through communication (Lenat, 1975). Later,
Reddy et al. built the well-known blackboard system HEARSAY, which was
extended by Lesser and Erman Lesser and Erman (1980) with multiple
blackboard systems to introduce parallelism. By the end of the decade,
interest in this kind of problem solving model had become so wide-spread
that the discipline was institutionalised with the first workshop on ’Dis-
tributed Artificial Intelligence’ in 1980.

These systems provided problem solving behaviour by employing mul-
tiple software entities, which cooperated as benevolent agents. Rosen-
schein and Genesereth (1985) found that this is only a special case of sys-
tems with self-interested agents, which may happen to cooperate in pur-
suit of their own interest, but may also compete if this suits their inter-
est. This revealed that distributed artificial intelligence consisted of two
areas, separated by important distinctions. Durfee et al. (1989b) call these
two main areas multiagent systems (MAS) and distributed problem solv-
ing (DPS). In DPS, computational entities cooperate to solve a computa-
tional problem and all entities pursue a common goal, perhaps because
they were designed by the same developer. By contrast, multiagent sys-
tems can consist of interacting agents that represent parties with differ-
ent interests, interactions include competition as well as cooperation. The
major difference between the two areas lies in the locus of control: while
control is distributed in a multiagent system, it is centralised in DPS. To-
day, the fashion of the term ’agent’ in both parts of DAI has led to the use
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of distributed artificial intelligence as a synonym for multiagent systems,
distinguishing between benevolent and self-interested agents. As ’agent’ is
the central term in this discussion, we introduce it in more detail and show
that especially the notion of autonomy and an agents’ social abilities dif-
ferentiate the agent-oriented paradigm from object-orientation. Then we
proceed to a detailed definition of ’multiagent systems’ and a discussion of
the main issues in the field. The latter lays out the basis to analyse current
work on organisation and robustness and the definition of the aims of this
thesis in the following chapters.

2.1.1 Agents, Objects, and Autonomy

The term ’agent’ stems from the Latin agere, which stands for to do. How-
ever, it is not easy to trace the evolution to its everyday use today. Alan Kay
(the designer of the object-oriented programming paradigm) describes its
introduction to the field in the following way:

“The idea of an agent originated with John McCarthy in the mid-
1950’s, and the term was coined by Oliver G. Selfridge a few years
later, when they were both at the Massachusetts Institute of Tech-
nology. They had in view a system that, when given a goal could
carry out the details of the appropriate computer operations and
could ask for and receive advice, offered in human terms, when
it was stuck. An agent would be a ’soft robot’ living and doing its
business within the computer’s world.” (Kay, 1984)

The notion of a “soft robot” found its way into the artificial intelligence
community before the DAI community took shape. The most accepted,
but very general definition for ’agent’ is by Russell & Norvig:

Definition 1 (Agent according to Russell & Norvig, 2003):

An agent is anything that can be viewed as perceiving its environment through
sensors and acting upon that environment through effectors.

In general, the term agent in artificial intelligence is perceived as an encap-
sulation of different techniques, for example a personal assistance system
that uses natural language understanding and planning. With the devel-
opment of DAI, the community required a stricter definition to clarify the
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term’s meaning. A definition of agency that is more specific and has been
very influential in the DAI community is provided by Wooldridge and Jen-
nings.

Definition 2 (Weak notion of agency, Wooldridge & Jennings, 1995):

An agent is used is to denote a hardware or (more usually) software-based
computer system that enjoys the following properties:

Autonomy Agents operate without the direct intervention of humans or oth-
ers, and have some kind of control over their actions and internal state
(Castelfranchi, 1995);

Social Ability Agents interact with other agents (and possibly humans) via
some kind of agent-communication language (Genesereth and Ketch-
pel, 1994);

Reactivity Agents perceive their environment, (which may be the physi-
cal world, a user via a graphical user interface, a collection of other
agents, the INTERNET, or perhaps all of these combined), and respond
in a timely fashion to changes that occur in it;

Pro-activity Agents do not simply act in response to their environment, they
are able to exhibit goal-directed behaviour by taking the initiative.

To a computer scientist trained in object-oriented programming, it may
still seem difficult to see the difference between this new concept and the
concept of objects. The difficulty of bringing together reactivity and pro-
activity is a standard problem in all embedded systems. The requirement
of some social ability is also not introduced with multiagent systems, but
is an apparent requirement when dealing with different, separate entities,
although DAI researchers argue that multiagent systems require a much
richer model of other entities and the means to interact (Jennings, 1999).

Wooldridge (2002) describes the difference on three levels. First, agents
embody a stronger notion of autonomy. This notion is not explained as
part of the concept of object-oriented programming. It is the agents de-
cision whether or not to perform an action, they even choose whether to
answer a request at all (method invocation does not offer this freedom).
Second, the weak notion of agency is aimed at integrating reactive and
pro-active behaviour. This is not part of object-oriented programming,
but an integral part of the work of an agent designer. Last, in contrast to
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object-oriented programs, multiagent systems are inherently concurrent,
as each agent has at least two threads of control. Jennings (1999) adds two
points on the core concepts of multiagant systems especially important
for this thesis. First, object-orientation fails to provide an adequate set of
concepts and mechanisms for modelling complex systems. This point is
supported by an observation made by Booch, namely that “we find that
objects, classes and modules provide an essential yet insufficient means
of abstraction” (Booch, 1994, p. 34; quoted after Jennings, 1999). Jen-
nings explains that individual objects represent too fine a granularity of
behaviour and method invocation is too primitive a mechanism for de-
scribing the types of interactions that take place in complex systems. Sec-
ond, object-oriented approaches provide only minimal support for speci-
fying and managing organisational relationships, as relationships are de-
fined statically by inheritance hierarchies.

As seen in Definition 2, autonomy is an integral part of the ’agent’ def-
inition. Autonomy is important on two levels: autonomy towards the user
and towards other agents. Autonomy towards the user is a desired fea-
ture in interface agents, which we require to perform simple tasks on their
own without constantly requiring user interaction (e.g. automatically re-
questing further information from other sources, creating new plans for
performing tasks for the user, or exploring new ways of fulfilling the user’s
request based on past experience). Automatically tuning the level of coop-
eration, i.e. deliberatively keeping or giving up autonomy in user agents, is
called adjustable autonomy (cf. Falcone and Castelfranchi, 2001). A good
example of work on adjustable autonomy is the ’electronic elves’ project,
where agents arrange meetings for their users based on their work sched-
ule and also make decisions that alter the work plan of their users (Scerri
et al., 2001). Management of autonomy between agents (and not between
the agent and its user) becomes relevant when integrating the work-flows
or disclosing information is beneficial. This possibly interferes with the
autonomy of the agent towards its user (for example, the decision of shar-
ing some information with other agents may not be made autonomously
by the agent but require a decision by the user).

However, autonomy is not a notion quantifiable along a single dimen-
sion, but rather consists of a set of such dimensions. Castelfranchi showed
that there are several distinct types of autonomy that correspond to dif-
ferent types of dependency (for an extensive list of different types of au-
tonomy see Castelfranchi, 2000). Therefore, the autonomy of agents is a
phenomenon with qualitatively different aspects: an agent can be auton-
omous (independent) or dependent on others concerning information,
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the interpretation of information, planning, its motivations and goals, re-
sources, and authority (’being allowed to do X’, deontic autonomy) and
these dependencies directly relate to losses of autonomy (e.g. loss of goal
autonomy, resource autonomy etc.).

2.1.2 Multiagent Systems

According to Weiß (1999b, p. 1), there are two main motivations for the
multiagent paradigm: one related to the field of computer science, the
other related to the social sciences. Modern computing platforms and in-
formation environments are distributed, large, open, and heterogeneous.
As the multiagent paradigm models these properties, it offers a technol-
ogy that is more suitable to the demands of the Internet, telecommunica-
tions, e-commerce, etc. The second motivation for adopting the multia-
gent paradigm is driven by its usefulness as a method for modelling hu-
man societies and testing theories about human interactions. Examining
the results of experiments of social simulations is an increasingly popular
way to investigate social theories.

The standard view of a multiagent system that emerges from these fields
is that of a collection of individual agents, each of which displays a certain
amount of autonomy with respect to its actions and perception of the do-
main. According to Jennings et al. (1998), multiagent systems are systems
that have the following properties:

Definition 3 (Multiagent System according to Jennings et al., 1998):

A multiagent system is a system that has these four properties:

• each agent has incomplete information, or capabilities for solving the
problem, thus each agent has a limited viewpoint;

• there is no global system control;

• data is decentralised; and

• computation is asynchronous.

This defines the central objects of study of DAI, but it remains to clarify
the main questions that are investigated in this discipline. The first influ-
ential collection of such questions is provided by Bond and Gasser (1988).
According to them, five central issues for DAI are:
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• How to enable agents do decompose their goals and tasks, to allocate
sub-goals and sub-tasks to other agents, and to synthesise partial re-
sults and solutions.

• How to enable agents to communicate. What communication lan-
guages and protocols to use.

• How to enable agents to represent and reason about actions, plans,
and knowledge of other agents in order to appropriately interact with
them.

• How to enable agents to represent and reason about the state of their
interaction processes. How to enable them to find out whether they
have achieved progress in their coordination efforts, and how to en-
able them to improve the state of their coordination and to act co-
herently.

• How to enable agents to recognise and reconcile disparate viewpoints
and conflicts. How to synthesise views and results.

Moulin and Chaib-Draa (1996) add a software engineering (or normative)
perspective to this perception of DAI:

• How to engineer and constrain practical multiagent systems. How
to design technology platforms and development methodologies for
DAI.

Jennings et al. (1998) focus on the coordination aspects in DAI when they
add the following issues:

• How to effectively balance local computation and communication.

• How to avoid or mitigate harmful (e.g. chaotic or oscillatory) overall
system behaviour.

These last two issues more specifically aimed at defining system level be-
haviour. This level is also addressed by a range of research inspired by
game theory, usually summarised under the term mechanism design (cf.
Sandholm, 1999), which is also a large research area in economics. Mech-
anism design means that rules and restrictions are defined centrally in
order to influence the utilities of actions so that rational, self-interested
agents are driven by incentive and punishment towards the desired be-
haviour.
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Weiß (1999a) reformulates the last two issues into the following desiderata:

• How to enable agents to negotiate and contract. What negotiation
and contract protocols they use.

• How to formally describe multiagent systems and the interactions
among agents. How to make sure that they are correctly specified.

• How to realise “intelligent” processes such as problem solving, plan-
ning, decision making, and learning in multiagent contexts. How to
enable agents to collectively carry out such processes in a coherent
way.

Many of these issues have in common the way in which they deal with
the need to integrate the system perspective and the agent perspective.
The interplay between these two perspectives is elaborated in a dedicated
section. Before we start this discussion, however, we need to discuss some
technical aspects of multiagent systems.

2.1.3 Communication and Task-assignment

Overall computation in a multiagent system is achieved by (i) autonomous
computation within each agent; and (ii) by communication among the
agents. When agents have incomplete capabilities to solve a problem, they
need to share the results of their efforts such as to achieve their goals.
There are two mechanisms through which this can be achieved. First,
agents can cooperate to combine their different capabilities (qualitative
motivation) and second, agents with identical capabilities can collaborate
to increase capacity (quantitative motivation). An important step in this
process is the making of ’promises’ to other agents to work towards reach-
ing certain goals. These ’promises’ are called commitments (Singh, 1997b)
and are defined by the conditions under which a ’committer’ is released
from the promise and by the set of agents that are allowed to perform the
releasing action. It is important to distinguish these social commitments
(a commitment towards others) from psychological or individual commit-
ments towards achieving a goal (a commitment only towards oneself). The
individual interpretation of commitment is also widely used in artificial
intelligence and can be described by the catch phrase “Intention = Choice
+ Commitment” formulated by Cohen and Levesque (1987). Another im-
portant notion in DAI is delegation, which describes what takes place if
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one agent relies on another agent to keep its commitment for achieving its
goal (Castelfranchi and Falcone, 1998). We will come back to the notions
of commitment and delegation in Chapter 6.

In order to exchange commitments and to delegate goals and actions,
agents use communication. Communication is a fundamental concept of
multiagent systems and relies on agents sharing a means of communica-
tion and a common standard for exchanging message. To date, two ap-
proaches can be considered standards in providing so called Agent Com-
munication Languages (ACLs), which both build on Searle’s speech act the-
ory (Searle, 1969). Speech act theory views communication as action and
provides language primitives that are categorised by the effect on the re-
ceiver intended by the sender. Examples for categories of speech acts are
commissives, whose meaning is to commit the speaker to a future course of
action and representatives, whose meaning is to inform the receiver. Two
popular standard ACLs based on speech act theory are KQML (Finin et al.,
1997; Labrou and Finin, 1997) and FIPA ACL (FIPA, 2003a).

The Knowledge Query and Manipulation Language (KQML) is both, a
language and a set of conventions for communication between agents.
Although KQML was the first standard for an ACL, the ACL of the Foun-
dation for Intelligent Physical Agents (FIPA),2 is increasingly used in the
multiagent community. FIPA is a joint effort of academia and industry,
which started in 1995 to develop standards for interoperability. FIPA pre-
pares and publishes specifications in the areas of agent communication
and agent management. FIPA-ACL is a part of these specifications and
differs from KQML in a number of ways, for example in the set of perfor-
matives. On the one hand, the performative tell of KQML is replaced
by a number of diverse performatives like inform , agree and refuse ,
but on the other hand, many performatives of KQML dealing with stream-
ing and subscribing to information need to be handled by request and
inform performatives of FIPA ACL. Both ACLs divide a communicative act
into three levels: the communication level, the message level, and the con-
tent level. The communication level specifies information necessary for
the correct delivery of the message, such as sender, receiver, content lan-
guage, and ontology. The message level contains the performative, which
tells the agent whether the message is a request, query, etc. Finally, the
content level contains the specific facts requested or told. An overview on
both languages is given in (Labrou et al., 1999).

2 http://www.fipa.org
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Both ACLs view conversations as protocol instances. Protocols are pat-
terns of interaction that are formally defined and abstracted from any par-
ticular sequence of messages. They specify what sequences of performa-
tives are allowed in an agent conversation. There are a number of different
mechanisms (Petri-nets, state machines, etc.) and diagrams (e.g. Agent
UML, UML sequence diagrams) available to describe agent protocols. The
exact form of description that will be adopted as the standard has not yet
been decided. As a survey would lead to an in-depth technical discussion
not suitable for a general description of multiagent systems, we chose to
postpone a description of the forms of diagrams used in this thesis to Ap-
pendix B. However, it is useful to note that interaction protocol design is
being established as an important sub-field, with a number of different de-
scription languages currently being debated (Odell et al., 2001; Lind, 2002).
For a brief survey see (Wooldridge, 2002, p. 230-231).

The assignment of tasks to agents and the (re-)allocation of tasks in a
multiagent system is one of the key features of automated negotiation sys-
tems (Weiß, 1999a). The CNP is the protocol for task-assignment and will
be the base for an improved protocol described in Chapter 5. We will re-
view its history and some issues associated with the protocol in the follow-
ing sections.

2.1.4 The Contract Net Protocol - A Milestone in Protocol
Design

The contract net protocol (CNP), originally proposed by Smith (1980) for
fusing the data of distributed sensors, has been widely applied to resource
and task allocation problems. According to Wooldridge it was “the first
major attempt to address the issue of cooperative problem solving by au-
tonomous problem solvers, where each participating agent is able to ex-
plicitly make choices about what to do” (Wooldridge, 1992, p. 100). While
the simplicity of the protocol made it necessary from the start to extend
and subsume it with other mechanisms (cf. Durfee et al., 1989a), it is pre-
cisely this simplicity that is the reason why it has enjoyed such popularity
within the DAI community since the 1980s. As a result of its ongoing and
widespread adoption, the CNP has become an integral part of the FIPA
specification, as well as a built-in standard for the major off-the-shelf mul-
tiagent platforms used in international research projects (FIPA-OS, 2003;
JADE, 2003; ZEUS, 2003).
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Fig. 2.1: The FIPA definition of the Contract Net Protocol.

Assume an agent has a task it cannot perform or it does not have the
resources to perform the task during the required time period. The CNP is
a communication protocol by which the agent can find some other agent
to do the task. Our discussion is based on the FIPA interpretation of the
contract net (cf. the Agent UML diagram in Figure 2.1), which is a minor
modification of the original protocol in that it adds rejection and confir-
mation speech acts (FIPA, 2003b). Figure 2.2 shows an augmented UML
diagram,3 which in addition to Figure 2.1 also displays the decision mak-
ing process guiding the communication process.

In order to remain compliant with the FIPA standards, we call the agent
issuing the task the initiator, and agents that compete to acquire the task
participants (in the original CNP the terms used were manager and con-
tractors respectively). The CNP procedure starts with the initiator sending
a message announcing the call-for-proposal to all participants (in
the original: task announcement), the message includes a task description
with a deadline for responses. The participants can respond with a cost
for the task, or refuse to do the task at all. After all proposals have been re-
ceived, or the deadline is reached, the initiator accepts the proposal of the

3 For a description of Agent UML see for example (Odell et al., 2001) and see Appendix
B.1 for a description of the augmented UML diagram.
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Fig. 2.2: The augmented UML description of the Contract Net Protocol.

best bidder, and rejects all others. The agent whose bid is accepted then
informs the manager of the result of the task (or its failure).

2.1.5 Relevance of the Contract Net Protocol

The CNP is of great importance in the field and has been used in many
of the prestigious application domains of DAI: online dispatching in the
transportation domain (Bürkert et al., 2000; Fischer et al., 1995), meeting
scheduling (Garrido and Sycara, 1996; Sen and Durfee, 1994; Bocionek et
al., 1993), flexible manufacturing (Parunak, 1987; Shen and Norrie, 1998;
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Rabelo et al., 1998), and vehicle monitoring and distributed sensor net-
works (Scheering and Knoll, 1998; Smith, 1980).

Many of the applications of the CNP made it necessary to alter the
protocol. For example, Bussmann (1996) does not require bidding by the
participants, but instead the agents return a qualitative evaluation of the
task (including probabilities for conflicts with other tasks). Bocionek et
al. (1993) allow counter proposals during execution, and the extended con-
tract net protocol of Fischer et al. (1995) allows agents to make bids on parts
of a task (cf. Judge et al., 1998 for a similar approach). A specific modifica-
tion of the CNP was presented by Golfarelli et al. (1997) for domains where
tasks cannot be traded but must be swapped. Lenzmann and Wachsmuth
(1996) presented an approach for a multiagent system to represent a user
model, including two new steps to the CNP to implement credit assign-
ment for the applied learning algorithm.

The CNP is a standard example with which researchers demonstrate
their approaches to agent-oriented software engineering: In his PhD the-
sis, Wooldridge (1992) gives a formal specification of the protocol as an
example for his logical modelling of multiagent systems and Singh (1997a)
demonstrates his temporal logic approach to coordination specification
with the CNP. Flores and Kremer (2002) use the CNP to demonstrate the
usefulness of their approach to formally modelling agent conversation poli-
cies with Object-Z. The work of d’Inverno and Luck (1997) takes a similar
direction.

2.1.6 Issues With the Contract Net Protocol

The CNP was designed originally to coordinate the behaviour of coop-
erative (in the sense of ’not self-interested’) agents when scheduling in-
dependent tasks in a distributed manner. As soon as the interaction be-
tween tasks increases, the necessary communication between participat-
ing agents renders the CNP inefficient. There is a body of CNP-related
work that addresses dependencies between tasks and in addition, adjusts
the amount of communication according to time constraints in the do-
main (cf. Decker and Lesser, 1995).

One of the problems with self-interested agents is that they may decide
not to respond, and as initiators wait for all participants to reply before
accepting a bid this prevents the whole procedure from completing (net-
work and agent failure may also be the cause of a non-response). Therefore
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the description of the protocol includes a deadline for making bids. How-
ever, the deadline approach has its drawback, not least in that it extends
the time for any task to be achieved. For a more elaborate and domain-
independent exception handling approach for the CNP see the work of
Dellarocas and Klein (2000). Likewise, Sandholm and Lesser (1996) have
worked on eliminating the benevolence assumption by creating a new pro-
tocol (extended e.g. by Collins et al., 1997; Cunha and Belo, 1997). Finally,
Collins et al. (1998) approach the problem by using a trusted third party as
intermediary.

A further problem with large-scale applications of the protocol is its in-
herent broadcast nature. One approach to limiting the general broadcast
problem is to let agents specify which tasks they can perform (which capa-
bilities they have) and only broadcast to these agents. Therefore, research
on capability descriptions, which is also a hot topic in the context of the
semantic web, attracts some attention. Also, the automatic detection of
capabilities is under investigation. For example, Bui et al. (1996) present
work on learning capabilities using Bayesian classifiers.

Work on the CNP has also paved the way for work on auction theory,
which is now an integral part of multiagent system research. For exam-
ple Bergenti et al. (2001) offer a general high-level interaction protocol in-
cluding a negotiation model that generalises the CNP, the levelled commit-
ment approach, and the English and Dutch auction protocols. Although
researchers tried to deal with probabilistically known future events, little
work has been done on specifying strategies that help an agent to make
reasonable decisions when several contract nets are concurrently active.
With recent developments of small transaction commerce on the Inter-
net for purchasing goods and information, this problem has become even
more relevant and the trend to virtual enterprises and agile manufacturing
(cf. Rabelo et al., 1998) will make this even more important. In these coor-
dination processes, the notion of commitment (and its semantics) is cen-
tral (Jennings, 1993; Singh, 1997b). Here, agents face the situation that they
have to decide on how many of the concurrent negotiations they intend to
participate in, and how they should handle their commitments with re-
spect to the local resources at hand. Travel agencies for flight reservations
are a practical example of multiple contracting negotiations that are going
on in parallel. The overbooking of seats in air-planes is an example where
companies, in addition to mathematical tools, use experience to calibrate
coefficients for the risk estimation of this process.
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For the application of multiagent technology this means that, if there
is only one source for tasks, i.e. there is only one manager who announces
tasks, then the bidders do not have much of a dilemma: They will try to do
their best by participating in the CNPs that are initiated by this source. The
usual strategic bidding (Rosenschein and Zlotkin, 1994) will then depend
on whether the pure CNP is used or alternative, truth-revealing mecha-
nisms such as for example the Vickrey auction, which in turn is known to
be only truth revealing depending on certain assumptions (Vickrey, 1961).
So far we have only considered the case where there is a single manager is-
suing tasks. The problem changes dramatically if we assume that there are
several sources issuing tasks concurrently and that the agents have only
limited resources with which to actually execute tasks. The agent must
now decide on how many of the CNPs it is actually going to participate in,
as well as the kind of offer it wants to send to the managers. Solving this
dilemma will be the main focus of Chapter 5. We proceed now to a more
general issue in multiagent system design.

2.1.7 The Micro-Macro Problem and Scalability

Multiagent systems are defined by the communication between a large
number of (autonomous) entities. It is therefore not surprising that the
two most pressing issues in multiagent system design are (i) how to achieve
the desired system-level behaviour, and (ii) how to cope with scalability. In
principle, there are two approaches to designing multiagent systems, the
bottom-up and top-down approaches (Weiß, 1999a). The bottom-up ap-
proach starts with the design of the (or the choice of an existing) agent
architecture. The designer determines the required properties of the ar-
chitecture and the type of tasks the agents actually need to be able to per-
form when deployed. The disadvantage of this agent centred view is that
the global outcome of a possibly large number of these agents is difficult to
predict. Its counterpart, the top-down approach, starts with the desider-
ata of the deployed system (features, performance), and then populates
the system with agents that should create the desired properties. These
are two extreme positions, and it is clear that a software engineering ap-
proach for multiagent systems must integrate both stances. The impor-
tance of the problem justifies the creation of a special scientific term for it:
the micro-macro problem. Interestingly, a similar term, namely the ’micro-
macro link’ is a central concept in sociology, which is additionally strongly
connected to the notion of scaling.
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For DAI, Gerber (2000) defines the degree of scalability as the increase
in performance under resource scaling. He then defines optimal scaling as
the case where performance is linear to the use of resources (increasing the
use of a resource by a factor n should result in an increase of performance
by factor n). We find is not sufficient, as in some domains optimal per-
formance may be super-linear to the use of resources. For example, profit
increases may be super-linear if the resource is more efficient when used
more often, i.e. the cost-function of a resource is sub-linear. Durfee (2001)
lays out a conceptualisation of scalability for coordination strategies that
is far more complex. Divided into the areas of agent population, task envi-
ronment and solution, he describes a number of different dimensions for
scalability. Agent quantity and heterogeneity are obvious candidates for
scaling in a multiagent system, but also the complexity of the agents can be
scaled. In the task-environment we can scale the degree of interaction, the
dynamics and distributivity. Finally, Durfee uses quality of coordination
mechanism, robustness (by which he means preventing that minor devia-
tions from expected input to lead to severe consequences) and overhead
limitations as scaling dimensions for the solution. In the following, we use
a notion of scalability, which is new in the respect that it defines the three
dimensions quantitative, qualitative and complexity scaling.

Definition 4 (Aspects of multiagent scalability):

Multiagent scalability refers to the ability of a multiagent system to grace-
fully change performance under variation of the circumstances along one
(or several) of the following dimensions:

• Increasing resources (as mentioned before) and increasing the agent
population, the number of tasks to perform etc. (quantitative scala-
bility).

• Scaling in a sociological sense: scaling the complexity of social rela-
tionships from simple interaction to creating organisations to forming
societies (qualitative scalability).

• Increasing agent complexity, i.e. increasing the abilities of agents to
deal with complex situations.

Note that the scaling of agent complexity could also be described as qual-
itative (or quantitative, depending of the nature of scaling in this case),



2.2. Socionics: Distributed Artificial Intelligence and Sociology 25

but we prefer a simple naming for the first two dimensions. Although the
three dimensions do not respect all scaling dimensions in agent-based sys-
tems mentioned by Durfee, the three dimensions make up an important
set of notions, as they are linked in an interesting way. First, there is an
important relationship between the micro-macro problem and the notion
of qualitative scalability. In the following, we argue that in order to span
the micro-macro gap in DAI, we need to find ways to perform qualitative
scaling in the sociological sense, accommodating more complex forms of
social relationships. It will be evident that in order to do this, agent com-
plexity needs to be increased. Secondly, when we come to discussing scal-
ability in the context of robustness, we find that qualitative scaling is also
an approach to quantitative scalability.

2.1.8 Summary

In this section, we defined the notions of DAI which are central for this
thesis. Among these are ’agents’ and ’autonomy’. We also described in
which respect we consider agents different from objects. Multiagent sys-
tems were defined as systems that consist of several autonomous agents,
along with asynchronous computation. Hence, DAI is a paradigm for deal-
ing with applications with decentralised information and control. Conse-
quently, the focus of DAI is on communication, which is generally struc-
tured using interaction protocols. As a classical example for interaction
protocols, we described the contract net protocol, which is designed for
multiagent task-assignment. A central problem of DAI was described to
be the design process that needs to integrate the micro-level (agent de-
sign) and the macro-level (system and overall performance).

We describe in the following section how the field of sociology is re-
lated to DAI and compare the micro-macro problem with a similar issue
in sociology.

2.2 Socionics: Distributed Artificial Intelligence
and Sociology

According to Strübing (1998) the origin of socionics can be traced back
to the 1980s, when American sociologists started to collaborate with re-
searchers from artificial intelligence, most notably Carl Hewitt and Les
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Gasser. AI research had just embarked on a number of projects of collab-
orative problem-solving and coordination, and was searching for inspira-
tion through social metaphors. The sociologists where interested in the
artificial intelligence community as they felt that this would lead to new
perspectives on sociality not previously covered by their discipline. This
interaction was later documented in a white paper entitled “The Unname-
able” (Bendifallah et al., unpublished).

In the mid 1990s the idea of this collaboration was picked up again by
Malsch, who termed this research project socionics (Malsch, 1998; Malsch
et al., 1996; Müller et al., 1998). Malsch (2001) describes his point of view
on socionics as the cooperation between sociology and DAI as analogous
to the cooperation of technology and biology termed bionics: “socionics
seeks to address the question of how to exploit models from the social
world for the development of intelligent computer technologies, specif-
ically multiagent systems” [p. 155]. In this sense, socionics assists DAI
in the development of new methods, investigating sociological concepts
for building large-scale and possibly open multiagent systems. This assis-
tance can be expected to be fruitful, as these concepts were discussed in
sociology to describe the largest open system we know: human societies.
By no means should this collaboration introduce ’sociological fuzziness’,
on the contrary, the evaluation criteria for the gain of DAI from socionics
are defined as those of computational performance: runtime behaviour,
algorithmic elegance, efficiency, modularity and maintainability [p. 168].

Thus, socionics does not try to change the criteria of evaluation in DAI,
but transfers thoroughly examined concepts of sociology that have proven
to be helpful for phenomena similar to that encountered in DAI. The fact
that many metaphors have found their way into DAI solely based on ’folk
sociology’ and without a theoretical grounding in sociology (e.g. role, or-
ganisation, institution) shows that there is a great need for such a transfer.
For socionics, it is also important to transfer innovation in the opposite
direction. The use of computer models should improve the construction
and comparison of sociological theories, hence socionics also has a socio-
logical reference. The third perspective of socionics is that of the novelties
created by the increasing interaction between human society and artifi-
cial agents. As more and more tasks are delegated to more and more au-
tonomous information systems, sociality has an increasingly ’hybrid’ na-
ture. This change is by definition an object of sociological research, but
impossible to comprehend and evaluate without deep insights into the un-
derlying technology.
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In a nutshell, if we view DAI as the interaction with such sciences as
social psychology, economics, etc. and artificial intelligence research, then
the briefest definition of socionics could be that socionics is the part of
DAI that concentrates on the interaction with sociology (Florian, 1998).
This can be seen as an analogy to the relationship between AI research
and (cognitive) psychology.

To better understand the motivation of sociologists for the socionics
project, we need to better understand one of the principal research ques-
tions of sociology. The central object of study for sociologists is “social-
ity”. Despite more than one century of sociological research, there is still
a big divide between different schools on which perspective to take on ex-
plaining how sociality is created, let alone explaining the creation process
itself. We will go into more details later. It suffices here to say that there
are schools that understand social structures as aggregates of social ac-
tions, and schools that view individual action as being largely determined
by social structures. A more complex approach, but not the answer to this
dispute, is to view agency and structure in a complimentary relationship
that both constrains and enables social action. This dispute of cause and
effect between these layers in sociality, also described as the micro-macro
link, seems to relate to the micro-macro problem of DAI. Sometimes the
micro-macro link is also described as the ’scaling’ of society, which again
is a notion that is appreciated by the DAI community.

A research field identifies itself not only by a method (in this case the
knowledge transfer between two disciplines), but also a research topic.
Therefore, it was decided from the start that the micro-macro problem
should be in the focus of the socionics enterprise. The obvious advantage
is that the problem of how individual action and structural rules interact is
a foundational issue for both DAI and sociology. The understanding of the
link between micro and macro would mean a substantial advance in de-
signing agents for dynamic and large-scale agent-based systems, as well as
a deeper understanding of human societies.

The micro-macro link serves as a major ’boundary object’ (Star, 1989)
between sociologists and DAI. A ’boundary object’ is an object that is per-
ceived as important by both disciplines, and is a good concept to use as a
base for further knowledge transfer. Other concepts that act as boundary
objects are adaptation, conflict, and interaction. Another boundary object
identified in the course of this socionic research is the term bounded social
rationality (Schillo et al., 2000b). The concept can easily be perceived by
AI scientists, as the term bounded rationality formulated by Simon (1997)
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is a canonical concept, and the extension to a ’social rationality’, mean-
ing a rationality aimed at social interaction, is natural. On the sociological
side the term is also easily accepted. For example, to Bourdieu rational-
ity is “bounded not only because the available information is curtailed,
and because the human mind is generically limited and does not have the
means to fully figuring out all situations, especially in the urgency of ac-
tion, but also because the human mind is socially bounded, socially struc-
tured” (Bourdieu and Wacquant, 1992, p. 126).

2.2.1 A General Classification of Sociological Theories

Depending on the perspective of observation, the subject of sociology can
be examined from the micro, the meso, and the macro perspective. The
lack of a generally accepted theory of the social leads to distortions and
the formation of different schools with accordingly differentiated research
programs. Thus, different paradigms coexist for the study of the emer-
gence of social structure:

• Micro-level: Sociology here is the science of social concern and inter-
human behaviour. It investigates communication, interaction and
the influences of concern, perception and thinking e.g. in dyadic re-
lationships or groups.

• Meso-level: Sociology here is the science of social institutions and or-
ganisations. Strands of research are organisation sociology, and work
sociology.

• Macro-level: Sociology here is the science of the whole society, its
static aspects (stability) and dynamical aspects (change). It analyses
which forces are responsible for stability and change (e.g. religion,
economics, culture, institutions), and investigates the influences of
society and culture.

These different paradigms can easily be illustrated if we take the introduc-
tion of a bank holiday as an example. Such an enterprise will surely pro-
voke a wide discussion in society. Politicians, trade unions, employer asso-
ciations, even the churches will engage in a debate on the advantages and
disadvantages, all parties with their respective motives. Observing the in-
fluences of the different fields that interact here (e.g. economics, politics,
religion) is observation of the society on the macro-level. A meso-level
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Fig. 2.3: Overview on foundational strands in sociological theories (taken
from Schillo, Fischer and Klein, 2000).

view would be the investigation of the different groups involved. Maybe
a new movement will form that aims to prevent this bank holiday. An in-
vestigation of this movement would be a meso study. If we looked at how
individuals in a group confronted with this topic interact, then we would
be observing the society at the micro-level.

The literature on social theory presents itself as complex and multi-
layered. Social life, as the shared object of investigation, is described by a
complex variation of phenomena and depending on the level of observa-
tion. In order to classify the parts of the social universe, it is broken down
into the three levels described above.

In a short overview we present a collection of social theories and briefly
discuss their ranges and main features from the perspective of DAI. We di-
vide the broad range of theories into theories focusing on the micro-level,
the macro-level, and theories that try to translate from the micro to the
macro-level and back (see Figure 2.3). To our knowledge, there are no the-
ories focusing on the meso-level that try to explain the micro-macro prob-
lem. This overview is greatly simplified, as the intention is not to cover the
theories in detail, but rather to introduce the relevant ideas for the remain-
der of the thesis.
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The Micro Approaches

The micro-sociological schools of thought study the social by observing
individuals and their interaction behaviour (e.g. Goffmann, 1967). The is-
sue most important in this research area is to determine how individual
behaviour (action, mind, cognition) with no explicit and planned coordi-
nation can create the social, i.e. to explain the emergence of social coordi-
nation and structures. A dependence on the social structure surrounding
the individual is not rejected by this school of thought, but is only seen
to play a minor role. As a reaction to the macro-perspective and its as-
sumptions about sociality the micro-perspectives have received increased
attention. A second motivation for the micro perspective was the attempt
to reduce the scope of society analysis to the social psychology scope of
learned behaviour and exchange processes in group theory.

The Macro Approaches

At the centre of the macro approaches lie large social formations or col-
lective processes. The macro-level objects under study are, for example,
the structure and the change of governmental organisations and institu-
tions. The main interest is to attempt the analysis of the whole society by
its objectified social structures. The aim of this macro-orientation on so-
cial life phenomena is to describe and explain processes of reproduction
(static aspect) and social change (dynamic aspects) of societies under eco-
nomical, social and cultural points of view. The society is considered to
be a reality of its own, which can not be deduced from the actions and
behaviour of individuals. The macro approach views the society as more
than the sum of its parts. Here, individual subjects play a minor part in
the constitution of social life. Take for example the so called normative
paradigm of Parsons’ action theory (Parsons and Shills, 1962). If the owner
of a social position (objective social structure) is confronted with deontic
expectations (may-, shall-, must-expectations), he is seen as being forced
under societal conditions, with different degrees of sanctions, to adapt to
the objective structure. Thus, the homo sociologicus is viewed as following
obediently the integrative forces of social structure. To give another exam-
ple: In Luhmann’s conception of social systems, the actors are completely
excluded through the definition of communication as the basic element
of modern societies and the selective process of information, mediation
and understanding. Luhmann’s theory of social systems defines individ-



2.2. Socionics: Distributed Artificial Intelligence and Sociology 31

uals as exterior to the system and only able to participate in the social by
communication (Luhmann, 1995).

The Hybrid Approaches

The opposition between micro and macro-approaches creates the clas-
sical debates of the sociological community. But aside from the tradi-
tional antonyms corresponding to the micro-macro clash as for example
subjectivism-objectivism, system theory vs. action theory, collectivism vs.
individualism etc., a renaissance of the question on the relation of society
(structural aspect) and the individual (action or cognition aspect) is clearly
observable. The main target of the ’hybrid movement’ was to explain so-
cial life in relation to both action and structure, as for example by the work
of Anthony Giddens (Giddens, 1984).

One of the sociologists of great importance in this respect, not only in
France, but also in the international community, is Pierre Bourdieu. The
conceptualisation of the habitus concept (first proposed in 1967) allowed
Bourdieu to develop the dialectic relation of objective structure and sub-
jective action/cognition by internalising structure and then reproducing
social structure in individual life styles according to their position in the
“social space”. Social space is one of many terms Bourdieu borrows from
physics to lay out his theory (e.g “position in social space”, “force field”).
In contrast to Giddens who created his concept of structuring structure
for theoretical reasons, Bourdieu’s habitus concept was developed during
ethnographic field research in North Africa (Bourdieu, 1987). Before we go
into detail about how Bourdieu’s theory contributes to DAI, we first com-
pare the understanding of micro and macro levels in sociology and DAI.

2.2.2 The Micro-Level in Sociology and DAI

The micro-level is the area where we mostly find agreement between the
two disciplines of sociology and DAI. The micro-level is composed of indi-
vidual actors (humans and agents respectively in the two fields) that inter-
act. However, both disciplines emphasise different aspects. DAI focuses
on the cognitive architecture and the theory of how to model knowledge
acquisition and memory, perception and problem solving. This results
in a focus on designing algorithms that produce for a given input an ap-
propriate output, as expressed by the widespread acceptance of decision
theory and game theory. Sociology on the micro-level, however, focuses



32 2. Multiagent Systems, Sociology and the Field of Socionics

on interaction and relationships between actions and actors. Also, sociol-
ogists consider social actions, i.e. actions that are aimed at changing the
actions, effects of actions or beliefs of another individual. It is important to
note that this excludes actions that unwillingly cause an effect on another
person and actions aimed at objects, but includes actions like threatening
another person (social in the sense of related to other individuals and not
in the sense of caring).

2.2.3 The Macro-Level in Sociology and DAI

Unlike the micro-level, there are large differences in the perception of the
macro-level by researchers in the DAI community and in mainstream so-
ciology. DAI definitions of the macro-level either intend to abstract and to
summarise certain features of a group of agents (performance, communi-
cation overhead etc.) or aim at mechanism design. While the former is a
descriptive approach (summarising what has happened), the latter is nor-
mative (defining what should happen). Sociology studies the same level
of abstraction of the individual, but takes a different (and usually only de-
scriptive) perspective.

The Sociological Point of View

An exhaustive discussion of the definition of the macro concept in soci-
ology is definitely not appropriate in this context. In fact, the topic fills
volumes, and some will even argue that this discussion is equivalent to
conducting sociological research itself. Many definitions exist, all tailored
to a specific theory, and there is no apparent success in the discipline at
generalising from these specific theories. A second problem with present-
ing a clear-cut definition of the sociological notion of the macro-level is
that it often does not have a corresponding physical presence in the real
world. Even the phenomena usually connected with certain levels (e.g. in-
teraction at the micro-level) are hard to pin down as they are sometimes
used with different connotations. For example, it is common to speak of
the interaction between economy and politics, which are phenomena of
the macro-level. However, the fields do not interact literally, even though
there are individuals who act in both fields.

To view the macro-level of a society, means to look at concepts such
as religion, economy, culture, institutions etc. It is common in sociology
to attribute autonomy to these structures in the sense that it is not easy
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for an individual (or group of individuals) to change them. Autonomy also
means that the structure is not dependent on the existence of specific in-
dividuals, i.e. the structure survives the individual. Whilst the indepen-
dence of structure from specific individuals holds true, it is also true that
the structure depends on the whole population for reproduction (repro-
duction is the only aspect of the structure that individuals can influence).
It is important to note that this reproduction does not depend on the indi-
viduals being aware of the process: structures may be reproduced without
deliberate action as a ’side-effect’. The dynamics that exist in any given so-
cial structure are created by an unsatisfactory assignment of resources to
individuals, and the consequent reproduction by channelling the interests
of the individuals. The structures that develop are created by individuals
as a means of reducing the complexity of life. In this sense these social
structures can only exist if participation of the individual is an option of
bounded social rationality.

For DAI we need to differentiate two points of view. First, we will look
at what can be called application-oriented multiagent systems. This area
develops modelling techniques and agent specifications using social and
institutional processes to improve multiagent technology. Second, we look
at the trends in agent-based social simulation that are motivated by soci-
ology. While the first type of models and implementations lets DAI benefit
from sociology knowledge in terms of better system performance, the sec-
ond case can be viewed as being primarily object to knowledge transfer in
the opposite direction.

The Application-Oriented Multiagent Systems Point of View

According to Weiß (1999a, p. 5), the micro-macro problem goes right to the
heart of DAI research itself.However, in much of the literature it is referred
to only implicitly by describing procedures for the top-down or bottom-up
design approach. Only occasionally, the macro concept is made as explicit
in the DAI literature as by Nwana (1996), who paraphrases:

“[. . .] macro issues, such as the interaction and communication
between agents, the decomposition and distribution of tasks, co-
ordination and cooperation, conflict resolution via negotiation,
etc. [The goal of macro research] was to specify, analyse, de-
sign and integrate systems comprising of multiple collaborative
agents.”
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For Nwana, the macro level is the observable action that goes on be-
tween agents. The desire to design agents that behave coherently reflects
the system designer perspective. This perspective is the cornerstone of the
perception of the macro concept for application oriented multiagent sys-
tems. Note that neither Nwana nor any of the listed issues that define DAI
(see Section 2.1.2) deal with the social concepts required by sociology for
the macro-level, like e.g. power, institutions etc.

Despite the concern about patterns of actions, there is no theoretical
framework to formally analyse such patterns (first steps in this direction
are taken by Rovatsos et al., 2003). Verhagen and Smit (1997) attribute
this to the different approaches of sociology and DAI: DAI (by its con-
tinuously strong connection to the cognitive sciences) is more concerned
about action selection and cognition than the limitations imposed by soci-
etal structure on the individual and the effects of knowing about these lim-
itations. Although there is some work on recognising and reasoning about
relationships, e.g. goal/task dependence (Sichman et al., 1994) and role
definition and role dependence (Hannoun et al., 1998), they do not deal
with the far more complex processes that are active on the sociological
macro-level. From a sociological point of view, these theories cover only
the group or organisational level of society and do not reach the macro-
level.

The Agent-Based Social Simulation Point of View

The work on agent-based social simulations is varied in both scope and
approach. A behaviourist strand of research is demonstrated for exam-
ple by the work on platforms such as SUGARSCAPE (Epstein and Axtell,
1997) and SWARM (Daniels, 1999; Kennedy, 1999). Here, the macro-level
is perceived as patterns that emerge from simple behaviours in large-sized
populations. However, this cannot be described as social actions because
in these models there is no notion of self and others, and no action that
is intended to influence another individual’s beliefs or actions, which is
the very prerequisite of social action. However, not all work in this area
ignores social action. Some anthropological models try to elicit emergent
structures from social behaviour (behaviour that is directed at other in-
dividuals). An example of such research is the EOS project (Doran, 1997)
which can demonstrate the emergence of in-group hierarchies. These in-
group hierarchies are, in sociological terms, a meso-level feature (as the
relations of groups are the subject of study).
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In the previous approaches the macro-level is perceived as the gener-
ation of interaction patterns of information transmission in a population
of agents, an emergent structuring that is not hard-wired by the designer.
This is different from the sociological point of view in the respect that soci-
ology would require a number of hierarchies and groups to form, interact
and cause changes bidirectionally among micro and macro-level.

There is also a strand of research in DAI that tries to explicitly model
the macro structure of a society. However, such multi-level social simula-
tion does not necessarily imply the full bandwidth of sociological concepts
of societal levels. For several reasons (modelling effort, simulation speed)
it is common practice to restrict the simulation to only have a unidirec-
tional relationship between micro and macro-level. This simplification of
society still renders impressive results. For example, Troitzsch (1996) de-
scribes multi-level simulations where individual behaviour was simulated
to make predictions about money spending behaviour of a population, at-
titude formation in a population with no structural changes, or gender
desegregation in schools. In these kinds of simulations the macro-level
information consists of an aggregation of the micro-level data. The de-
sign of the simulation rules out any possibility of an individual changing
the structural constraints imposed on the population. According to Conte
and Castelfranchi (1996), the preference of the unidirectional link for so-
cial simulation not only holds for the micro-to-macro direction but also
holds for simulations of the reverse direction.

2.2.4 Five Misperceptions in DAI about Social Phenomena

The differences in the view of the macro concept between sociology and
DAI has lead to a number of misperceptions in DAI about social concepts
and, consequently, to a misleading use of these terms.

The equivalence of the micro-macro problem and the micro-macro link

It is tempting to assume that the micro-macro problem of DAI and the
micro-macro link of sociology refer to the same underlying issues. How-
ever, this is not the case. When DAI researchers talk about the micro per-
spective, they think about agent architectures, and how to implement a
single agent. Here, the focus is on creating a unit that operates locally in
an intelligent way, therefore the ’micro’ notion. Everything that has to do
with communication and interaction is considered to be ’observable’, and
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hence the macro level (see the above quote from Nwana). Sociology, on
the other hand, looks at what is happening between individuals from the
interaction perspective (micro level) and the society perspective (macro
level). Both perspectives are considered to deal with communication and
social action, but on different levels of sociality. From a sociological point
of view, the perspective of what occurs inside an individual actor is a psy-
chological issue and not part of sociological investigation.

Mechanism design is macro-level design

Mechanism design is sometimes referred to as the design of the macro-
level of a multiagent system. It is usually concerned with the coordination
of actions of individuals to achieve some invariants of the behaviour of a
group of individuals (Sandholm, 1999). However, unless there is structure
or dynamics in the system that goes beyond a single interaction, there will
be no manifestation of societal structures (as opposed to social structure).
Therefore, what occurs in the system remains simply an interaction, which
is a micro-level phenomenon in sociology. In social psychology there is a
collection of work inspired by game theory on penalty systems and their
emergence in games (e.g. Yamagishi, 1986). This could be viewed as ad-
vancing to the meso (group) level, while modelling processes between in-
dividuals is by definition located at the sociological micro-level.

Macro-level behaviour is emergent behaviour

According to Langton (1989) emergence is a “result that was not defined
statically” (i.e. at design-time). From a sociological point of view, such a
“not-predefined” result is not necessarily a macro-level result. For exam-
ple, SWARM-like simulations produce patterns (of action) that are not de-
fined as such in advance, but they do not lead to the emergence of higher
level institutions that shape and keep a society together (like for example
jurisdiction, laws and law enforcement). Furthermore, SWARM-like simu-
lations do not create a pattern that is the cause of a change in behaviour,
as agents do not perceive the pattern and therefore the pattern cannot be
said to trigger a change in behaviour. According to Castelfranchi (2001)
however, causal effect inside the system is a critical condition for a pat-
tern to count as ’emergent’ and the sensation of a pattern by the exter-
nal observer is not sufficient (we will come back to this distinction in Sec-
tion 3.1.5). Finally, macro-level structures need not be emergent. Struc-
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tures like laws and jurisdiction can be implemented in a simulation stati-
cally (’hard-wired’) and are still macro-level phenomena in the sociologi-
cal sense, even if they emerge.

Value aggregation is an analysis of macro phenomena

One way to distinguish analytical attributes is to differentiate between di-
mensional (i.e. numerical attributes) and structural (e.g. relationships on
cause-effect, or acquaintance, trust, influence etc.) attributes. By this dif-
ferentiation, the sociological approach to the macro-level is the exact op-
posite to the one used in current DAI research. The macro perspective
used in DAI aggregates values from the individual to the group layer and
focus on dimensional parameters such as score, speed, number of com-
munication acts, voting results etc., where aggregation is straightforward
and according to dimensional attributes. However, structural interpreta-
tions that could lead to more sophisticated social reasoning, as performed
by Sichman et al. (1994), are rare in multiagent systems research.

Populations of artificial agents are artificial societies

Launching a set of communicating agents in the same name-space does
not make them a society of agents. From a sociological point of view, there
is an enormous difference between a population and a society. Sociolo-
gists would require that a population exhibits macro aspects of the human
society before it can be considered an artificial society. Examples of such
macro aspects are the functionally different social institutions that we find
in human society. These institutions influence the way agents make deci-
sions, such as institutions for negotiating and executing sanctions for mis-
conduct, mass media, etc. A second consideration that needs to be taken
into account is that agents are created by users with the intention of dele-
gating actions to them. In this sense, many assumptions about human be-
haviour and the user’s goals and desires are represented by the agent acting
on the human’s behalf in the multiagent system. Therefore observed phe-
nomena in this population will not only be caused by artificial actors, but
also by the intentions of the human user. As a consequence, it would not
be correct to speak only of an artificial society. The human origin of the in-
tentions and the embedding of the system in human society requires this
to be termed a hybrid society.
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All these misunderstandings and differences in terminology do not ren-
der cooperation between the two fields obsolete. We argue for a more so-
ciologically informed use of metaphors, as for example the sociological
’macro’ concept. Only a disciplined use of terminology can ensure com-
patibility with sociological theories and only then DAI can make use of
other sociological results that are based on theses theories. If sociologi-
cal theory is to assist DAI researchers in dealing with the DAI micro-macro
problem, it seems advisable to look at theories that concentrate on bridg-
ing the sociological micro-macro link. As described above, apart from the
solely action-oriented or structure-oriented theories, there is a selection of
hybrid theories that try to explain the connection between individual ac-
tion and social structure. After a brief summary, we therefore take a closer
look at the possible contributions of sociology to DAI in general and out
thesis in particular.

2.2.5 Summary

In this section we showed some interesting parallels between the topics of
DAI and sociology. It turns out that sociology investigates the micro-macro
link, the connection between individual behaviour and societal structures.
From the connection to DAI’s micro-macro problem, the micro-macro link
of sociology can be expected to contribute to the understanding of the DAI
design process. The distinction between interaction and organisation is an
important fact in sociology. While interaction is a brittle and short-termed
structure, organisation is regulated through formal regulations and aimed
at mid- to long-term existence. One important notion in this context is
the meso-level, which describes the organisations that organise individual
behaviour. We will now discuss in which way the study of sociology can
contribute to this general problem of DAI. In the following chapter we will
then look at the sociological notion of organisation in detail.

2.3 Sociological Contributions to DAI

Our general observation thus far is that the reliance on computationally
complex bi-directional links between micro- and macro-level structures
within a society makes the wholesale adoption of sociologically founded
concepts into DAI intractable at present. We therefore focus on hybrid so-
ciological approaches that operate at the levels of individual behaviour,
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up to structures of the social context, and back to individual action. A the-
ory that comes close to meeting this requirement is the theory of Anthony
Giddens. The strength of this theory lies in the concept of duality of struc-
ture and action. Conte and Castelfranchi (1996) make the criticism that
although Giddens’ theory “is process-oriented, it actually does not take
into sufficient account the role of the cognitive processes linking the micro
and macro-levels”. The habitus-field theory of Pierre Bourdieu is a theory
which covers a similar spectrum between action and structure, whilst at
the same time having a greater explanatory power on the very subject that
Conte and Castelfranchi describe as the shortcoming of Giddens’ theory.
Bourdieu’s concept of habitus consists of a set of dispositions to act, think
and perceive. These dispositions depend on the history of the individual,
and relate to an individuals social experience. They may be incorporated
or imitated, i.e. learned by observation or acquired by advice.

For Bourdieu, an agent’s habitus is the result of processes that adapt to
the surrounding social structure according to the logic of the agent’s social
context. This establishes the importance and the influence of the structure
of the agent society on the behaviour of the individual, whilst still explain-
ing how the individual shapes the structure. Bourdieu views the individual
with its desires and actions as the force behind the development, change
and reproduction of social structure. For us, this results in a call for more
effort to be expended in reasoning about structures, instead of reason-
ing about aggregated values for agents in social simulations. Habitus-field
theory is a sociological theory that provides what Conte and Castelfranchi
(1996) demand, when they write:

We believe that the micro-macro link is not only a two-fold issue:
it is not only a matter of relating macro-structures and micro-
interactions, society and action, as many social scientists includ-
ing Giddens, think. In our conception, it is a three-faceted issue,
including (a) external forces and structures, (b) agents’ cogni-
tion, and (c) their actions. Cognition plays a fundamental link-
ing role between external forces and the agent’s behaviours.

• Unlike what is commonly called rationality, cognition re-
flects and embodies in various ways objective pre-conditions,
societal prescriptions and institutions, and reinforcing ef-
fects. Cognition is undoubtedly structured by society. The
question is how is this possible?

• Macro-social phenomena may emerge, unintentionally, from
micro-interactions. However, they do not only directly emerge
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from behaviours, but also derive from the agent’s cognitive
representations and state. For example, while some conven-
tions directly emerge from behaviours, some structures of
interdependencies emerge from the interrelationships among
the internal properties of agents situated in a common world.

The hybrid approach of Bourdieu to link micro and macro perspective re-
lates well to this issue and has also been considered by other researchers
in the field of DAI (Sun, 2003; Hanappi-Egger and Hanappi, 2000; Urbig et
al., 2003). Bourdieu’s theory is the focus of the next section.

2.3.1 Pierre Bourdieu: The Habitus-Field Theory

The centre of the theoretical work of Pierre Bourdieu is his habitus-field
theory.4 As mentioned before, Bourdieu is one of the researchers that rep-
resent a hybrid approach. His approach tries to bring together both the
micro and the macro perspective. The macro perspective is assumed by
looking at a social field. The social field is analysed according to the po-
sitions participants take in a four-dimensional space. These four dimen-
sions are described by four types of ’capital’, which all participants possess
and try to accumulate:

• Economic capital is the capital form closest related to DAI. It means
resources for increasing wealth and can be money, access to means
of production, land etc.

• Cultural capital is basically knowledge. This can be knowledge about
how to use economic resources, knowledge about others, the rules of
the field in which the individual is situated etc.

• Social capital is the sum of power or trust relationships that can be
used to pursue the interest in a certain field.

• Symbolic capital is the acknowledgement of one of the other three
capitals by other individuals. Symbolic capital can also be described
as having the reputation for possessing X, where X can be “much
economic capital” etc.

4 We can only attempt here to give a short overview of the work of Pierre Bourdieu, and
especially it is an overview from a DAI perspective. The interested reader is referred to
some of the central contributions of Bourdieu (Bourdieu and Wacquant, 1992; Bourdieu,
2000, 1990, 1985).



2.3. Sociological Contributions to DAI 41

Fig. 2.4: The relationship of habitus, field and social practice (reproduced
from Schillo et al., 2000).

Bourdieu’s capital theory also differentiates objectified or institutionalised
forms of capital. An early attempt to use capital theory to define ’social
planning operators’ for DAI was not successful (Schillo et al., 2000a; Schillo
and Vierke, 2000), but we will see later how the capital forms are still well
suited to describe motivations of agents in a given context. Also, Bour-
dieu’s capital theory is currently under investigation as a means of describ-
ing of social roles, which in turn will help identify appropriate negotiation
partners in the domain of shift exchange negotiations among hospital staff
(Urbig et al., 2003). From the specification of a field and the rules by which
more capital can be accumulated, it follows that individuals can pursue
specific interests in the field. This gives us the micro-perspective, and also
gives a first hint as to the connection between micro-macro perspectives.
Bourdieu views the individual with its desires and actions as the force be-
hind the development, change and reproduction of social structure. Each
individual is equipped with a habitus that is made up by dispositions, i.e.
heuristics, to perceive, think, and act. According to Bourdieu, these dispo-
sitions, will not be actively reconsidered until the habitus leads to a crisis,
i.e. a situation where the individual faces a situation where its habitus is
insufficient to pursue its interests. This implies that although human ac-
tion is guided by dispositions to reduce social complexity, it is not only an
instantaneous reaction to immediate stimuli but can become the object of
reflection.

Between the concepts habitus, social practice, and field, there are cir-
cular dependencies (cf. Figure 2.4). Habitus is the manifestation of the
individual’s incorporated history of social practice, the incorporation of
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this structure is the process of learning the heuristics for action and per-
ception that are adequate for social contexts. But by causing social actions,
the habitus is also the generator of social practice. Social practice itself cre-
ates relationships between available social positions, which create a social
field. Again, the social field feeds back to social practice, as the relation-
ships render some actions, and therefore some potential social practice,
highly unlikely (e.g. the daughter of a coal miner becoming professor for
economics), while they enable others (e.g. the structure of employer and
employee allows for claiming a salary).

Another issue raised by Bourdieu which will be relevant for us is the
complex ritual of gift-giving that was originally studied in Northern Africa.
The conclusions from these studies were transferred to studies of the phe-
nomenon in western societies (Bourdieu, 2000, 191-202). The results of
gift-giving are increased social bonds that may not be (economically) ra-
tional but help to stabilise social systems in otherwise brittle environments,
e.g. in the absence of formal rules. In economic exchange, a good or task
is exchanged for money, assuming that the value of both is of appropriate
similarity. Gift exchange, however, is the negation of this concept: the
mutually deliberate deviation from the economic exchange. The motiva-
tion for the gift exchange is the expectation of either reciprocation, or the
refusal of reciprocation. Both are indications to the involved parties about
the state of their relationship. Gift exchange entails risk, trust, the possibil-
ity of conflicts (continually no reciprocation) and the need for an explicit
management of relationships. The aim of this mechanism is to accumu-
late strength in a relationship that may pay off in the future. We will come
back to the concept of gift giving as a basic interaction mechanism later.

2.3.2 Between Micro and Macro: The Meso-Level of
Society

The meso-level of society has previously been described as the level of so-
ciality between micro- and macro-level that is concerned with organisa-
tions. An organisation can be modelled as a social field itself, which pro-
duces different available positions and different relations between these
positions. On the one hand, an organisation is part of an objectified his-
tory, it is defined as a configuration of objective relations between social
positions. On the other hand, the practice of an organisation cannot con-
tinue without a participant’s specific habitus, because the organisation
depends on the agents to accept and fulfil their different positions. The
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possession of social, cultural and economic capital facilitates access to the
specific profits that are at stake in such a field (Bourdieu and Wacquant,
1992, p. 97).

Although an organisation is itself a social field, it still exists in a larger
context, for example the economic field. Recently the idea of the social
field of the organisation as a corporate actor has been formulated in the
framework of sociological theory (Dederichs and Florian, 2002). This gives
us the possibility of a new approach to the micro-macro problem. It is now
possible to view the organisation both as a social field, that is in a circular
relation to the individual, and at the same time as a corporate individual,
in a circular relation to the macro-level. Hence, the micro-macro problem
takes the new perspective of a constant, mutual reproduction of micro and
macro levels through the meso-level, a new analytical concept for DAI. The
micro-macro problem now has been broken down into two problems: (i)
how the individual shapes and is shaped by the organisation, and (ii) how
organisations shape and are shaped by their environment. The relation
of field encapsulation to the mathematical concept of recursion is intrigu-
ing and will be the object of further discussion in the context of holonic
multiagent systems. First we need to have a closer look at the sociological
concept of organisation.

2.3.3 Organisations as Meso-Level Entities

Surprisingly, the term ’organisation’ is mainly an invention of the 20th
century. Despite the early work on the division of labour by Adam Smith
(Smith, 1776), the literature on organisations as perceived today started
only with Henri Fayol in 1916 and was concerned primarily with formal
authority (Mintzberg, 1983). Important terms within this literature were
unity of command (every subordinate should have one superior), scalar
chain (the direct line of command from chief executive through successive
superiors to a worker) and the span of control (the number of subordinates
reporting to a single superior). Researchers worked on different kinds of
organisations (production plants, prisons, bureaucracies, etc.), but at the
time there was no work that tried to generalise these different results to the
notion of ’organisation’.

With the work of Roethlisberger and Dickson’s in 1939 a second point
of view on organisations was established. Their observations on infor-
mal structure, i.e. unofficial relationships within the work group, stated
that these structures are necessary for the functioning of organisations.
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Mintzberg concludes that the literature on organisations since then has
demonstrated that formal and informal structures are intertwined and of-
ten indistinguishable. A third perspective that evolved was occupied with
the formalisation of work that lead to machinelike processes. Max Weber
called these structures ’bureaucratic’. According to Scott (1992), the trans-
lation of Max Weber’s work into English in 1946 marked the beginning of a
field dedicated to organisation research.

This does not mean that a clear picture of what an organisation is has
been established, let alone what it is that makes organisations mediate be-
tween the micro and the macro level of society. Mintzberg (1983) shows
many different ways in which organisations are organised with his concep-
tualisation called “structure-in-fives”, but gives only a partial definition of
organisation:

“The structure of an organisation can be defined simply as the
sum total of the ways in which its labour is divided into distinct
tasks and then its coordination is achieved among these tasks.”
(Mintzberg, 1983, p. 2)

The vast amount of literature dedicated to explain the term ’organisation’
suggests that there is no succinct definition of it. A comprehensive defi-
nition grasping many of the important features is given by Esser, who also
expresses the many facets of this social phenomenon.

Definition 5 (Organisation according to Esser, 2000):

“Organisations are [. . .] social entities, in which a number of human beings
act consciously together [. . .] under the umbrella of [. . .] a constitution. [. . .]
The constitution of the organisation lays out the institutional or legal con-
ditions of membership, i.e. the conditions of entry and exit, the typically
expected performance and the expected reward. [. . .]

The aim or the objective of an organisation consist of the collective pro-
duction of specific resources and services. This goal fixes the social produc-
tion function [. . .] and determines the intermediate results . [. . .]

To achieve this goal most efficiently, organisations use division of labour.
Typically, organisations structure relationships with formally defined posi-
tions with attached typical normative expectations towards the behaviour
of actors. [. . .]
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Subject to formal regulation are especially the entry and leaving of mem-
bers, the occupation of positions and the definition of specific rights and
duties of the actors on these positions. [. . .]

Organisations consist, in contrast to markets, of a system simultane-
ously encompassing a number of relationships of multilateral contracts
and they create a – more or less – centrally controlled and coherent con-
struct, which can act as a unit and is also perceived as such. This becomes
particularly clear in a special case of organisation called corporative actor.”
(Esser, 2000, p. 238-241, translated by the author, emphasis taken from the
original)

Especially interesting is the use of the notion of a corporative actor, which
is the perspective on a collective as a single entity as acting in its envi-
ronment. We come back to this notion in Chapter 6, when we transfer
this notion into a concept suitable for multiagent systems. Note that this
definition of organisation indirectly expresses that being a member lim-
its a member’s autonomy, as the member is now part of a “fixed social
production function” and is committed to fulfil the duties of its position.
The following is a definition by sociologist Kathleen Carley, who works on
multiagent-based social simulation for advancing organisational theory.

Definition 6 (Organisation according to Carley, 1999):

In general, organisations are characterised as:

• large-scale problem solving technologies,

• comprised of multiple agents (human, artificial, or both),

• engaged in one or more tasks; organisations are systems of activity,

• goal-directed (however, goals can change, may not be articulable, and
may not be shared by all organisational members,

• able to affect and be affected by their environment,

• having knowledge, culture, memories, history, and capabilities dis-
tinct from any single agent,

• having legal standing distinct from that of individual agents.
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According to Carley, one reason for organisations to exist is that they ex-
pand beyond four limitations of individuals: cognitive, physical, tempo-
ral, and institutional limitations. Organisations can process tasks beyond
the cognitive abilities, beyond the resources and the location of a single
individual. Also, organisations can process tasks beyond the lifetime of an
individual. They can obtain a legal status not available to a single actor.
Although organisations are an extraordinary phenomenon, they are not a
simple solution to every coordination problem. The difficulty of finding
an appropriate organisational design for a given problem is expressed by
Scott (1992) in the following three theses:

• There is no one best way to organise. There are no general principles
applicable to organisations in all times and places.

• Any way of organising is not equally effective. Organisational struc-
ture is not irrelevant to organisation performance.

• The best way to organise depends on the nature of the environment
to which the organisation relates. Organisation design decisions de-
pend - are contingent - on environmental conditions.

As Carley and Scott agree, organisation has advantages and disadvantages,
depending on its mechanisms and the environment in which it is sup-
posed to pursue its goals. In brief, the advantages of organisations over
loosely coupled individuals that engage in market-style, interaction-based
coordination, are the following. Organisations overcome the limitations of
individuals and coordinate their actions in such a way that the organisa-
tion as a whole achieves higher performance. Moreover, an organisation
can be more persistent than a group of interacting agents because of for-
mal structures that regulate membership, procedures, aims of the group,
and other constraints which are important to organise joint action. Or,
in the terms of Mintzberg: organisations formalise behaviour to reduce
variability, ultimately leading to better prediction and control (Mintzberg,
1983, p. 34). Furthermore, in contrast to systems based on ad hoc in-
teraction as a result of the way they are structured, organisations do not
necessarily fall apart as soon as a single agent stops interacting. Finally,
organisations institutionalise anticipated coordination, which can lead to
the reduction of communicational effort. All these reasons make organi-
sational forms an attractive concept to transfer to multiagent systems.
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2.3.4 Summary

We presented sociological definitions of organisations, in particular, we
are going to use the definition provided by Esser. In addition, we dis-
cussed parts of the theory of a specific sociologist, Pierre Bourdieu, which
define the basic sociological input that proves to be beneficial in the re-
mainder of this thesis. In this discussion we have shown that organisa-
tions have several advantages over ’unorganised’ (in general this means
“market-based”) interaction with respect to the robustness of coordina-
tional activities. These advantages are results of the special properties of
organisations over market-style, many-to-many interactions. An impor-
tant example is the regulation of membership. In a market, everybody is
equally able to participate in negotiations. Structure inside the market is
only informal, based on preference structures. Organising the individuals
in the market means to build formal structures, e.g. in order to match the
customer demand. If structure is to last, it needs regulations that formally
describe the structure. Membership regulation, i.e. the rules after which
one can enter or exit the sphere of the structure, is an important part of this
formal description, on which other properties of organisation depend.

2.4 Bottom Line

In this chapter we gave an overview of three different topics: the central
notions of DAI, the relationship between DAI and sociology, and the soci-
ological notion of organisation. We identified the central problem of mul-
tiagent design as the integration of two perspectives: the agent perspec-
tive (bottom-up) and the system perspective (top-down). This problem
is called the micro-macro problem of DAI. We then showed that a similar
notion exists in sociology: the explanation of how individuals shape so-
ciality and how actions are shaped by sociality is called the sociological
micro-macro link. One sociological approach to span the explanatory gap
between action and society is to use an intermediate level, the meso-level,
which is concerned with organisations. Organisations have a number of
advantageous properties related to performance and the robustness of co-
ordination. This makes organisations an appealing concept for achieving
multiagent robustness for three reasons. First, an adequate transfer of the
concept ’organisation’ to DAI promises a new approach to achieving ro-
bustness as it contributes to robustness in human societies. Second, or-
ganisations are perceived as an intermediary between the individual and
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the societal level. In a changing environment, organisations are a social
instrument for finding and stabilising a coordination structure that is ad-
equate for this environment. This structure both regulates individual be-
haviour and improves properties of the overall system. Particularly, this
feature relates to the micro-macro problem of DAI in a changing environ-
ment. Last, the organisation introduces the concept of the ’corporate ac-
tor’, that allows for encapsulation and recursive modelling, and promises
advantages for structuring dynamically a multiagent system.

We have also established an important relationship between the micro-
macro problem and the notion of scaling social complexity. We have ar-
gued that in order to span the micro-macro gap in DAI we will most likely
need to find ways to scale our designs in the sociological sense of allowing
for more complex forms of social relationships. Assuming that organisa-
tions save coordination effort, we found that this qualitative scaling is also
an approach to quantitative scalability. Simply put, increasing structural
complexity enables the society of agents to cope with larger populations.
In the next chapter we review the extent to which the sociological concept
of organisation has been applied to multiagent design, and how the issue
of robustness has been addressed in DAI so far.



3. Organisation and Robustness in
Distributed Artificial Intelligence

The previous chapter showed that the sociological concept of organisation
has many properties desirable in the context of robust systems. The term
’organisation’ is frequently used in DAI and we review and classify cur-
rent research according to their uses of the term. Furthermore, we provide
a classification scheme that considers a range of properties and we cate-
gorise recent and ongoing work in the area of robust multiagent systems
according to this scheme.

3.1 Multiagent Systems and Organisation

The organisation metaphor is not new to multiagent system research. But
there is a number of different application areas that apply the metaphor
to multiagent systems in distinctly different ways. Likewise, the notion of
’self organisation’ is used with different meanings. In this section we will
lay out the diversity of these terms before we commit ourselves to a use of
the terms.

3.1.1 Computational Organisation Theory

Research in computational organisation theory is concerned with under-
standing organisations through agent-based simulation. The goal of this
field of research is to theorise about, and analyse, organisations and the
process of organising (Carley, 1999). To do this, researchers use mathe-
matical and computational methods to study human organisations. The
general aims of research in this area are to build new concepts, theories,
and knowledge about the structure of organisation and the process of or-
ganising, to develop tools and procedures for validation and analysis, and
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to apply these abstractions to actual organisational practice. Multiagent-
based simulation is one of the computational methods than can be em-
ployed. Two examples of simulation platforms and their research issues
are (i) ACTION , which captures the features of more than one hundred
generic manufacturing tasks to explore organisational design (Gasser et
al., 1993) and (ii) ORGAHEAD (Carley and Svoboda, 1996). With ORGA-
HEAD, the importance of individual learning histories in organisations can
be demonstrated. These studies show that organisations in which both the
agents and the structure are flexible and learn over time, are not guaran-
teed to improve their performance, although both adapt in a goal-directed
manner. ORGAHEAD is a model of human organisation and is based on
the social conception of organisations as inherently complex, computa-
tional and adaptive in which knowledge and learning occurs at multiple
levels. As a consequence, not all change is advantageous. Individual and
structural learning can clash if the organisational re-engineering, aimed
at optimising structure, forces otherwise competent workers to perform
tasks they have not sufficient experience with. In this case, management
of structural change carefully needs to take into account individual learn-
ing histories.

3.1.2 Business Processes Automation with Multiagent
Systems

In contrast to the previous strand of research, one technical perspective
of DAI on organisations is that of using multiagent systems to design soft-
ware that supports processes in real- world organisations. These can be
firms or other organisations such as governmental administrations. To il-
lustrate this relationship, we discuss two examples from the DAI literature.

The ADEPT business process management system is designed to op-
erate within an organisational structure, and to automate the collabora-
tion of several business units (Jennings et al., 2000b). Within ADEPT, these
units are represented as software agents, which communicate over the
network and negotiate how to collaborate towards managing the overall
business process. Integral parts of ADEPT are a communication infras-
tructure, a service description language (SDL), schemes to negotiate about
services described in SDL and an agent architecture to deal with the re-
sulting complex social interaction during negotiation. Each ADEPT agent
consists of models of itself and others, and a number of modules that use
these models. The modules’ tasks are to oversee service execution, man-



3.1. Multiagent Systems and Organisation 51

age interaction, assess the current situation and provide a means for com-
munication. The potential of ADEPT, and therefore of agent-based process
management, has been demonstrated by the implementation of a proto-
type for a British Telecom business process (Jennings et al., 2000a). This
process is designed to provide a customer with a quote for network service
provision. The process is highly distributed: First, because it involves mul-
tiple organisations, e.g. the vetting of customers is outsourced. Second,
because even the units inside British Telecom are physically distributed
as they reside at different sites (legal unit, surveyor unit, etc.). Last, the
process consists of a number of tasks and choice points where decisions
are made by different decision makers. ADEPT showed that these require-
ments can be handled effectively by a multiagent approach, as it was able
to surpass traditional systems in the area of handling changing resources
at run-time, handling exceptions in a context dependent manner and al-
lowing different parts of the organisation to retain their autonomy of in-
formation and control.

The second example concentrates on supporting business processes
between companies. The topic of Agents in Virtual Enterprises (AVE) was
to support the creation of virtual enterprises, i.e. a cooperation of inde-
pendent firms (Fischer et al., 1996). Whilst the companies act towards
clients and competitors as a single corporation (or a ’corporate actor’, cf.
Section 2.3.2), they maintain their independence. As the virtual enterprise
is not designed for long-term cooperation. Rather, the virtual enterprise
is an organisational form than react quickly to changes in the market. Its
organisational form helps to set up collaborations to produce a specific
product that requires the core competencies of the participating firms. In
the face of market changes, it is critical to find matching partners, and start
joint production just as quickly. In AVE, four stages for virtual enterprises
were defined: goal specification, process decomposition, selection of part-
ners for partial processes, and process result synthesis.

The modelling of business processes using a multiagent system applies
this general pattern: companies and company units are represented as
agents that can negotiate about a given goal specification and process de-
composition to autonomously select partners and monitor synthesis.

3.1.3 Organisation as Communication Topology

The notion of organisation in terms of a communication topology is cho-
sen by Turner and Jennings (2001) to deal with issues of quantitative scal-



52 3. Organisation and Robustness in Distributed Artificial Intelligence

ability in multiagent systems. Traditional topologies also known from net-
work theory are hierarchic, star, gate-keeper, etc. However, Turner and Jen-
nings’ work also introduces a distinguishing property for agents, namely
the separation into customers and suppliers, which gives new possibili-
ties. Turner and Jennings present three different topologies:

1. a bipartite graph between the two sets of agents,

2. the fully connected graph and

3. the fully connected graph with a new intermediary agent.

Each of these topologies has different properties in terms of communica-
tion and processing requirements. The authors improve system perfor-
mance by giving the agents the ability to collectively determine the most
appropriate communication structure for the system at runtime and to
change this structure as their environment changes. These system prop-
erties are termed self-building and adaptive. An empirical evaluation con-
cludes that the adaptation approach is superior to topologies 2 and 3 (the
first is not considered, as agents in the same set cannot communicate,
which is considered to be asocial and not sufficiently adaptive). Inter-
estingly, the comparison of the resource consumptions of the mentioned
topologies, demonstrates a perturbed behaviour of this approach, where
the frequency of the perturbations varies with the size of the agent popu-
lation.

The work of So and Durfee (So and Durfee, 1996) similarly deals with
communication topologies, but restricts analysis of tree-like structures to
the performance in homogeneous multiagent systems. An extreme point
of view, in terms of organising communication topologies, focuses on sev-
eral agents that merge into a single agent according to the tasks to be per-
formed (Ishida et al., 1992), or agents creating, joining and leaving firms
depending on respective utility (Axtell, 2000). Brooks and Durfee (2002)
show that the process of congregating (the self-organisation of agents into
groups of matching interest) improves the scalability of allocation prob-
lems by allowing agents to interact locally. Note that all communication
links between the agents are of the same nature and ’organisation’ here
describes the arrangement of communication channels rather than (re-
)defining the nature of each channel. A slightly different view is that of
Singh’s (1997b) “Spheres of Commitment”, in which the organisation of a
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multiagent system partitions the system into spaces where specific infor-
mation is propagated. The base for this partition is a general communi-
cation topology between the agents. The partitioning of the spheres of
commitment can be viewed as a second order topology that is a subset of
the general topology.

3.1.4 Organisations as Multiagent System Blueprints

The perspective of viewing organisations as multiagent system blueprints
aims at advancing the understanding and the design of multiagent sys-
tems. One of the origins of this strand of research is marked by Fox (1988),
who defines organisation as a “task decomposition and control regime”
and organisational structure as “processes and communication paths”. Us-
ing the HEARSAY-II system (Hayes-Roth et al., 1980), he describes several
types of such organisational structures. Starting with the simple case of a
single agent (where no coordination is needed), the first step of organisa-
tion in the sense of Fox is the group, which coordinates by mutually agreed
upon decisions. As the number of agents increases, the following types
of organisation are deemed more appropriate in the given order. First,
the simple hierarchy (a decision-maker plus multiple executors) matches
the requirements of small populations, increased populations require a
’uniform’ hierarchy (adding more levels to the hierarchy). When yet more
agents are added, a ’multidivisional’ hierarchy is more appropriate and
a pricing system (market) can solve coordination problems, if several or-
ganisations are available. Finally, a ’collective organisation’ is considered,
which is a set of organisations with shared long-term contracts. From a
sociological point of view, Fox deals with coordination mechanisms rather
than organisation: the organisational types he describes are mostly con-
cerned with the control regime and are about coordination of action by a
changing degree of control.

Kirn and Gasser (1998) propose the concept of “multiagent organisa-
tional theory”, which uses a rich sociological notion of organisation, en-
visaged to be “a set of tools by which the individual behaviour of any sys-
tem member is to be coordinated towards global goals”. Important con-
cepts are scenario, organisational position, goals, plans, membership, and
constraints to specify organisational structure. The organisational posi-
tion defines the resources, competencies and tasks of an agent. In order
to join or leave an organised multiagent system, agents have to go through
well-defined procedures. This also holds for changes in the structure of the
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organisation. The proposal also specifies organisational processes for cre-
ating an organisation, entering an organisation (which may also change
an organisation) and changing the “cognition” of an organisation member
(which assumes that agents are cooperative in this respect). The presented
description is very elaborate, but has not yet been evaluated in an imple-
mentation. An important restriction of their proposal is that agents can
only be part of one organisation at the same time. But in contrast to Fox,
the metaphor of organisation is used here in a much richer way.

The AALAADIN approach of Ferber and Gutknecht (1998) uses the con-
cepts of agent, group, and role to model organisational structure. It is a
meta-model as it supports the description of a range of different organisa-
tions. Treated examples of such organisations are markets and hierarchies.
An interesting feature is the ability of reflection, which is introduced to al-
low for resource management, task load balancing and object migration.
This reflection mechanism enables agents to participate in several groups
at once, possibly performing different roles in them. The presented con-
cepts are implemented in the multiagent development kit MADKIT.

A highly interesting and multi-faceted application of the term of or-
ganisation is the work of Giorgini et al. (submitted). Their research is
conducted in the context of the architectural design phase of Tropos, a
software engineering methodology for multiagent systems. The intuition
for their framework is to model intra- and inter-organisational coordina-
tion models taken from two sources. The first source is organisational
theory, especially the “structure-in-fives” of Mintzberg (1983). This intra-
organisational approach is confronted with the second source, which is
the theory on strategic alliances as an example of inter-organisational net-
works. The intra-organisational models include a hierarchical system of
authority (“pyramid”), a chain of values, a multi-way command structure
(matrix) and coordination based on bidding (market relationship). These
models are accompanied by four inter-organisational models, represent-
ing a joint venture, a model for agreements between independent part-
ners (“arm’s-length”), a combination of pyramid and arm’s-length called
“hierarchical contracting”, and a model for organisations that open their
decision-making processes to external experts (co-optation) (Giorgini et
al., submitted; Kolp et al., 2001). Their proposal is to use these models as
patterns for software design building on the AALAADIN model of Ferber et
al. It also refers to the GAIA methodology by Wooldridge et al. (2000) in the
respect that it stresses the importance of roles. The roles, which Kolp et
al. use, are designed to support the implementation of the different intra-



3.1. Multiagent Systems and Organisation 55

and inter-organisational models: broker, matchmaker, monitor, mediator,
embassy, and wrapper.

The implementation and evaluation have so far been restricted to two
different models. The intra-organisational coordination model was de-
rived from Mintzberg’s “structure-in-fives” template and using a combi-
nation of the organisational designs extracted from two case-studies on
the companies Agate and GMT. A model of a joint venture as an example
for inter-organisation coordination was also instantiated by case studies
of two companies, Airbus and Eurocopter. Both, the intra- and the inter-
organisational model were used to design the control architecture of Lego
Mindstorm robots (Giorgini et al., submitted). Note that although in Kolp
et al.’s work organisational theory is used intensively, the most thorough
application of the theory is describing coordination, not organisation. For
example, matters of membership, or the partial surrender of autonomy of
parts of the organisation do not appear in their study.

3.1.5 Organisation as Emerging Order and
Self-Organisation

Another strand of multiagent research that uses the term organisation is
that of agent systems, which are specialised in solving search problems
using a pheromone-based approach. Insect states, especially ant colonies,
are the prototypical example for such systems. Here, each individual ant
follows only a very simple ’program’, but the colony as a whole is capa-
ble of adapting to a wide range of environmental circumstances. For ex-
ample, it is important for the efficient functioning of the colony that ants
find nearby food sources and lay out short paths between their nest and
the food. The colony is able to build minimum spanning trees that con-
nect the nest to the food by each ant following a simple program (Parunak
and Brueckner, 2001). The key idea captured here is the logic of collective
intelligence. This means that the system comes to exhibit collective intel-
ligence (providing food and solving a larger scale logistics problem) that
goes beyond the aggregation of individual intelligence (no single ant holds
a “schedule” for delivering food, there is no central scheduler). In contrast
to previous perspectives, here organisation is seen not as a result, but as a
process. Producing the spanning tree to food sources is here interpreted as
a process of organisation. Marking and travelling the spanning tree by au-
tonomous entities without central control is seen as the self-organisation
of these entities. A similar idea, although with a different terminology, lies
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behind the concept of self-organising sensor networks, where agents col-
laboratively decide to improve the system’s global utility. This is achieved
through a coalition formation scheme that assigns agents with sensors to
observation regions (Sims et al., 2003).

Haken (1985) defines a system as self-organising if “it acquires a spatial,
temporal or functional structure without specific interference from out-
side”. But as in so many terms that appeal to common intuition, there is no
generally accepted definition of what constitutes a self-organising system.
For example, one may argue that many self-organising systems receive at
least some input from their environment and that the term “without spe-
cific interference from outside” leaves much room for interpretation. A
clearer definition in this respect is that of autopoietic systems, known both
in sociology and artificial intelligence. Maturana and Varela (1980) define
an autopoietic system as:

“[. . .] a network of processes of production (transformation and
destruction) of components that produces the components that:
(i) through their interactions and transformations continuously
regenerate the network of processes [. . .] that produced them; and
(ii) constitute it (the machine) as a concrete unity in the space in
which they (the components) exist by specifying the topological
domain of its realisation as such a network.”
(Maturana and Varela, 1980: p. 79; quoted after Winograd and
Flores, 1986).

We question with Castelfranchi (2001), whether this does justice to the re-
lationship of self-organisation to emergence. According to Castelfranchi,
the mere perception of a structure that was not intended and is only in the
eye of the observer, is not sufficient to label a phenomenon as emergent.
He argues that the pattern must have “specific causal effect on its envi-
ronment due to the global, structural properties”, otherwise it remains an
epiphenomenon, without causal role and influence on the future develop-
ment of the system. The definition of Haken does not require any causal
role of the structure that has self-organised, and so it could just as easily
be an epiphenomenon, existing only in the eye of the observer. In our own
view, the result of self-organisation must be a structure that is not only a
category of observation, but has also an effect on processes in its context.

Over the last couple of decades, self-organisation has become an estab-
lished interdisciplinary research topic (cf. Roth and Schwegler, 1981). The
different theoretical approaches have in common that they call any kind
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Multiagent Systems and Organisation

Application in Sociology Application in MAS

Sociological Notion
of Organisation Other Notions
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Fig. 3.1: Overview on different application areas of the notion organisation
in multiagent systems.

of system ’self-organising’, if it is able to preserve ’operational closure’ (i.e.
autonomy) toward its environment and recursively determines its internal
structures by itself as the environment changes.

3.1.6 Summary

There are many facets of the notion of organisation that are already be-
ing treated in DAI research: modelling organisations with DAI techniques
to conduct sociological studies, applying DAI systems in human organisa-
tions, organising communication topologies in DAI systems, and looking
at the organisation (structuring) of behaviour in simple agents (cf. Fig-
ure 3.1). However, the discussion of the concept of organisation for the
construction of multiagent systems concentrates on selected aspects of
organisation such as communication topologies and the transformation
of the members of the organisation into a single agent. As a consequence,
the concept of organisation has only rarely been treated in a manner that
is adequate to its sociological meaning. For example, even in cases where
DAI research is directly related to organisational theory, the models imple-
mented resemble either a market or a hierarchy of authority. However, in
a sociological sense these are mechanisms of coordination rather than or-
ganisations (the fact that a monarchy uses an authority hierarchy does not
make it an organisation). What is lacking with respect to the communi-
cation topologies, is a differentiation of the types of interactions and their
consequences. To date, the organisational concept in DAI lacks features
important for organisation in the sociological sense: regulated member-
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ship, management of anticipated coordination and exception handling. In
this thesis, we aim at dealing with this shortcoming.

An interesting commonality in all the different notions of organisation
above is the relationship to the term self-organisation. The interpreta-
tion that is also shared by Turner and Jennings (2001), Axtell (2000), So
and Durfee (1996) and Ishida et al. (1992), is that the term organisation
is used to define self-organisation. In this sense, a sociological notion of
self-organisation for multiagent systems is the process of generating social
structure by a set of agents that engage with others in structures analogous
to human organisations. We therefore define self-organisation in the fol-
lowing way.

Definition 7 (Self-Organisation):

Self-organisation of a multiagent system is the choice of individual agents
to engage (a) with a chosen set of other agents in (b) a selected pattern of in-
teraction that is (c) analogous to that of a sociological form of organisation.

Note that this type of self-organisation is not pre-defined by a designer
at design-time, but is a process generated by the goal-directed choice of
individual agents. This definition of self-organisation is adopted for the
remainder of this thesis.

In conclusion, the sociological concept of organisation has only rarely
been used for the construction of multiagent systems. But this notion is
central in sociology to explaining the link between individual behaviour
and processes on the macro-level of society. Consequently, with respect
to the improvement of properties such as performance, persistence and
efficiency, it is likely therefore that there is space for improvement by using
this notion as inspiration for the creation of robust multiagent systems.
However, before we can proceed to do this, we formulate our observation
on the diverse use of the term ’organisation’ in the next section. Then we
proceed to draw a clearer picture of the notion of robustness.

3.1.7 The Concept of ’Organisation’: Another
Misperception in DAI about Sociology

Research conducted in DAI that refers to sociological notions of organisa-
tion often misinterprets the meaning of organisation and assumes that or-
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ganisation equals coordination. From the sociological definitions we have
seen in Section 2.3, we know that coordination is an integral part of an or-
ganisation. One advantage of organisations is their ability to process tasks
beyond the cognitive abilities, the resources and the location of a single in-
dividual. Obviously, this requires coordination, but it does not mean that
organisation is only about coordination. The confusion in DAI arises be-
cause the central point of organisation, which is formalisation, ultimately
aims at coordination. For example, the institutionalisation of coordina-
tion leads to the reduction of communicational effort, one of the major
advantages of organisation.

Organisation has a number of features that go beyond the coordination
of work. Formal structures also regulate membership, procedures, aims of
the group, and other constraints, which are important to organise joint ac-
tion. These regulations have far-reaching consequences for the autonomy
of the member of an organisation that go beyond the coordination of task-
assignment. Also, organisations can process tasks beyond the lifetime of
an individual as they, are composed of several members and cater for re-
dundancy. Furthermore, the legal status of an organisation is not available
to a single actor.

In summary, the misunderstanding about the notion of ’organisation’
can be added to the four misunderstandings in DAI about sociological
terms reported in Section 2.2.4.

3.2 Robust Multiagent Systems

Robustness is, as indicated by its wide-spread use in computer science, a
generally desirable feature of software systems. However, before the au-
tonomic computing initiative was formed, not much systematic research
was conducted on the combination of robustness and multiagent systems.
We will start with an overview of the diverse existing approaches, and then
give an overview of this new initiative.

3.2.1 Notions of Robustness

The PhD thesis of Nagi (2001) introduced an approach for robust multia-
gent systems in the area of production planning and control, where agents
are used for the automation of planning and control inside a factory. The
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agents’ job is to populate the production schedule databases by processing
data on the incoming orders and to re-adjust existing schedules according
to information on production units and products. The proposed approach
represents the agent actions as database transactions. The robustness of
the presented multiagent system is achieved by utilising an advanced con-
cept of transactions, namely open nested transactions, to build so-called
transactional agents. Nested transactions do not support the standard
ACID properties of database systems (atomicity, consistency, isolation and
durability), as nested transactions are not guaranteed to be durable. How-
ever, they prove to be a useful concept to ensure desired effects on cor-
rectness and persistence of the overall schedule. The underlying notion of
robustness is the following.

Definition 8 (Robustness according to Nagi (2001)):

Robustness of a multiagent system equals correctness and recoverability:

• By correctness, it is meant that, in normal operation modes, the agent
plans are executed in a way that guarantees the absence of any unde-
sired side effects that might result from the concurrent execution of
agent actions in the multiagent environment. [. . .]

• By recoverability, it is meant that, in case of disturbances, the system
reaches a well-defined consistent state. Due to the reactivity of multia-
gent systems, this state is not necessarily its state before the occurrence
of the disturbance as compared to the recoverability theory (Bernstein
et al., 1987) it can be any state as long as it is consistent, desirable, and
expectable by the designer.

The multiagent system should guarantee the robust execution of agent ac-
tions, facing both technical disturbances (failure in the IT-infrastructure)
and operational disturbances (problems on the production shop floor). As
a consequence, and although not explicitly stated, this notion of robust-
ness is located at a very low level. The main concern is how to deal with
execution failures of the database system, the agents or the communi-
cation channel in the face of technical disturbances and the consequent
need to recover the state of the system to a desirable state.1 The pro-

1 In this sense, using database system transactions is closely related to checkpoint-
ing based on rollback-dependency graphs from distributed computing as described by
(Manivannan et al., 1997), see also (Mullender, 1993).
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posed mechanism assumes that failure can be detected easily, and, as de-
fined by the scenario, all agents are under control of a single stake-holder.
For operational disturbances, unforeseen resource unavailabilities trigger
a rescheduling procedure.

Klein and Dellarocas deal with exploiting the exception handling ex-
pertise of multiagent systems (Dellarocas and Klein, 2000). To this end,
they have created a Web-based repository that augments the MIT Pro-
cess Handbook. This handbook captures exception handling knowledge
in over 5000 process descriptions ranging from specific rules (like the uni-
versity purchasing department) to generic rules (multi-criteria decision
making). Also, the project specifies links between (a) coordination mech-
anisms, (b) exception types, and (c) exception handling processes. How-
ever, in contrast to the breadth of the exception handling model, this work
still lacks implementation. Work that focuses on the problem of agents
that ceased processing in the context of contract-net negotiations is docu-
mented in (Klein et al., 2003). The contribution of this work is the “citizen”
approach. This means that contractors in a market scenario are not left
waiting until an agent fails to deliver on time to find out about its failure.
Instead, they rely on a third party to poll agents to see if they are still part
of the community. If this third party discovers that an agent does not re-
spond, it informs all contractors that subcontracted to this agent about
this “agent death”. Of course, this makes the assumptions that these third
parties can be trusted (that no malicious third party wants to discredit
other agents in order to increase its own profit), and that contractors an-
nounce from which agents they would like to know whether they stopped
execution. It may not be obvious for all scenarios that contractors would
like to share this knowledge.

Work in the area of robust multiagent systems that is thoroughly eval-
uated is presented by Kaminka and Tambe (Kaminka and Bowling, 2002;
Kaminka and Tambe, 2000, 1998). Their emphasis is not in exception han-
dling, but in failure recognition: plan recognition is used to determine
when agents deviated from a (joint) plan. Critical deviations need to be
recognised as such and recovery plans have to be determined based on
failure categorisation. The chosen scenario is that of ’helicopter agents’ in
a military setting. These agents represent parties in a battlefield simula-
tion, a setting which provides a domain that is both rich in uncertainties
and allows for the application of different joint plans. One of the key results
of this work is that a simple distributed teamwork monitoring algorithm
ensures correct and complete detection of teamwork failures, despite re-
lying on limited uncertain knowledge and monitoring only key agents in a
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team. By contrast, a centralised scheme using a complex algorithm might
trade correctness for completeness, but will require the monitoring of all
team members.

Huhns and Holderfield (2002) call their multi-agent approach towards
robustness redundancy. They use n-version programming, which was first
considered in the 1970’s, where n different algorithms are implemented to
provide a single functionality (Huhns et al., 2003). At run-time a control
unit compares the outcomes of each of the implementations and can, in
the case of failure of these implementations, compensate if at least one
implementation returns a valid result or interpolation is possible between
different equally valid results.2 The authors implemented a basic data sort-
ing application that consists of a number of different sorting algorithms
wrapped by agents and showed the feasibility and robustness of their ap-
proach. Beyond this simple application, they also clarify an interesting re-
lationship for multiagent systems. In a given domain, algorithms can dif-
fer in time or space complexity, input or output data structures, and their
data type. Under the varying requirements in a domain and depending on
resource needs, the decision to distil the final result in a post-processing
step, or execute a single algorithm that was determined in a pre-processing
step, can be quite complex and even involve the expertise of each indi-
vidual agent. One can easily see this as an application area for different
agent-based voting or collaboration schemes.

Before we compare the different notions in a summary, we will first look
at a first integrative initiative for robustness. Although it is not intrinsically
relying on multiagent systems, it is clearly related.

3.2.2 Autonomic Computing

The autonomic computing initiative was conceived by IBM to help re-
duce the cost and complexity of owning and operating an IT infrastructure
(IBM, 2003). The term “autonomic” is derived from human biology, where
functions of the body like heartbeat, blood sugar level and body temper-
ature are balanced without any conscious effort of the individual by the
autonomic nervous system. In much the same way, autonomic comput-
ing components are supposed to anticipate computer system needs and
resolve problems with minimal human intervention.

2 This is why we call this a compensation approach, as robustness is achieved by com-
pensation through a diversity of problem solving units and not through identical units (as
used in approaches providing robustness through redundancy).
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However, there is an important distinction between autonomic activity
in the human body and autonomic responses in computer systems. Many
of the decisions made by autonomic elements in the body are involuntary,
whereas autonomic elements in computer systems make decisions based
on tasks you choose to delegate to the technology. Autonomic computing
can result in a significant improvement in system management efficiency,
when the separate technologies that manage the environment work to-
gether to deliver system wide performance results.

Autonomic computing is part of the larger effort of automating the sys-
tem administration process for on demand e-businesses. This on demand
operating environment is intended to show four essential characteristics:
it should be integrated, open, virtualised and autonomic. Autonomic com-
puting is defined by IBM as follows.

Definition 9 (Autonomic computing according to IBM, 2003):

In an autonomic environment, system components – from hardware such as
desktop computers and mainframes to software such as operating systems
and business applications – are self-configuring, self-healing, self-optimizing
and self-protecting. These self-managing attributes are defined as follows:

• Self-configuring: To adapt automatically to the dynamically chang-
ing environments. [. . .] Such changes could include the deployment
of new components or the removal of existing ones, or a dramatic in-
crease or decrease in the workload. [. . .]

• Self-healing: To discover, diagnose and react to disruptions. [. . .] Cor-
rective action could involve a product altering its own state or effecting
changes in other components in the environment. [. . .]

• Self-Optimising: To monitor and tune resources automatically [. . .]

• Self-protecting: To anticipate, detect, identify and protect against at-
tacks from anywhere. [. . .]

The heart of the architecture for autonomic computing consists of what is
called autonomic managers. Each autonomic manager is assigned to com-
puting resource and implements a control loop consisting of four parts:

• The first part is a monitor that collects, aggregates, and filters data
from the computing resource.



64 3. Organisation and Robustness in Distributed Artificial Intelligence

• An analysis part uses this data to predict future resource require-
ments of the environment.

• From the result of the analysis and the policy information given to
the manager, a planner generates a course of action.

• Finally, an execution part controls the execution of the plan, consid-
ering on-the-fly changes.

An integral part of the architecture is the collaboration between the man-
agers, to share gained knowledge and coordinate plans and their execu-
tion. This highlights the relation to multiagent systems and notions of
multiagent robustness. To date, the interest in the initiative is huge and
the work wide ranging. Some scenarios concentrate on problems already
dealt with by other techniques. For example, the “heart-beat monitoring”
approach by Sterritt and Bustard (2003), which consists of control com-
munication to detect non-reacting applications, is already an integral part
of all major operating systems3 and similar to the approach of Klein and
Dellarocas. Other problems to be addressed by the initiative are still very
vague and need further analysis (e.g. automated enforcement of security
policies). However, there are already implementations of applications that
address some of the issues in an adequate and valuable way. For example,
McCann and Jawaheer (2003) present a study of a web-server designed to
be self-monitoring and adaptive to improve robustness in load peak sit-
uations. They also describe the transition from a traditional system to an
autonomic system and highlight the fact that this transition also has draw-
backs, in this case significant increase in bandwidth and memory con-
sumption. A good overview of issues opened by the initiative can be found
in (Elnaffar et al., 2003), where the authors analyse the extent to which
current database management systems are autonomic. One fundamental
problem for autonomic computing is the development of appropriate per-
formance indices without which monitoring, and therefore the triggering
of the management process, is not possible (cf. Rovatsos et al., 2003).

3.2.3 Comparison

An important general distinction of terms for different mechanisms for
achieving robustness is made by Toyama and Hager (1997). They distin-

3 In Unices all non-reacting processes are marked as “zombies”, in Windows XP the
task-manager will annotate these applications as “non-reacting”.
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Fig. 3.2: Overview of the five stages for robustness management and a di-
vision into ante-failure and post-failure stages.

guish ante-failure and post-failure robustness. Ante-failure robustness fo-
cuses on avoidance and the prevention of failure. Therefore, we also re-
fer to this notion as prevention, as it is achieved by equipping a system
with mechanisms that passively increase robustness of a mechanism. Ex-
amples for prevention are the provision of redundant processors or band-
width. Post-failure robustness means recovery from failure and is only ap-
plicable in domains, where failure is not catastrophic. Toyama and Hager
give several reasons why it is an important issue in its own right:

1. Ante-failure robustness must deal with different modes of failure, but
a single post-failure often suffices to recover after several types of fail-
ure.

2. Ante-failure robustness methods often reduce performance in opti-
mal conditions.

3. Perfect ante-failure robustness is impossible to achieve in a complex
world; if failure is inevitable, one should plan for recovery.

In abstracting from failure robustness to robustness against perturbation
in general, we can see that post-failure robustness requires a method to
deal with an undesired situation, i.e. some kind of exception handling.
Exception handling assumes that the agent which has to react needs infor-
mation on current events and needs to determine if, and also what kind of
exception has occurred. Following Kaminka and Tambe and several oth-
ers, we assume three stages for post-failure robustness: monitoring, diag-
nosis and recovery. Consequently, an ideal treatment of robustness against
perturbation would include prevention (of undesired outcomes), monitor-
ing of the perturbation (to see if exceeds limits) and exception handling
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√ √ √ √

Sterritt & Bustard
√ √ √

McCann & Jawaheer
√ √ √ √

Tab. 3.1: Overview on the stages for robustness management covered by
DAI approaches.

(if this does occur). An interesting issue raised by Toyama and Hager is
adaptive recovery, which means that knowledge gained during monitor-
ing and exception handling is used for future operation. For example, this
can mean that certain actions are avoided, as they can be expected to con-
tribute to failure, or that different actions need to be chosen for exception
handling. In conclusion, we have five distinct stages as parts of an ideal
concept of robustness (cf. Figure 3.2).

The five stages of robustness management can be used to analyse the
different capabilities of the previous approaches to robustness (cf. Table
3.1). The design of interaction protocols as it is used in the FIPA stan-
dardisation for task-assignment implies that several agents are requested
to make bids for a task. In that sense, the protocol provides a mechanism
for failure prevention through redundancy, as it can deal with individual
agent failure on the side of the bidders: If an agent is not available for
bidding, the initiator will still be receiving other bids and the procedure
can continue. To this end, protocols can contain time-outs to prevent the
stalling of a protocol due to single agent or communication platform fail-
ure. Therefore, by monitoring the deadline, exception handling can be in-
voked to determine that an agent will not respond in time and should not
be waited for, making the system robust against this disturbance. In the-
ory, protocol design also provides a means to monitor, diagnose and han-
dle exceptions by introducing new protocols or nesting of protocols. How-
ever, these then need to be developed by a system designer for any given
application. The main focus in protocol design today is not robustness
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management: apart from the time-outs for missing messages, no domain-
independent methodology for ensuring robustness is part of interaction
protocol design.

Nagi’s approach provides a domain-independent service to ensure per-
sistence under agent or platform failure. It also provides recovery under
unforeseen changes in the scheduling domain by triggering a new nego-
tiation. The work of Dellarocas and Klein (the MIT handbook) covers the
range from monitoring to diagnosis and exception handling. Klein et al.
(the citizen approach) extend this to the adaptive recovery stage, as they
use the knowledge obtained about failed agents to avoid them in future
auctions. Kaminka & Tambe tackle the range from monitoring to excep-
tion handling, but in a different domain and a clear emphasis on sophis-
ticated (social) monitoring via plan recognition. Huhns and Holderfield’s
approach of compensation provides a special kind of exception handling.
It does not use a predefined exception handling sequence, but the execu-
tion of the system does entail the provision of several alternative outputs
(also a preventive measure). If the monitoring and diagnosis phase dis-
covers that an exception has occurred (i.e. the deviation of the redundant
implementations’ results), the overall system can choose one of the pro-
vided solutions or an interpolation between several solutions.

In theory, the autonomic computing perspective spans all stages of ro-
bustness displayed in Figure 3.2. The initiative is only at the beginning,
and important issues remain to be addressed and implementations need
to be evaluated. But there are concrete results by several researchers in-
volved in the initiative. Sterritt & Bustard’s work focuses on the range from
monitoring to exception handling. Only McCann & Jawaheer’s web-server
system has a prevention stage, as it allows some load increases without the
need of immediate reaction. Monitoring and diagnosis is used to allocate
new resource in cases where they are needed. No work so far contributes a
recovery mechanism that is able to adapt and incorporate new knowledge
to improve recovery in the future.

In some cases it is not easy to distinguish between failure prevention
and the exception handling used to stop failure from propagating. For ex-
ample, the protocol design approach to introduce deadlines to guarantee
termination of a protocol usually is used when a single agent fails to return
a message. Thus, in this respect the method is post-failure. But the crucial
fact we use for the distinction between ante- and post-failure is whether
the mechanism includes the provision of extra resources before failure can
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Implementation Infrastructure Interaction
Protocol Design Partial

√

Nagi
√ √

Klein & Dellarocas
√

Klein et al.
√ √

Kaminka & Tambe
√ √

Huhns & Holderfield Partial
√

Sterritt & Bustard
√

McCann & Jawaheer
√ √

Tab. 3.2: Overview on the depth of different DAI approaches to robustness.

occur. For example, the approach of McCann & Jawaheer includes the pro-
vision of extra bandwidth before any load peek has occurred.

It is tempting to assume that a combination of the (implemented) ap-
proaches that only partially cover all the stages of robustness could be
combined into a practical approach that covers the full range. However,
the approaches differ in their assumptions about the domain they operate
in, which renders them incompatible. For example, the approach of Klein
et al., which stretches to the ’adaptive recovery’ stage assumes robust-
ness is required for a distributed system of autonomous agents represent-
ing different institutions that rely on third party information about agent
dropout. The work of Huhns & Holderfield is concerned with the preven-
tion of failure propagation in a distributed problem solving setting under
the regime of a single user. Although the ideas behind the approaches may
be adapted for a more general approach (to which we will come back in
Chapter 7), they cannot be plugged together and readily applied to other
domains. Also, the approaches differ on the level at which they address
robustness. Hence, the previous comparison alone does not suffice to
adequately show strengths and weaknesses, or the differences of the ap-
proaches. It only focuses on their breadth, i.e. the range of stages of ro-
bustness management.

Therefore, we now compare the approaches according to their depth,
which means we analyse (a) whether an implementation exists, and (b)
whether the approach deals with robustness on the infrastructure level
and/or on the level of agent interaction (cf. Table 3.2). The support of
the interaction protocol design approach exists in form of available plat-
forms, but support for the post-failure recovery is up to the system de-
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Fig. 3.3: Five stages for robustness management.

signer. Hence, the implementation is partial at best, and then only on an
infrastructure level. Nagi provides a full implementation of transactional
agents, which are a domain-independent infrastructure solution for cer-
tain types of failure. The work by Dellarocas and Klein on the MIT hand-
book of administration is not implemented as a multiagent system that
exhibits robustness (although there exists a web-based information sys-
tem based on their research), but the concept is considered to work on the
basis of the interaction between different agents that represent parties of
an existing organisation. Related to this work is the implementation of a
“citizen” approach for making coordination mechanisms robust to agent
failure that also builds on interaction between agents (Klein et al., 2003).
A similar approach is presented theoretically by Sterritt and Bustard but
on the infrastructure level. Kaminka and Tambe’s approach of social mon-
itoring is implemented on the interaction level. Although agents do not
communicate by exchanging messages, they observe mutual changes in
behaviour and adapt their own plans accordingly. A simple application
for the approach of Huhns and Holderfield exists as an actual implemen-
tation, however the great appeal of the approach lies in the possibility to
distributitely evaluating the best procedure of the pre- or post-processing
choice of the algorithms that determine the final system output. To date,
there is no running system of this aspect. Finally, the robust web-server of
McCann and Jawaheer is implemented and their contribution adds to the
infrastructure of that system, leaving out the interaction level.

3.2.4 Summary

In order to analyse different notions of robustness, we first developed a
classification that describes the breadth of robustness management in dif-
ferent stages (cf. Figures 3.2 and 3.3). The coarse classification differen-
tiates between ante-failure and post-failure robustness. While we call the
former also prevention, we further divide the latter into monitoring, di-
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agnosis, exception handling, and adaptive recovery. We gave an overview
on current work in DAI on robustness, and classified the approaches using
our distinction. Second, we also described the level at which robustness
management takes place, identifying those approaches that operate on an
infrastructure or interaction level, and if an implementation exists. None
of the described approaches to robustness so far uses a sociological no-
tion of organisation. Despite the different domains of the approaches and
their level of activity (infrastructure or interaction), it seems plausible to
approach the construction of a mechanism for robustness covering all as-
pects through a combination of the existing approaches. Before we can
investigate this possibility, however, we first need to define precisely what
types of robustness exist. This definition of a third aspect for our classi-
fication (after breadth and depth of the approach) is an integral part of
the definition of the goals of this thesis, which is part of the next chap-
ter. There, we revisit the comparison of DAI approaches to robustness by
showing the types of robustness they deal with (in Section 4.1.4).

3.3 Bottom Line

In this chapter we have presented an overview of two different topics: first,
the notions of organisation in distributed artificial intelligence, and sec-
ond, different approaches to robustness in multiagent systems. Analysing
related work, we concluded that organisation in the sociological sense has
only rarely been used for multiagent design and not yet for achieving ro-
bustness. We also presented a classification of approaches to robustness
differentiating between breadth (stages of robustness management) and
depth (level of implementation). The work on robustness in DAI surveyed
does not yet span the full range of robustness management from preven-
tion to adaptive recovery, and is either concerned with infrastructure or
interaction. So far, it does not make use of both layers, or extend to the
level of organisation, the sociological meso-layer.

With the previous two chapters we have reviewed related work, de-
scribed the basic notions, and provided the grounds for a precise defini-
tion of the goals of this thesis, which is the topic of the next chapter.



4. Robustness and Organisation of
Multiagent Systems

The purpose of this chapter is to formulate the general research question
of this thesis in a precise and falsifiable manner. To this end, we give a
precise definition of robustness that encompasses and enhances notions
of robustness surveyed in the last chapter. We also describe an applica-
tion domain which on the one hand, is general and broad such as to allow
transfer to and applicability in specific problem domains. On the other
hand it can be measured precisely and provides the basis for an elaborate
empirical evaluation.

4.1 Verifiable Definition of Robustness

As various approaches to robustness build on different intuitions, defining
robustness is not an easy task. For example, for many application areas,
robustness is equal to recovery from failure and can be solved by redun-
dant system parts (e.g. in aircraft control systems). However, robustness
in multiagent systems is more than introducing redundancy. For example,
redundancy does not solve problems such as malicious agents in an open
system or communication and information overload. On the contrary, re-
dundancy may even increase communication load. In order to avoid such
mistakes in defining the term, the basis for our definition is also a consid-
eration of the definitions available in the literature.

The term robustness is of importance in a number of disciplines. In
the area of data structures and algorithms, “an implementation of an algo-
rithm is considered to be robust, if it produces the correct result for some
perturbation of the input” (Schirra, 1998). In contingency planning, ro-
bustness is understood as “the likelihood of not becoming inconsistent”
(Raja et al., 2000) and is achieved by constructing a plan and, in parallel,
alternatives that can be chosen if the original plan encounters failure or
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is no longer achievable. The list of different notions of robustness can be
continued: robustness is a common notion in cryptography, embedded
systems, control systems engineering and also computer networks, which
is concerned with minimising loss of transferred data. The work on robust-
ness in the area of multiagent systems concentrates on the recognition of
an agent’s deviation from an original course of action in simple distributed
plans (Kaminka and Tambe, 2000) or the hard-wired triggering of excep-
tion rules for failure in business processes (Dellarocas and Klein, 2000).
The following is a preliminary definition of robustness, that tries to grasp
the general intuition.

Definition 10 (Intuitive definition of robustness):
Robustness is the ability to deal with a perturbation such that either perfor-
mance degrades gracefully or even increases.

Two mathematical notions promise more precision for a definition of ro-
bustness: sensitivity analysis and Lyapunov stability. Sensitivity analysis is
known in the literature as a set of methods for evaluating not only the per-
formance of a system but also for learning about the sensitivity of the out-
put variables to variations in the input variables (Kleijnen, 1997; Rios In-
sua, 1990). Sensitivity is defined as the difference in some performance
measure for the output O of a system as the result of a slight modification
of the input I:

S ′
O = lim

∆I−>0

∆O
O
∆I
I

.

Such an analysis results in meta-measuring, as a new measure is defined
which encodes the variation of some first-order performance measure.
This suggests that we first need to define a first-order performance mea-
sure. A stricter definition of robustness is related to the notion of Lyapunov
stability from control systems engineering:

Definition 11 (Lyapunov stability according to Westphal, 2001):
An equilibrium state xe is said to be stable in the sense of Lyapunov iff, for
any given δ > 0 there is an ε > 0 such that for any disturbance d at time t0,
|d| < ε, the solution x(k) has the property |x(k) − xe| ≤ δ after some time
t1 > t0.
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Fig. 4.1: Illustration of the verifiable definition of τ-robustness.

This relates to a “safety-responsibility”, a common notion in software en-
gineering (and also in DAI, cf. Wooldridge et al., 1999), but is a priori not
easy to measure. The intuition is that we can expect a limited deviation of
a performance measure under a defined perturbation. Hence, performance
measures must be defined, as well as the perturbation against which the
system should demonstrate stable performance. Assuming that E is the
environment of the system, this leads us to the following definition (illus-
trated in Figure 4.1).

Definition 12 (Verifiable definition of τ-robustness):
In order to measure robustness, we need to

• define a (first-order) performance measure pm to capture what aspect
of the system is to be tested on robustness,

• define a pattern of perturbation p starting to occur at time t0, i.e. a
change in the environment (p = ∆E) against which performance should
be robust,

• define a tolerance threshold τ ≥ 0 for the deviation of the performance
measure in the sense of Lyapunov and

• measure the maximum drop d of pm for t0 ≤ t <∞ that occurs under
the perturbation p:

d = maxt>t0(pmno pert(t)− pmpert(t)).
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A multiagent system is said to be τ-robust if it can be expected that for the
maximum deviation d of the performance measure pm under perturbation
p it holds that d ≤ τ .

The robustness of two multiagent systems can be compared by compar-
ing the standardised deviations of the performance measure under the same
perturbation. In order to include the possibility that the performance under
perturbation increases, only a single sided limit is required. Intuitively, the
negative change ∆pm

∆E
of the performance under perturbation needs to pos-

sess a strict upper bound to provide robustness.

In practice, the process of determining or comparing the robustness of
multiagent systems requires that a laboratory environment is generated
to ensure that the perturbation induced is the only source of deviation.
Also, such an experiment is only able to test robustness under a finite time
horizon.

Example. Assume a constant performance of 100 units of a system for a
given environment E. At time t0 we introduce perturbation ∆E. This lets
the performance drop to a constant rate of 80 units and we get a value
maxt>t0(pmno pert(t) − pmpert(t)) = 20. If τ = 5 then d > τ and the system
is not robust against ∆E. If performance had increased to constantly 110
units, then maxt>t0(pmno pert(t)−pmpert(t)) = −10 and d < τ , hence the sys-
tem would have been considered τ-robust. In the case where performance
is constant and only a single perturbation (not a perturbation pattern) is
considered, the presented concept is a generalisation of Gerber’s notion
of Single Input Bounded Output Stability for coalition formation (Gerber,
2004).

In the process of designing and developing software systems, develop-
ers have several attributes of the final product in mind, such as e.g. avail-
ability, security, modifiability or robustness. Ideally, software engineering
methods should give off-the-shelf advice on the engineering of the sys-
tem in order to achieve these requirements. This is a core aspect of per-
formance engineering (Dumke et al., 2001), where it is common practice to
distinguish between

• internal attributes of the product (i.e. those which can be measured
purely in terms of the product itself) and
• external attributes of the product (i.e. those which can only be mea-

sured with respect to how the product relates to its environment).
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Internal attributes are, in general, more domain-independent, and easy to
measure. This does not hold for external attributes. Therefore, it is highly
desirable to predict the values of external attributes, as for example robust-
ness, on the basis of measuring internal attributes. In addition to defining
relevant performance measures, we need to first define the critical pertur-
bations, as the relevance of a performance measure depends on the per-
turbation (if a perturbation does not have an influence on a performance
measure, then the performance measure is not relevant in this context).

Although external attributes and therefore robustness is domain de-
pendent (and may vary inside a domain according to different perspec-
tives on the domain), we claim that for multiagent systems, three different
perturbation scenarios are of general interest: dropout of agents, change
of the environment, and increase of population size. Assuming a precise
definition of these scenarios, τ-robustness can then be defined and mea-
sured by the expected decrease of the performance for example by dou-
bling the population size, five percent agent drop-outs, etc. In the follow-
ing, we describe the three perturbations, and suggest a performance mea-
sure (cf. Table 4.1).

4.1.1 Agent Failure

The first perturbation deals with the dropout of agents during runtime.
The reasons for agents to halt execution are manifold, and handling these
situations is difficult. Approaches in this context are agents that adapt
their plans accordingly if fellow agents fail (Kaminka and Tambe, 1998),
or ”shadow agents” i.e. agents that monitor other agents and replace them
under failure (Zinnikus and Funk, 2002). Market-based approaches where
requests are announced in traditional contract net protocol fashion com-
pensate agent drop-outs by other agents getting their bids accepted. In
order to be robust against agent failure, a multiagent system must have at
least the two following properties: detection of failing agents and recovery
of what was assigned to them by reassignment to other agents.

Defined perturbation: A certain percentage of agents dropping out at one
or several specified points in time.

Performance measure: Number of jobs failed.
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4.1.2 Environmental Change

The previous perturbation seems to be manageable by a closed and highly
static multiagent system. In contrast, it is also desirable to make the sys-
tem robust against changes in the task environment, which might require
the opposite, i.e. a highly adaptive structure. This is of major importance
if the environment that defines the requirements to the multiagent system
is likely to change over time. In case the environment is constant, the sys-
tem has optimal circumstances to adapt. But a changing environment is
a perturbation in the sense that the past adaptation may now suddenly be
inefficient. Hence, the questions asked to the system are: If any change
in the environment occurs and performance cannot be maintained at the
moment, is the system able to recover and how fast can the system recover.

Defined perturbation: The type and amount of requests to the multiagent
system change suddenly, over a certain period, or periodically.

Performance measure: Number of jobs done (checks if providers are able
to adapt) and prices (evaluates costs incurred by adaptation).

4.1.3 Scaling

A basic definition of scalability in distributed systems has been provided
by Neuman who defines “a system is said to be scalable if it can handle
the addition of users and resources without suffering a noticeable loss of
performance or increase in administrative complexity” (Neumann, 1994,
cf. Section 2.1.7). This matches well our definition of robustness, as this
means in other words that if the size of the agent population is increased
by a certain amount (defined perturbation), the system should degrade
gracefully in performance or even perform better (limited deviation of per-
formance). More specifically, this requires that patterns of interaction can
react to the increased size of the community. Possible strategies are choos-
ing different protocols, employing matchmakers, or aggregation of partic-
ipating agents to bigger entities.

Defined perturbation: Increase of population size for one or several times
during runtime by a certain number of agents or by a defined percentage
of the population.

Performance measure: Number of jobs done (checks if providers are able
to adapt) and the number of messages (evaluates the flexibility of the co-
ordination strategy).
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Robustness
against

Perturbation Performance Measures

Agent Failure Certain percentage of
agents failing at one or
several specified points
in time.

Number of jobs failed.

Environmental
Change

The type and amount of
requests to the multia-
gent system change sud-
denly, over a certain pe-
riod, or periodically.

Number of jobs done
(checks if providers
are able to adapt) and
prices (evaluates costs
incurred by adaptation).

Scaling Increase of population
size one or several times
during runtime by a
certain number of agents
or a defined percentage
of the population

Number of jobs done
(checks if providers are
able to adapt) or num-
ber of messages (evalu-
ates flexibility of coordi-
nation strategy).

Tab. 4.1: Overview over different types of robustness, matching perturba-
tions and appropriate performance measures for testing.

4.1.4 DAI Approaches to Robustness Revisited

In the last chapter we compared different DAI approaches dealing with
robustness according to the stages of robustness management they cover
and on which level they process. We postponed the discussion of the dif-
ferent types of robustness they deal with, as only in this chapter the dis-
tinction between the three different types of perturbation ’agent failure’,
’environmental change’, and ’scaling’ are defined as part of our verifiable
definition of robustness.

Considering the types of perturbation, and therefore, types of robust-
ness, we come to the following classification (cf. Table 4.2). Except for the
robust web server of McCann and Jawaheer (2003), which is concerned
with runtime scalability, all approaches deal with agent failure. Only the
protocol design approach provides at the same time a mechanism for re-
acting to change in the environment. As negotiation chooses the task-
assignment on a case-by-case basis, a change in the environment is con-
sidered in the next case-by-case negotiation and solved. The approaches
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Agent Failure Environmental
Change

Scaling

Protocol Design
√ √

Nagi
√ √

Klein & Dellarocas
√

Klein et al.
√ √

Kaminka & Tambe
√

Huhns & Holderfield
√

Sterritt & Bustard
√

McCann & Jawaheer
√

Tab. 4.2: Overview on the types of robustness dealt with by DAI ap-
proaches.

of Nagi (2001) and Klein et al. (2000) use this approach and ’inherit’ this
ability.

This third perspective concludes our discussion on different DAI ap-
proaches to robustness. The discussion showed the diversity of the ap-
proaches, their application domains, and a number of criteria that need
to be considered for robustness management. Our goal here is to define
a single framework that not only covers the complete range of robustness
stages from prevention to adaptive recovery, but also deals with all three
types of perturbation.

4.2 Bringing Organisation to Multiagent
Systems

The previous definition of robustness is the first step towards increasing
multiagent robustness. In search for concrete guidance for the next step
we recognise that “the development of robust and scalable software sys-
tems requires autonomous agents that can complete their objectives while
situated in a dynamic and uncertain environment, that can engage in rich,
high-level social interactions, and that can operate within flexible organ-
isational structures” (Jennings, 1999). Agents acting inside organisational
structures can encapsulate the complexity of subsystems (simplifying rep-
resentation and design) and modularise its functionality (providing the
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basis for rapid development and incremental deployment). The argument
for applying a sociological notion organisation as the basic blueprint for
multiagent organisation is supported by the sociological study of organ-
isations. As we have described in Section 2.3.3, organisations provide a
number of advantages in terms of robustness. With this work, we provide
the terminology and theory for the realisation of organisations in multia-
gent systems. As the basic concept, holonic agents or holons, introduced
by Fischer (1999b), are used. The concept is inspired by the idea of recur-
sive or self-similar structures in biological systems (Koestler, 1967) and is
defined in more detail in Chapter 6. In general, the idea is to introduce a
concept into DAI that allows to make use of modularity and recursion in
the grouping of agents in a multiagent system.

As proposed by Gerber et al. (1999), three types of grouping are possi-
ble for a holon: first, agents can build a loose federation sharing a com-
mon goal for some time before separating to pursue their own objectives.
Second, agents can give up their autonomy and merge into a new agent.
Thirdly, any variation on the spectrum between the first and second sce-
nario is possible, considering that agents can give up autonomy on certain
aspects, while retaining it for others. In the case of flexible holons (Schillo
et al., 2001d), the responsibility for certain tasks and the degree of auton-
omy that is given up is subject to negotiation between the agents partici-
pating in the holon, and not a matter of design-time definition by the de-
veloper. However, what exactly the ’variations’ or stages on this spectrum
are, has not yet been addressed and is provided by this work. This includes
procedures on how agents join a structure and which parameters specify
the organisation of this structure. The design parameters for agent organ-
isation are described in Chapter 6, while specific organisational forms are
described in Chapter 7.

4.3 Application Domain and Evaluation Method

In this work we are concerned with multiagent systems that are designed
for task-assignment (cf. task-oriented domains; Rosenschein and Zlotkin,
1994). Agents act in their environment in analogy to a market, which con-
sists of two sets of agents: providers and customers (P-agents and C-agents
in the terminology of Klusch and Sycara, 2001). Providers are agents that
perform tasks either through capabilities of their own or, alternatively, with
resources they have access to (e.g. database access, production resources
for manufacturing domains). Customer agents, which may represent hu-
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man users, have tasks that should be performed. Tasks are of a certain
type, have a deadline (latest delivery time), and may be composed of in-
dependent subtasks. We do not make any further assumptions on what
kinds of tasks are to be performed by the agents but rather concentrate on
the general effect of using a theory of organisation for multiagent systems
to perform task-assignment.

As long as provider agents are able to supply the tasks which customers
demand, they neither need to delegate tasks to other providers nor to co-
operate. This changes if customers demand more complex services, which
single agents cannot perform alone. This might be because the resources
of any single agent are not sufficient, or the demanded services are com-
posed of different kinds of tasks and no single agent is capable to perform
all of them. In this case, provider agents need to carry out more complex
and compound tasks jointly (i.e. delegate subtasks to others). The follow-
ing is a concrete formalisation of such an application domain.

4.3.1 The Basic Supply Web Scheduling Problem

In order to evaluate our framework for robustness, we use a problem re-
lated to the job shop scheduling problem, namely the basic supply web
scheduling problem. In close analogy to standards in the scheduling lit-
erature (e.g. Blazewicz et al., 1994) this problem is defined as follows: As-
suming that values for cost, capacity and points in time are integers, we
have the following requirements:

• Let R = {r1, r2, ..., rk} be the set of resources available to the system.
For simplicity we call the means required by the task ’resource’. This
can be a machine, processor or a CPU. In some of the literature (as
e.g. in Blazewicz et al., 1994) it is called processor and the term re-
source is reserved for resources that the processors are competing
for. Here, we assume that the processor performance is determined
by the capacity defined for its resource, hence, a distinction between
the two in terms of the restrictions imposed is not necessary. Each
such resource ri can only perform tasks of a specified type tri

. Per
time unit it can process capacity capri

of the task, incurring cost costi.
Each resource can only process one type of tasks. As there are differ-
ent types of tasks, our resources are not uniform but unrelated.
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• Let T = {T1, T2, ..., Tk} be a set of tasks. Every task Ti has a type typeTi

and a required capacity capTi
. Task Ti can be performed by applying

any resource rj if typerj
= typeTi

.

• Let J = {j1, j2, ..., jl} be the set of jobs to be processed by the system.
Each job consists of several tasks, no task is part of two jobs, hence
the jobs define a partition on the set of tasks. Every job ji ∈ J is char-
acterised by the arrival time or ready time rti, i.e. the time at which
it is introduced to the system. Also, it is characterised by a deadline
di or latest delivery time (LDT) announced with the job. A job is com-
pleted if all tasks of which a job consists have been processed before
the deadline di, otherwise it is considered to have failed.

Schedule as a general term is defined in the following fashion:

Definition 13 (Schedule according to Blazewicz et al., 1994):

Given the following conditions:

• at every moment each processor is assigned to at most one task and
each task is processed by at most one processor,

• task Tj is processed in time interval [rtj,∞),

• all tasks are completed,

• if tasks Ti, Tj are in relation Ti < Tj , the processing of Tj is not started
before Ti is completed,

• in the case of nonpreemptive scheduling no task is pre-empted (then
the schedule is called nonpreemptive), otherwise the number of pre-
emptions of each task is finite (then the schedule is called pre-emptive),

• resource constraints, if any, are satisfied.

We define schedule as an assignment of processors from a set P ( and possi-
bly resources from a setR) to tasks from set T .

A supply web induces the following constraints for the multiagent system.
First of all, the system is hybrid, as some agents represent human stake-
holders and also we assume multiple developers for agents inside the sys-
tem. Agents in this scenario are therefore self-interested agents (some-
times referred to as non-cooperative). Furthermore, the system is a semi-
open system, which means, that we can assume that all agents know about
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interfacing standards, speech acts and so on. But beyond this, we can-
not make any assumptions about the behaviour of an agent. Especially,
we cannot rule out malicious or malfunctioning agents. Agents have the
possibility to form coalitions of either a short-term or a long-term nature
(sometimes referred to as co-operative).

Definition 14 (Basic Supply Web Scheduling Problem):
Based on the general definition of a schedule andR, T ,J defined as above,
we define the basic supply web scheduling problem as the problem of find-
ing a schedule s : T → R, without precedence constraints under the follow-
ing assumptions:

• Let P = {P1, P2, ..., Pk} be the set of self-interested provider agents that
define a partition on the set of resourcesR.

• Let C = {C1, C2, ..., Ck} be the set of customer agents, where each has a
number of jobs to be introduced to the multiagent system. This means
that C is a partition on the set of jobs J . Assuming that ji is assigned
by this partition to agent Cm, then Cm introduces this job at time rti.
Provider agents do not know in advance which jobs are issued at which
time by customer agents.

• A supply web is a connected component of P , the multiagent system
consists of agentsA = C ∪ P .

This is a modification of a job shop scheduling problem. In the classifica-
tion of scheduling problems of Blazewicz et al. (1994), a scheduling prob-
lem is described by three strings separated by a ”|”, describing the pro-
cessor environment, the task environment and the optimality criterion
respectively. In this classification, our problem is of class ’Jk|pmtnrj1 ≤
pj d̃nj ≤ k|perform’. This means that J - we have dedicated processors in
a job shop system, k - we have k processors (where k is instantiated de-
pending on the concrete multiagent system). pmtn - means we allow pre-
emption, i.e. processors can interrupt performing a task for another. rj -
ready times differ per task, and d̃ - deadlines are imposed on a task. nj ≤ k
denotes that the number of tasks for each job is not greater than k.

This means that neither precedence constraints between subtasks for
one job nor additional consumable resources that processors would com-
pete for are considered. However, in addition to job shop scheduling, we
consider different costs of resources and, based on the distribution of re-
sources over different self-interested parties, the scheduling is distributed.
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As provider agents have no a priori knowledge about the number of jobs
issued by customer agents or the local resource schedules of other agents,
no central scheduling in advance is possible. The specification of a perfor-
mance measure (perform, the third string in the classification) is not fixed,
as one of several performance measures can be chosen, e.g. according to
the specification of Section 4.1.

With an implementation of our model of organisation for multiagent
systems, a concrete scheduling problem, a performance measure, and the
definition of a perturbation, we can simulate the behaviour of the sys-
tem using coordination with and without organisation. Measuring per-
formance for both cases and with and without perturbation allows for a
precise comparison of the change in robustness when using multiagent
organisation.

4.3.2 The Contract Net Protocol is not the Solution

Although the contract net protocol (CNP; Smith, 1977) is a widely used pro-
tocol in DAI for problems such as supply web scheduling, there remain im-
portant issues to be solved. Especially important is that it is still not clear
how agents participating in a contract net should allocate their resources
if a large number of contract net protocols is performed concurrently. If
the agent allocates too many resources too early, e.g. when making a bid,
it may not get any bid accepted at all and learn about it only after other ne-
gotiations have ended and hence the agent is no longer able to make bids
for them. If it wants to avoid this problem and it allocates resources later,
e.g. after getting a bid accepted, it may get more bids accepted than its re-
sources allow for. We call the dilemma between these two undesirable op-
tions the Eager Bidder Problem (first described in Schillo et al., 2002b). So
before we introduce organisational structures, we first need to solve a basic
issue of task-assignment. Therefore, we demonstrate the weakness of the
CNP and present alternative approaches for concurrent task-assignment
in the next chapter.

4.4 Main Research Goals

So far, we have tackled several research goals. We laid out the central
concepts of DAI relevant for this thesis, investigated the expected bene-
fits from using sociological theory, and prepared a sociological notion of
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organisation to lay the foundation of an adequate use of organisation in
DAI. Finally, we analysed related work in DAI on organisation and robust-
ness. The achievement of another goal of this thesis, the definition of ro-
bustness itself, has been described previously in this chapter. As we have
argued, the evaluation of τ-robustness of a multiagent system depends on
three variables:

1. The definition of a domain, in which robustness is going to be mea-
sured.

2. The definition of a perturbation, under which robustness is to be
evaluated.

3. The definition of a performance measure, which should exhibit a
limited drop under the perturbation.

The overall goal of this work is to show that applying a sociological no-
tion of organisation to the structuring of multiagent systems contributes
to their robustness. To achieve this goal, our procedure is divided into sev-
eral main research questions (highlighted in the following paragraphs), the
relation between which is illustrated by Figure 4.2.

As the general application domain for our approach, we have first out-
lined the basic supply web scheduling problem. This requires the defini-
tion of a concrete instantiation of a task environment (number and types
of tasks, etc.) to allow for empirical evaluation. This creates our domain
model in which robustness will be evaluated.

To show an improvement in robustness by introducing organisation,
we need to establish the performance of coordination without organisa-
tion as a control condition. As briefly sketched above, the central auction
mechanism in DAI to achieve non-organisational coordination in market-
based task-assignment, the contract net protocol, is inefficient. However,
to evaluate the effect of organisation on robustness, we need to make sure
that lacking quality of the underlying coordination mechanism does not
falsify our results. In order to provide an appropriate coordination mecha-
nism we need to discuss this inefficiency, present alternative mechanisms
and determine a suitable mechanism for our evaluation (Chapter 5).

Building on non-organisational coordination, we need to provide a the-
oretical concept that allows to implement multiagent organisation. We
structure the development of a model of multiagent organisation into sev-
eral steps. The starting point for our theory of the organisation of multia-
gent systems are holonic multiagent systems. For the use of this concept,
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Fig. 4.2: The process of evaluation for this thesis, illustrating the relation-
ship between the different research goals.

we need to develop a definition of holonic multiagent systems that pro-
vides the frame for modelling organisation (Chapter 6). Then, this frame
needs to be filled in with a detailed description of the important design
parameters for multiagent organisation. In human organisation, organi-
sation interferes with the autonomy of the individual. As agent autonomy
can be an important requirement for the deployment of a multiagent sys-
tem, we have to analyse the influence of these design parameters on agent
autonomy.

The sociological discussion in Chapter 2 indicates that there is no sin-
gle organisational form that is optimal for all environments. To explore
the trade-off between autonomy and robustness of a given organisational
form, a whole set of organisational forms from the design space needs to
be analysed. We need to decide which forms should be part of this set,
as ideally they should cover a spectrum from fully autonomous agents to
agents that are fully incorporated into forms of organisations. In order to
make a representative choice, the task here is to model forms of organisa-
tion based on sociological research, in order to match forms of organisa-
tion which exist in today’s economy (Chapter 7).
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The next part of evaluating robustness is the definition of a pertur-
bation. The perturbation is to be applied to both the setting of market-
based coordination, as well as multiagent organisations. According to the
three main perturbation scenarios agent failure, environmental change,
and scaling, we are required to define concrete perturbations and perfor-
mance measures. Simulation of the domain, and measuring the drop in
performance in both, the market-based task-assignment and the multia-
gent organisation case, delivers the final part in evaluating robustness: the
comparison of both cases that allows us to determine a change in robust-
ness based on the introduction of organisation.

4.5 Bottom Line and Summary of Approach

Our verifiable definition of τ-robustness draws on performance measures
and the definition of perturbation scenarios, which are generally classi-
fied as dealing with agent dropout, change in the environment or scaling
of population. To define such scenarios we chose a general application
domain (supply web scheduling), which is characterised by multiple, self-
interested decision-makers and distributed resource allocation. Despite
the distributedness, collaboration is required to perform jobs and to gain
utility in the domain. This is a classical application domain of multiagent
systems and a well-understood domain to apply organisational theory.

Using our classification of approaches to robustness, our approach can
be described to move beyond previous approaches in several aspects. The
approach covers all stages of robustness management (prevention, mon-
itoring, diagnosis, exception handling and adaptive recovery). As well as
Nagi and Klein et al. we use a protocol design approach to prevent propa-
gation of failure. The aim of our approach regarding the breadth of robust-
ness management is to combine this with the ability of adaptive recovery.
Second, the approach deals with all three general types of perturbations:
agent dropout, change in the environment and scaling. The combination
of the related approaches is difficult considering the disjoint handling of
the types of robustness and the scenarios they apply to. At the same time,
the concept of organisation relates to all types of robustness by providing
independence from the individual, flexibility and reduction of coordina-
tion effort. This brings us to the last point. Our approach is advised by
related work on using the levels of infrastructure and agent interaction,
but unlike existing approaches it stretches to multiagent organisation. The
concept of holonic multiagent systems is used to adequately model the
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concept of human organisations in multiagent systems, and transfers also
the ability of organisation to deal with these types of robustness. There-
fore, as concluded in Section 2.1.7, this work has a relation to scalability in
two respects. On the one hand, quantitative scaling as one of the types of
multiagent robustness, is one of the goals to achieve. On the other hand,
qualitatively scaling sociality inside the multiagent system from mere in-
teraction to organisation is one method used to achieve our goals.

Collaboration inside the modelled organisations requires means of co-
ordination. It is natural to build on means of coordination for agents that
do not engage in organisation. A well-known mechanism for such settings
is the contract net protocol. However, as we have sketched briefly, the
contract net protocol is not sufficient to solve the investigated scheduling
problem efficiently if a number of customers request jobs concurrently. In
the following chapter, we describe this efficiency in detail and offer several
solutions before we choose the coordination mechanisms for multiagent
organisations.
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5. Coordinating Multiagent
Task-Assignment without
Organisation

The standard mechanism in DAI for solving distributed scheduling prob-
lems is the application of the contract net protocol to assign tasks as they
enter the multiagent system. In this chapter we show that this mecha-
nism is especially inefficient if tasks enter the systems concurrently. As we
need a coordination mechanism without organisation as a control con-
dition and a sound basis for coordination mechanisms with organisation,
we present several superior solutions including a novel modification to the
protocol and a new approach based on risk taking. Based on an extensive
comparison of these alternatives, we choose one mechanism as the basis
for coordination in the remainder of the thesis.

5.1 A Fundamental Problem in
Task-Assignment

5.1.1 The Eager Bidder Problem

The contract net protocol was originally designed for distributing one task
among a number of agents (cf. Figure 5.1). We assume for the following
discussion that tasks are independent and that they are only constrained
by the resource capacity they require. As long as the participants are not
engaged in any other activity, this mechanism will find the agent which
the initiator prefers most, and it will create a commitment of the accepted
agent to perform the task. However, if we assume a large number of ini-
tiators, bounded resources for each of the participants, and the need to
concurrently execute multiple instances of the protocol (as is generally the
case in applied multiagent systems), new problems arise. Consider a sim-
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Participants

Initiator

Fig. 5.1: The contract net protocol is designed for one to many communi-
cation.

ple version of such a situation (cf. Figure 5.2) with two initiators A and B
and a set of participants, each of which can perform only one job. If A and
B request proposals until the same deadline, the participants engaging in
communication with both of them face the following problem. Once such
a participant has received a call-for-proposal the agent will evaluate
it and return its bid. The question now is whether it should also allocate
the resources required for doing the job. If its policy is to allocate the re-
sources as if it already knew it would receive the task, it will have to refuse
the call-for-proposal of the second initiator and it will not be able to
advertise its resources. If it allocates the resources only when it knows that
it will be assigned the task, i.e. when it receives the accept message, it can
also evaluate the second call-for-proposal and return a proposal. But
then it may get both bids accepted. In this case it committed to do more
jobs than it actually can perform, thus propagating individual failure to the
system level.

In the more general case, there are m initiators and n participants. If
deadlines are not at the same time, a participant frequently is waiting for
being awarded tasks by a possibly large number of initiators, while it may
still receive more calls for proposals. Waiting for an accept-proposal or
reject-proposal message before making any further bids will result in
deadlocks or, if implemented with deadlines, in timing out of the proto-
col, thus terminating the protocol with fewer proposals than possible. The
participant may at this stage not have received any reject-proposal
messages as the initiators are either idle waiting for incoming bids un-
til the end of the deadline or still busy evaluating the proposals. There-
fore the participant has no information about the outcome of the other
protocols it is participating in, and still needs to decide how to reply to
other call-for-proposal messages. This is a problem, in that the bid it
would send back to any of the initiators depends on the availability of its
resources.
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Fig. 5.2: The contract net protocol does not provide synchronisation for
many to many communication.

Therefore, the described problem occurs not only when all deadlines are
at the same time, but whenever an additional bid has to be made for the
same resource before the first clarifying notification is received.1 In short,
the problem is defined as:

Definition 15 (Eager Bidder Problem):

The eager bidder problem in a distributed task-assignment setting is the
problem of an agent to decide when and which resources to allocate if the
total of requests requires more resources than available, and requests need
to be answered with a bid before sufficiently many clarifying acceptance or
rejection messages from previous bids are received.

5.1.2 The Conservative Solution

Let us consider the case where the agent allocates resources at the time of
sending the bid. We call this solution, which was also proposed by Smith
in the original CNP description, the conservative solution. This solution
is conservative in that it makes sure that only correct assignments of tasks
to agents are created, i.e. that every agent only commits to tasks it can
perform. This is also used as a conservative solution in open cry auctions,
where agents make at most k concurrent bids, if they want to purchase k
goods (cf. Preist et al. 2001). However, if we want to reduce communica-
tion and use a single shot auction or, as in our case, the contract net pro-
tocol, agents are only allowed to make a single bid per protocol instance,
and it is not unlikely that several participants send their few proposals to
a small subset of the initiators. The result is that only some of them get a

1 Although our discussion concentrates on the CNP, it is obvious that the general results
can be transferred to first-price sealed bid auctions as well.
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Algorithm 1 Algorithm to test CNP efficiency.
1: procedure TestCNP (set of agents: initiators, participants)
2: unassignedTasks := 0
3: array hasReceivedBid
4:

5: for each agent in participants do
6: receiver := randomly chosen initiator
7: hasReceivedBid[ number of receiver ] := true
8:

9: for each initiator in initiators do
10: if not hasReceivedBid[ number of initiator ] then
11: unassignedTasks := unassignedTasks + 1
12:

13: return unassignedTasks

task assigned, while others remain idle, i.e. the conservative procedure is
not complete as it cannot guarantee to yield a solution if one exists.

Example. Consider the conservative approach in a setting with one hun-
dred initiators, each having one task to assign and one hundred partici-
pants, each capable of performing one task. Furthermore let us assume
that the deadlines are set such that the participants cannot reply to the
calls sequentially after they learn whether their bid was accepted or re-
jected (otherwise there would be no problem). If in this case every partici-
pant just sends one bid, a number of initiators will not receive any bids at
all (resulting in an incomplete assignment), while others receive several.
As they have only one task to assign, the proposals of all but one partici-
pant where sent to them in vain.

The tasks of the initiators that do not receive any proposals cannot be
assigned because will not be assigned because these participant did not
reply to the right initiator.

To evaluate the amount of initiators that do not receive proposals, we
use Algorithm 1 to simulate this example. The algorithm proceeds in the
following way. We assume that we have two sets of agents initiators and
participants. We initialise a Boolean array hasReceivedBid to contain
false in each entry. This array maps each initiator to a statement whether
it has received a bid in the simulation. For each member of participants we
choose randomly one of the initiators to send a bid. Hence, this initiator’s
entry of the array hasReceivedBid is set to true. Once this is done for
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Fig. 5.3: The percentage of unassigned tasks depending on the number of
participants. The number of initiators is fixed to one hundred.

all participants, we go through the array of initiators and count how many
initiators did not receive a bid and therefore could not assign their task.

As such a probabilistic algorithm can be hard to evaluate analytically
we chose to implement it and run an empirical evaluation. We executed
the algorithm 100,000 times to ensure high reliability of the result. The
algorithm returned an averaged value of 36,58 percent unassigned tasks,
while the value is already approximated after one thousand runs. So in
this example, more than one third of the initiators was unable to assign
tasks as they did not receive any bids, while the corresponding resources of
the participants remained unnecessarily idle.2 An investigation shows that
the inefficiency of the CNP is extreme if the number of initiators equals the
number of participants in the simulation (cf. Figure 5.3). However, even
if we change the proportion between the two set sizes the performance
leaves much to be desired.

2 Work on scheduling (not related to CNP) by Chia et al. 1998 allocates resources on
the basis of priorities. Their report shows that certain anomalies (called poaching and
distraction) are introduced if a number of allocation requests are made concurrently, al-
though an allocation with better performance would exist. The anomalies result in similar
inefficiencies as the one reported here.
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Fig. 5.4: The Agent UML description of the Contract Net with Confirma-
tion Protocol.

5.2 A Novel Approach: Commitment after
Confirmation

A better approach for the eager bidder problem is based on a redesign of
the protocol that postpones the time of commitment as far as possible.
The major source of inefficiency in the CNP is that every execution of the
protocol requires all participating agents to commit themselves to do the
job, although only one of them will actually be awarded to do the task. The
contract net with confirmation protocol (CNCP), addresses precisely this
issue and improves the CNP procedure by drastically reducing the number
of commitments made.

5.2.1 Contract Net with Confirmation Protocol

This protocol is initially very similar to the CNP (depicted in Figure 2.1).
Figure 5.4 gives an overview of the allowed sequences of speech acts and
Figure 5.5 shows the processes on both, the initiator’s and the participant’s
side in depth. The protocol starts with a call-for-proposal , gathers
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Fig. 5.5: The augmented UML activity diagram of the Contract Net with
Confirmation Protocol (see Appendix B for diagram details).

the responses from the participants, until the initiator received messages
from all participants or a deadline has passed (dotted line at the second
synchronisation point in Figure 5.5). As in the contract net protocol, this
deadline safeguards that occasional message dropouts do not prevent the
whole protocol from termination. In the original contract net, the partic-
ipant makes its commitment in the bidding stage. In the CNCP this is not
the case. The commitment is only made when the initiator requests that
the participant should take over the task. For this purpose the initiator
arranges all bids in a sorted list and sends a request to all participants
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starting with the best bid to find out if they can actually do the job (this
request starts a phase new in the CNCP, highlighted by the box in the cen-
ter of Figure 5.4). This is now easy to decide for the participant, as it knows
it will get the task awarded if it agrees to do it and there is no harm to make
a commitment at this stage. The next participant is sent a request message
if the last participant has replied with a refuse or a deadline has passed.
This iteration stops as soon as one participant replies with an agree mes-
sage. All other agents are sent a reject-proposal message.3 The partic-
ipant only needs to commit at the time of sending the agree message. In
order to trigger task execution and to correspond to the CNP, it is required
that the agent sends an accept-proposal while the participant will reply
as it does in the CNP with failure , inform-done , or inform-ref .

Example. Assume an agent A has a task of type t to be done and wants
to delegate it to the cheapest possible task performing agent. It sends
call-for-proposal messages to the available agents B, C, D, E, and F .
The former three can perform tasks of this type and they return different
proposals: they claim costs of 6, 4, and 5 respectively. E returns a refuse ,
as it cannot do tasks of type t. As the protocol deadline passes, A finds that
F has not replied and will therefore not consider it. Instead, it chooses C
as the cheapest bidder and sends a request to it. However, C has made
more commitments for its resources in the meantime, cannot do task t,
and replies with a refuse . A therefore continues with the process and
chooses the cheapest bidder of the remaining agents. This time, A chooses
D and sends a request to it. D has the appropriate resources available
and knows from the protocol description that the request means that if
it replies with an agree message, it will get the go-ahead for the task and
is expected to do the task it agreed to. Therefore, it can now safely allo-
cate the resources, as it will definitely receive the task. Note that initiator
A waits for the refuse or agree for each bidder it sends a request be-
fore it proceeds to the next bidder. D decides to agree to doing the task,
allocates the resources and sends the agree . The initiator A has no rea-
son to reject D, as it is the cheapest of the available agents which is able to
do the task (F did not respond, E refused the task as it is not able to do t in
principle, and C refused the task for lack of resources). Hence, it sends the
accept to D and reject messages to all other agents, and receives the
inform message after task completion from agent D.

3 Those who have already received the request and sent the refuse do not require this
message (as they know they have already refused the task). Not sending the message is
therefore a slight performance improvement, but it does not change the basic protocol
properties.
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This protocol solves the eager bidder problem in the following way:
by not requiring a commitment in the phase where proposals are made,
every agent that can do the task can make a bid. In a second phase, the
confirmation phase the initiator iteratively chooses a best bidder, sends a
request to it and goes into the next iteration if the bidder replies with a
refuse. If, however, the bidder has the resources available it knows that it
will receive the accept message for the task if it now sends an agree and
can therefore allocate the resource without risking that the resource will
be reserved in vain. In contrast to the conservative approach, initiators
will receive bids as long as there are agents with resources in the system
and only agents that already have tasks will send refuse messages to an
incoming call-for-proposal message. The fact that some bids of the
first phase are not ’real’ in the sense that the bidder agent later has no re-
source available is not a problem, as this is discovered in the confirmation
phase of the protocol before a commitment is is made. Thus, the protocol
is not only complete, but also returns only correct assignments.

5.2.2 Discussion

The proposed procedure requires O(n) messages for each initiator before
it terminates, where n is the number of participants. In the best case,
the CNCP requires only two more messages than the CNP (the request for
confirmation and the reply to it) while still solving the resource allocation
problem of the participant. In the worst case, the initiator needs to con-
tact all participants in order to find out that none can do the task. Although
this results in an excess of 2n messages for the CNCP, its great advantage is
that it requires at most a single participant to make one commitment for
each task. This is achieved by using the confirmation stage in the protocol,
which postpones the commitment and allows the participants to reply to
all incoming call-for-proposal messages without the need to already
allocate the resources at this early stage. A minor disadvantage of this ap-
proach is that the initiator possibly needs some overhead to sort the list
of participants according to their bids, while the CNP only requires it to
find the maximum. However, with careful implementation this additional
computational effort for finding the next best participant is only required
at the point where the original CNP already would have failed. Hence, this
slight overhead comes only into play in cases where the CNCP provides a
qualitatively better solution than the CNP.
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Fig. 5.6: Overview of the levelled commitments approach from Sandholm
and Lesser, taken from (Sandholm & Lesser, 1996).

In order to guarantee termination even in the case of faulty participants
a second deadline on the agree message of the protocol is necessary. It
makes sure that the next best participant can be sent a request message
and has a chance to receive the task.

5.3 Alternative Approaches

5.3.1 Levelled Commitments

In the context of automated negotiation, Sandholm and Lesser proposed
a levelled commitment contracting protocol to give self-interested agents
the possibility to retract commitments when necessary (Sandholm, 1996;
Sandholm and Lesser, 1996). They show that this levelled commitment
protocol increases the Pareto efficiency of deals and that it can make con-
tracts individually rational when no full commitment contract can (see
Figure 5.6 for a graphical overview of the procedure).
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This protocol allows an agent to participate in several contract net pro-
tocols in a sequential manner. The agent is able to de-commit from com-
mitments to earlier contracts when it finds that a new contract is more
attractive with respect to the local payoff for the agent. In doing so, the
de-commitment penalty has of course to be taken into account. The lev-
elled commitment approach has been extended by Excelente-Toledo et al.
(2001) in that (among other enhancements) the ongoing cost of partici-
pating in the coordination process is incorporated in the de-commitment
penalty. However, Sandholm and Lesser’s discussion does not include an
analysis of the concurrent participation in several contract nets. If the
agent participates in too many contract net protocols at the same time,
they risk to pay far too many penalty fees which would not be an individ-
ually rational strategy.

5.3.2 Statistical Approach

The general idea of the following new approach is to risk some broken
commitments, as long as the probability of this event can be evaluated and
in the long run can be guaranteed to be below a certain threshold. This is
similar to the statistical approaches in flight booking systems, which in-
volve the risk of overbooking (as is the common experience of frequent
flyers) but in general work quite well and have high acceptance in set-
tings where efficient usage of resources is important. In contrast to these
systems, we do not assume a database containing long-term, past experi-
ences (as they are available in flight booking), but instead we make some
basic assumptions about the distribution of agent behaviour. Note that
this approach is therefore different to that of Preist et al. (2001), where
agents engage in multiple auctions as well, but restrict themselves to k
single item auctions if they want to purchase k goods. Instead, we want
to determine in how many auctions more than k can we participate with-
out taking a risk beyond a defined threshold that we receive more than k
goods.

Another important feature of this approach is that can be applied in
combination with the CNP. Hence, it is applicable in open system settings,
where the designer of an agent is not the designer of the whole multiagent
system and needs to conform to the message sequence of the CNP.
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Risk estimation

The aim of this approach is to determine for a given risk threshold the
number of bids an agent X can make beyond the amount of resources it
has at its disposal. One assumption necessary to cope with the complexity
of the problem is to assume that all agents apart from X will use the same
strategy, i.e. will make identical choices, albeit possibly different from the
choice of X.

Let:
• m be the number of initiators,

• n the number of participants,

• NX the number of bids the agent X is making (NX ≤ m),

and, for the purposes of a step-by-step presentation, let us assume for
now that all other agents make the same number of bids NA, NA ≤ m (we
show how to get rid of this assumption in the discussion section.

Our first goal is to determine the probability for agent X of getting one
bid accepted when sending it to a randomly chosen initiator. Once we can
compute this probability, we will also be able to evaluate the risk of getting
more bids accepted than we can perform tasks (for the case of a capacity
greater than one, see the discussion section below).

Let us first look at the choice any agent other than agent X is going to
make. The number of bids they are going to make is assumed to be NA.
From a probabilistic point of view, deciding whom of the m initiators to
send a bid to is therefore equal to choosing a tuple of the length NA with
m different possibilities to choose each member of the tuple. If we want to
know the probability pc of an agent to choose a specific initiator for making
a bid, we know that one entry of this tuple is going to be this initiator (with
NA possibilities for the position of this entry in the tuple). The other NA−1
entries will contain the permutations of the other m − 1 initiators. To get
the probability for this event, we divide the number of these tuples by the
number of all possible (m)NA

tuples:

pc = NA(m− 1)NA−1
1

(m)NA

= NA
(m− 1)!(m−NA)!

(m− 1− (NA − 1))!m!
(5.1)

Evaluating this expression yields:

pc =
1

m
NA (5.2)
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Fig. 5.7: All permutations of three agents choosing the same or a different
initiator than agent X.

With this tool at hand we now compute the probability that agent X gets
its bid accepted by one specific initiator. First, it is certain that the agent
gets the award, if no one else has sent a bid to this initiator. The probability
for this is the product of the probability that one agent apart from X did
not choose this initiator, which is 1− pc, n− 1 times multiplied with itself:

(1− pc)
n−1 (5.3)

This corresponds to the lowest branch in Figure 5.7. Secondly, we know
that the probability to be chosen by the initiator is one over the number of
agents, which made a bid, as we here assume a lottery (for strategic bid-
ding see below). We can also compute the probabilities for all of the cases
”one agent made a bid to this initiator”, ”two agents made a bid”, ”three
agents made a bid” etc.

These probabilities are the product of the probability for choosing the
initiator to the power of the number of cases, multiplied with the prob-
ability for the counter event to the power of the number of these cases,
multiplied with the number of all possible permutations. This means we
get as formula a single sum evaluating the probability pa for agent X of
getting a single bid accepted. Taking also into account that with certain
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probabilities either zero, one, two, or up to n− 1 (i.e. all but X) agents may
have made a bid to the same initiator we have:

pa =
n−1∑
i=0

(
n− 1

i

)
pi

c(1− pc)
n−1−i 1

i + 1
. (5.4)

The case for zero other participants is already integrated here (i = 0) as
the probability for the case with no other bids (cf. term 5.3) to this initia-
tor can be appropriately integrated into the equation. Once we have the
probability of getting a bid accepted by one initiator, we can estimate the
probability (or the risk) to get more than one bid accepted if we decide
to make bids to more than one initiator. Making a number of bids is like
a chain of experiments, each with the same probability of being success-
ful (in the sense that the bid is accepted). Therefore we can compute the
probability of having more than one bid accepted as a Bernoulli chain:

P (T ≥ 2) =

NX∑
i=2

(
NX

i

)
pi

a(1− pa)
NX−i. (5.5)

Now agent X can, given a risk threshold τ , compute the greatest NX that
will still imply a risk RX(NX , NA) = P (T ≥ 2) < τ .

In order to provide intuition for this result, we now discuss an example
configuration and show the range of the risk for agent X depending on the
number of bids made by others and itself.

Example. Assume we have thirty initiators (m = 30) and eighty partic-
ipants (n = 80), all initiators with one task, all participants with the re-
sources for a single task (for more than one task, see the discussion section
below). If we compute P (T ≥ 2) for all NX and NA < 20 with this config-
uration, we get the risk distribution RX(NX , NA) shown in Figure 5.8. The
distribution displays two behaviours we can also predict by analysis: if NA

is fixed, the risk increases monotonely with increasing NX , and decreases
monotonely with increasing NA, if NX is fixed. This reflects the fact that
agent X is risking more when making more and more bids and that the
risk for agent X is decreasing if the other agents make more bids and thus
decrease the probability that X is chosen.

Game theoretic analysis

This distribution has an impact on the practical use of a statistical risk tak-
ing approach in the contract net procedure. Let us assume rational be-
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Fig. 5.8: An example distribution of risk RX(NX , NA), depending on the
number NX of bids made by agent X and the number of bids NA

made by each other agent.

haviour of all agents, the same knowledge about the number of partici-
pants, and the same risk threshold τ . In this case, choosing the number of
bids to make can be described as a game in normal form and we are able
to show important properties for this game.

The given interaction problem can be transformed into a game in nor-
mal form. The set of players S of the game is S =

{
i|i is a participant

}
(X

being one of them). The set of options of the agents is the number of bids
they are making. This is the set of integers up to the number of initiators
(agents are not allowed by the protocol to make more than one bid to one
initiator): O =

{
k|k ≤ m

}
. The pay-off matrix M is constructed by insert-

ing the risk computed by Equation 5.5. Setting up the matrix including all
players would result in an n-dimensional matrix, making the analysis dif-
ficult. Thus, we use the same simplification we made earlier: we assume
that all players apart from X choose the same strategy NA (we show in the
discussion session that this assumption does not interfere with the general
argument).

The risk distribution is symmetric in the sense that it does not depend
on which agent we choose for our analysis and the entries in the pay-off
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Fig. 5.9: The risk for an agent X that it gets more bids accepted than ac-
ceptable, if all agents make the same number NX of bids.

matrix are strictly monotone. Figure 5.9 shows a diagonal cut through the
distribution of Figure 5.8, displaying the risk for any agent, given that all
other agents choose to make the same number of bids. It is rational for
each agent to make as many bids as possible in order to increase the ex-
pected utility. The upper bound for the number of bids is the value for NX

where the resulting risk exceeds τ . In our example from the last section,
NX would be six, if we assume a threshold of five percent risk (cf. Figure
5.9, analogously for different τ ). The question is if there is any reason for
a single agent to deviate from this solution. Increasing NX is not rational,
as for a fixed NA risk is increasing with increasing NX . On the other hand
decreasing NX is certainly not rational, as making less bids decreases the
expected utility. Thus, this choice is a pure strategy Nash equilibrium of
the game (see our proof in Appendix A for a more precise treatment). Fur-
thermore, due to the symmetry of the risk distribution and its monotonic
behaviour, this is also a Pareto optimal solution. There is no other combi-
nation of choices that will give an agent more pay-off without reducing the
pay-off of some other agent, while preserving the risk threshold. For the
game theoretic discussion of the interaction it is very important to have
a single pure strategy Nash equilibrium that is also Pareto optimal, as it
stabilises the agent behaviour.
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Discussion

Of course this approach is acceptable only in domains which allow for a
small number of unallocated tasks, as overcommitment will occur with the
specified probability. This approach is applicable, if the number of tasks is
high, the value of single tasks is low or the tasks contain redundancy.

This mechanism is not restricted to scenarios where the initiators have
only one task, or participants have only resources of capacity one. More
than one task per initiator is in the risk computation equal to the case
of an additional amount of initiators, as different call-for-proposal
messages are treated independently and the identity of the initiator does
not play a specific role. The increase of resources on the side of the par-
ticipants results in a change in the estimation of the ”bad” outcomes of
the Bernoulli Experiments. The ”bad” outcome now is if strictly more than
the available capacity c bids get accepted. This yields for the risk of the
individual agent X:

P (T ≥ c + 1) =

NX∑
i=c+1

(
NX

i

)
pi

a(1− pa)
NX−i.

Another assumption we can relax is the assumption that all agents apart
from X are making the same number of bids. This relaxation is especially
interesting for domains, where agents have a chance to gather informa-
tion about the behaviour of other agents and create a model of likely fu-
ture actions. Note that for the design of a single agent our assumption
is still worth considering, because as long as X has not collected enough
data about the behaviour of other agents to discriminate between them, it
is well worth considering that they act in an equal manner. A similar argu-
ment is made by Park et al. (Park et al., 1999) for their stochastic modelling
approach for continuous double auctions. They state that modelling in-
dividual agents in auctions with entry-and-exit tends to be incorrect and
modelling the overall auction process is more accurate. To show that our
mechanism does not sink or swim with this assumption, we present its ex-
tension.

The assumption that all agents use the same strategy is important for
Equation 5.2, where we use the probability pc of an initiator being chosen
by a participant. This probability relies on NA. If we cannot assume iden-
tical choices for all agents apart from X, we need to introduce Ni denoting
the choice of agent i. This results in different probabilities pci for an ini-
tiator to be chosen by a certain participant. This change does not affect
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Fig. 5.10: Example for evaluating pa if competitors have different pci.

our risk distribution directly, but it effects it through the probability pa for
a participant to be accepted by the initiator. This probability is now more
difficult to calculate, as we need to take permutations into account (with
our assumption all probabilities were the same and the outcome could be
computed more easily). If we look at Figure 5.7, the change in the argu-
ment concerns the now individually different weights of the branches in
the probability tree. As before in Equation 5.4 the sum now consists of the
sum of all probabilities for the case of 0..n − 1 participants choosing this
initiator weighed by 1

i+1
to take into account the probability of ’being cho-

sen’ in this case. The result of this computation is a constant pa, which can
be used with Equation 5.5 to compute the risk distribution as already dis-
cussed in the previous section. The sum to be computed itself resists brief
notation in the general case, but it is a sequence of multiplications and
sums and is easy to compute. The following example illustrates the com-
putation of the sum for pa if agent X has three competitors with different
pc.

Example. Assuming that competitors have different probabilities pci to
choose a given initiator to send a proposal to it, we need to compute pa dif-
ferently. In analogy to Equation 5.2 we want the weighted sum of the cases
where 0,.., n−1 competitors choose the same initiator. For this example we
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use three competitors, with probabilities pc1, pc2, and pc3 to choose a given
initiator. For better legibility, we split pa in four parts pa0..3 , representing the
probability that 0 to 3 competitors choose the initiator. Figure 5.10 high-
lights the correspondence between the paths leading to 0..3 competitors
choosing the same initiator and the sums pa0..3 .

pa0 =(1− pc1)(1− pc2)(1− pc3)

pa1 =pc1(1− pc2)(1− pc3)

+ (1− pc1)pc2(1− pc3)

+ (1− pc1)(1− pc2)pc3

pa2 =(1− pc1)pc2pc3

+ pc1(1− pc2)pc3

+ pc1pc2(1− pc3)

pa3 =pc1pc2pc3

The probability of being accepted by the initiator is then (in analogy to the
case with competitors of equal pc):

pa =
3∑

i=0

pai

1

i + 1
.

5.3.3 Combining CNCP and the Statistical Approach

The simulated trading approach (Bachem et al., 1993) has frequently been
used to address the problem that the CNP is sensitive to the order of tasks
being fed into the system, if the cost functions depend on the number of
tasks already allocated. This is relevant for instance in the transportation
domain, where the costs for transporting a good from A to B depend on
whether this route is already scheduled (the good needs only to be loaded)
or if scheduling this route will incur full costs on this order alone. Sim-
ulated trading requires an initial (possibly suboptimal) assignment and
then, very much like simulated annealing, it chooses randomly from the
scheduled tasks and re-evaluates if any of the other resources can per-
form it with lower costs. In analogy to simulated annealing, the proba-
bility for a task being chosen decreases over time (for an application that
uses CNP for creating the initial solution and simulated trading for the
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post-optimisation cf. Fischer et al.(1995)). In the overall process, the previ-
ous solutions are saved, and at the end of the process the best assignment
found so far is chosen to be executed.

This procedure does not address the eager bidder problem, as it relies
on a correct assignment to start with. However, we use the general intu-
ition of combining different related mechanisms to improve on the ap-
proaches described above, either by combining them (executing one after
the other or crossing them) or by iterating the same approach until the
assignment of all tasks to available resources is complete.

A quick analysis shows that combining the levelled commitments ap-
proach with either the CNCP or the statistical approach does not yield new
or interesting effects. The former combination creates a highly complex
protocol (both approaches require deviation from CNP and care must be
taken to interweave them correctly) and their commitment strategies are
not compatible. The CNCP does not require a commitment but the lev-
elled commitments approach enforces penalties on breaking a commit-
ment.4

The combination of levelled commitments and the statistical approach
has some appeal, as the levelled commitments approach offers the possi-
bility to bid in more CNPs than the agent has resources and would cure the
statistical approach from broken commitments. Here, however, the sta-
tistical approach would contribute to the evaluation of ”where to place a
bid”, which is a question that already needs to be addressed in the levelled
commitments approach.

The combination that remains to be discussed is that of the CNCP and
the statistical approach. In contrast to the levelled commitments approach
there is no explicit treatment in the CNCP approach of how many bids the
agent should make. In fact, it is the rational choice of the agent to bid in as
many protocol instances as possible in order to optimise his chances. The
mentioned combination delivers the following approach.

Agents bid according to the statistical approach, i.e. only a small num-
ber of bids are made, and the number of bids is evaluated according to
the statistical approach. While the CNP is the underlying protocol of the

4 One might insist that there is another useful combination, namely to let agents in-
teract in the CNCP fashion but let them pay a penalty if they do not perform the task on
receiving the request message, in order to solicit only bids from agents that have a high
probability of being able to perform the task. However, little performance gain can be ex-
pected here, as the levelled commitments approach already has this focussing effect on
bidding agents already without the CNCP.
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statistical approach alone, the underlying protocol of the combination is
the CNCP. This means that agents make a relatively small number of bids,
but make no commitment at this stage of the protocol. Final commitment
is due only when there is the request to take on the task. Hence, this ap-
proach combines the properties of (i) producing fewer messages (due to
the statistical approach) and (ii) resulting in correct assignment (due to the
CNCP). However, this approach requires that the agent designer can con-
trol the protocol of interaction and it is therefore not applicable in open
systems.

5.3.4 Iteration

Apart from the combination of two approaches we may also expect some
improvement by repeating a process, which is especially evident with the
CNP alone. It is obvious that we eventually reach a correct assignment
for all tasks if we let the initiators announce their tasks repeatedly. Even
if all agents repeat their announcements in parallel with deadlines at the
same time (worst case), in each ”round” at least one initiator will receive
bids, and therefore will allocate one task, so the procedure will terminate
eventually.

As repetition is already assumed to some extent in the levelled com-
mitment approach (agents that fail to allocate resources report this to the
initiators and initiators can re-announce the task) repeating the procedure
does not add functionality. Hence, iterating the statistical approach and it-
erating the combination of the statistical approach and the CNCP appears
more interesting.

The major drawback of the statistical approach is that broken commit-
ments will occur with some probability, as agents are bound to using the
CNP and do not have the possibility to ”tell” initiator agents that they can-
not keep the commitment. Once we allow such a change in the protocol,
we can proceed as follows: All initiators distribute their tasks according to
CNP, bidder agents act according to the statistical approach. Chances are
that some agents have too many tasks for too few resources and they are
then allowed to tell the initiators about these superfluous tasks. Initiator
agents can now re-announce these tasks and we enter a second iteration.
As a result, we eventually reach a correct assignment if it exists.

The reason for iterating the combination of the statistical approach and
the CNCP is that not all agents bid for every task, and therefore we may
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Approach Soundness Completeness
Initial Interm. Final

1. CNP
√ √ √

2. Levelled Commitments
√ √

3. CNCP
√ √ √ √

4. Stat. Approach
5. Stat. Approach + CNCP

√ √ √

6. Iterated CNP
√ √ √ √

7. Iterated Stat. Approach
√ √

8. Iterated Stat. Appr. + CNCP
√ √ √ √

Tab. 5.2: A comparison of the described task-assignment approaches by
soundness over time and completeness.

not find a complete assignment in the first round. By using iteration we
can eliminate this disadvantage: even when bidder agents send only few
messages, in every round at least one initiator will receive bids and will
assign one task. Hence, the mechanism terminates. In contrast to the iter-
ation of the statistical approach with the CNP as the underlying protocol,
in this combination all states of the system comprise only commitments
that agents can keep to the best of their knowledge.

5.3.5 Comparison

The number of approaches, their combination and iteration leaves the sys-
tem designer with the difficult decision of which mechanism to use for a
given domain. In order to provide assistance for this decision, we now sin-
gle out different properties of the approaches introduced above. We are
interested mainly in two properties. First, we analyse whether they are
sound, i.e. if the assignments they provide are correct. Second, we want
to know if they are complete, i.e. if the approach finds an allocation if one
exists. Furthermore, we divide soundness into three stages: the soundness
of the initial and the final assignment, and the soundness of any interme-
diate state. See also Table 5.2 for the following discussion.5

5 In the discussion of this section and in the table, ’CNP’ denotes the conservative ap-
proach, i.e. agents make only bids if they can guarantee that the resources will be avail-
able for the task.
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Soundness

Soundness means that the assignment of tasks to resources is correct, i.e.
there is the guarantee that the resources of each agent are sufficient to
perform the tasks the agent committed to. We consider first the sound-
ness of the final state of the approaches. CNP, iterated CNP, and CNCP are
designed to precisely possess this property at the end of the procedure.
The levelled commitments approach explicitly deals with the possibility
that agents discover at some point that resource allocation or task require-
ments have changed. In such a case this approach provides measures to
recover to a state where all commitments can be kept again. The statis-
tical approach is by definition not sound, however its combinations and
iterations with other approaches reintroduce soundness before the termi-
nation of the procedure.

So far, we have not considered timing issues except for the numbers of
messages. However, sometimes it is important to know how much time
will be spent to produce a solution, or else, whether it can produce a quick
initial solution and improve on this over time. We base the comparison on
the behaviour of the CNP, i.e. we investigate if the system produces a sound
initial assignment in the same time as the CNP, and if the intermediate
states of the procedure maintain soundness.

The levelled commitments approach and the statistical approach need
the least amount of messages to reach the initial solution (assuming that
negotiation about the penalty function for the levelled commitments ap-
proach is not required). However, they may produce assignments that are
incorrect, which in the case of the levelled commitments approach can
be improved to a sound assignment over time. The CNCP requires more
messages as every agent is encouraged to make bids to all task announce-
ments and the sequential phase of confirming resource allocation. To stop
the CNCP exactly at the same time as the CNP will not yield an assign-
ment due to this overhead. However, the nature of the CNCP guarantees
that if more time is given to send and receive these messages, the solution
will improve and always be in a state where commitments can be kept.
Improved speed in computing is achieved by the combination of the sta-
tistical approach with the CNCP, as fewer bids are made by bidder agents,
while the procedure guarantees a sound assignment at any stage.

The iterated CNP is obviously slower than a single CNP. It preserves a
sound state in any stage, and improves on the sound initial solution over
time. The remaining two iterated approaches both improve over time as



112 5. Coordinating Multiagent Task-Assignment without Organisation

well. However, the iterated statistical approach may be in an incorrect
state, as it allows for breaking commitments before the end of the itera-
tion (before informing the initiators), and hence cannot be guaranteed to
be in a state of correctness if interrupted at any time.

Completeness

An approach is called complete if it assigns all tasks correctly as long as if
there are enough resources provided. If too few resources are available, the
approach must guarantee that all resources are used to the maximum. As
demonstrated above, the CNP does not have this property. Levelled com-
mitments and CNCP are complete, assuming that all agents make bids
for all task announcements. The statistical approach and its combina-
tion with CNCP are not complete as the mechanisms allow (by limiting
the number of bids) that some initiators may not get any bids at all, leav-
ing them with no opportunity to assign their tasks. This drawback is re-
solved by introducing iteration, hence all approaches with iteration are
again complete.

5.3.6 Summary

The following is a classification of different task assignment settings with
information on which of the approaches satisfy the settings’ requirements
best.

• The protocol is not under the control of the designer / the proto-
col cannot be changed. This is the case with most open or semi-
open settings of multiagent systems. In this case either the conser-
vative strategy or the statistical approach should be used (depending
on whether dropouts are acceptable or not). The other approaches
require changes in the protocol.

• Flexible de-committing during runtime is required. Only the lev-
elled commitments approach allows to de-commit after negotiation
and before the execution time of a task. It explicitly allows for deal-
ing with failing agents and their possibility to de-commit to perform
a task during runtime.

• A quick initial result is desirable and a post-optimisation is an in-
herent part of the overall procedure. Here the statistical approach
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provides support, as the failure cases can be eliminated during post-
optimisation. It is also possible here to let the agents bid with no
commitment at all, but this will return worse solutions than the sta-
tistical approach. Note that every protocol stage which is protected
by a deadline is a potential source of delay and the levelled com-
mitment approach, and to some extent the CNCP are disadvanta-
geous in this respect. The proposed combination and the iterations
of the approaches deliver, apart from the initial solution, also the
post-optimisation process, if it is not already part of the designer’s
framework.

• Limiting the number of messages is most important. The conserva-
tive approach is best in terms of the number of messages sent, as bids
can only be made for the amount of resources available. All other ap-
proaches make more bids. If allocation has to be more efficient than
the conservative approach, the statistical approach applies. It will
produce only a limited number of additional messages compared to
the conservative approach, which can be configured by choosing the
threshold. The CNCP is less applicable, because it gives incentives
for making bids to every incoming call-for-proposal messages,
it reduces the communication overhead to a minimum and provides
better results. The levelled commitment approach produces most
messages, as there is an incentive to bid everywhere and to com-
municate about the penalties involved, including the possibility of
counterproposals.

• Recovery after resource failure. Only the levelled commitment ap-
proach explicitly allows for agents to de-commit from performing
tasks, e.g., after the failure of a resource is detected. However, all
approaches provide the possibility to restart the procedure in case
an accepted participant fails to perform the task. The advantage of
the CNCP is that it stores the list of possible alternatives without re-
quiring a commitment for the participant to be in this list. So a call
for proposals does not have to be sent to all participants but only
to those remaining in the list (assuming that agents have already re-
fused to do the job do not change this attitude). Deadlines are part of
all the procedures, as well as the CNP. Thus, in case a single agent fails
to reply, there is no danger of a stalling protocol instance. However,
if an approach allows for many sequential messages, it requires an
equally high number of sequential deadlines, possibly causing long
delays when facing dropouts.



114 5. Coordinating Multiagent Task-Assignment without Organisation

5.4 Bottom Line

Whenever a multiagent approach with concurrent CNPs is used for re-
source allocation, as for example in the multiagent job shop scheduling
problems, the system designer faces a variation of the eager bidder prob-
lem. We presented the conservative solution as well as three other ap-
proaches, their combinations and iterations. Each of the mechanisms has
different properties, none of them is the ’silver bullet’, but each has its own
benefits and drawbacks.

Beyond the safe, but highly inefficient conservative solution, the pre-
sented approaches can be classified into three different classes:

• The protocol redesign approach.

• The compensation approach.

• The risk taking approach.

What distinguishes the three approaches is the way in which they treat
commitment: The protocol design method solves the problem by delay-
ing the commitment time in order to achieve high efficiency (cf. Section
5.2.1). The compensation approach (developed originally as the levelled
commitments approach) spends resources on negotiation of penalties for
breaking a commitment. This solves the problem by introducing a sec-
ond level (or meta) commitment about the penalty of breaking a first level
commitment (see Section 5.3.1). The risk taking approach assumes the
commitment is important enough to minimise the risk of breaking it, but
it is not essential to the overall task of the system to guarantee full comple-
tion of all tasks (see Section 5.3.2).

The levelled commitment approach introduces the concept of penal-
ties and the option of ”legally” de-committing. It has maximum flexibility
and includes the option of de-committing during run-time with the draw-
back of more communication (and implementation) overhead. Failures
result in penalties, restarting the protocol with the assigned but failed task
is assumed. The CNCP is a specific variation of the CNP and requires a
drastic reduction of the number of commitments to reach its goal, while in
the worst case it only requires 2n more messages. The statistical method
presented here is easy to compute and the risk estimation in uncertain en-
vironments is straightforward. It requires no changes to the protocol. This
interaction has a single pure strategy Nash equilibrium that can be com-
puted easily and it is also Pareto optimal. This is particularly important as
it increases the stability of this approach.
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There are two approaches that offer both completeness and sound-
ness in all stages (approaches no. 6 and no. 8 in Table 5.2). The draw-
back of these approaches is that communication is increased significantly.
The iterated contract net (approach no. 6) does not give this incentive,
but in comparison to the CNCP it is less efficient, as it ’looses’ parts of
the solution. In every iteration, the iterated CNP sends to all bidders a
call-for-proposal , although it already has done so in the previous it-
eration. This is an unnecessary overhead, avoided by the CNCP. In the case
of approach no. 8, the increase of the communication is not due to the
length of the protocol, but rather the incentive to make proposals to every
incoming call.

As a conclusion, it is up to the designer to choose for a given domain the
most appropriate approach and the above remarks and discussion provide
some guidance for an informed choice of the best coordination protocol.
As the application domain and the empirical evaluation for this thesis re-
quires considering large agent populations, the reduction of communi-
cation is so important that we are required to trade off completeness for
communication efficiency. As we require soundness, we decide to use ap-
proach no. 5, the statistical approach in combination with the CNCP. For
calibration of the number of bids to make, we use pre-experimental stud-
ies that determine the appropriate trade-off between lack of completeness
(rate of unassigned tasks) and amount of communication. This is also a
realistic approach: in a large application scenario it can be assumed that
replying to every incoming call is not feasible due to bandwidth restric-
tions, and the participant needs to decide not to participate in some ne-
gotiations in order to complete others. For ease of use we configure in our
experiments (which are described in Chapter 9) a ’message limit’ which
describes the number of maximum concurrent CNCPs. In the next two
chapters we detail organisational models for multiagent systems and mod-
ify this mechanism according to the requirements for organisational coor-
dination.



116 5. Coordinating Multiagent Task-Assignment without Organisation



6. FORM - A Framework for Multiagent
Organisation and Agent Autonomy

“Perhaps one of the most important lessons of
multiagent systems generally - is that when
faced with what appears to be a multiagent
domain, it is critically important to under-
stand the type of interaction that takes place
between the agents.”

Michael Wooldridge, 2002: p. 106

Multiagent systems are increasingly used in applications where the over-
all system performance emerges from the structuring of agent interaction.
Coordination is enhanced and communication effort is reduced if success-
ful structures of interaction can be preserved over time. Therefore, it is
important to develop concepts not only for agents and their architectures
but also for engineering agents that can engage simultaneously in a whole
range of different styles of interaction in different groups of agents.

The theory of holonic multiagent systems promises a methodology for
the modelling of agent groups, the different styles of relationships inside
a group, and the foundation for dynamic reorganisation at runtime. As
a side-effect, the ability to recursively model groups of agents with the
holonic idea introduces a powerful mechanism to handling the complexity
of increasingly large systems. This chapter gives an introduction to holonic
multiagent systems and develops the Framework for self-Organisation and
Robustness in Multiagent systems (FORM).
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6.1 Holonic Multiagent Systems - Creating
Multiagent Organisation

Holonic multiagent systems provide the terminology and theory for the re-
alisation of dynamically (self-)organising agents and define the equivalent
of modularity and recursion of traditional computer science to the multia-
gent paradigm. In a holonic multiagent system, an agent that appears as a
single entity to the outside world may in fact be composed of several sub-
agents and conversely, many sub-agents may decide that it is beneficial to
jointly create a coherent structure of a super-agent and thus act as a sin-
gle entity. We call agents consisting of sub-agents with the same inherent
structure holonic agents.

The term “holon” was originally coined by Arthur Koestler (1967), ac-
cording to whom a holon is a self-similar structure, which is stable and
coherent and that consists of several holons as sub-structures and is itself
a part of a greater whole. Koestler gave biological examples. For instance,
a human being consists of organs which in turn consist of cells that can be
further decomposed and so on. Also, the human being is part of a fam-
ily, a team or a society. None of these components can be understood
without their sub-components or without the super-component they are
part of. The concepts of holonic system design in manufacturing were pro-
posed to combine top-down hierarchical organisational structure with de-
centralised control, which takes the bottom-up perspective (Christensen,
1994). While earlier approaches in this area restricted self-similarity and
did not employ the recursive power of the approach, newer developments
make full use of this concept.

Building on the work of Fischer (1999b) and Gerber et al. (1999), we now
present for the first time an elaborate and precise definition of holonic or-
ganisation that both utilises recursion and allows the flexibility to describe
a multitude of forms of holonic organisation.

6.1.1 The Definition of Holonic Organisation

Although it is possible to organise holonic structures in a completely de-
centralised manner, for efficiency reasons it is sometimes more effective to
use individual agents to represent a holon. This may either be achieved by
selecting one or several of the already existing agents as representatives of
the holon based on a fixed election procedure. Or alternatively, new agents
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are explicitly created to represent the holon during its lifetime. Represen-
tatives are called the head of the holon (or “mediator” in the conception
of Ulieru et al., 2002), the other agents in the holon are part of the holon’s
body. In both cases, representative agents communicate to the outside of
the holon in pursuit of the goals of the holon and coordinate the agents in-
side the body of the holon in pursuit of these goals. The notion of the rep-
resentative or head of the holon relates to the notion of corporative actor
(cf. Section 2.3.3) from the elaboration of sociologist Esser on the notion
organisation: a corporative actor is the perspective on an organisation as
a single actor in its environment. This view corresponds to the view on a
holon as a single entity. As we adopt this perspective, we still are required
to see that actions outside the organisation can only be performed by indi-
viduals of the organisation, namely by the organisation’s representatives.
For the holon, the role of representation is performed by the head.

The binding force that keeps head and body in a holon together are
commitments. This differentiates the approach from classical methods
like object-oriented programming: the relationships are not (statically) ex-
pressed at code level, but in commitments formed during runtime. For a
multiagent system consisting of the setAt of agents, the setHt of all holons
at time t is defined in the following way.

Definition 16 (Holonic Multiagent System):
A multiagent system containing holons is called a holonic multiagent sys-
tem. The set Ht of all holons in the multiagent system MASt is defined
recursively:

• for each a ∈ At, h = ({a}, {a}, ∅) ∈ Ht, i.e. every instantiated agent
constitutes an atomic holon, and

• h = (Head, Subholons, C) ∈ Ht, where Subholons ∈ 2Ht\∅ is the set of
holons that participate in h, Head ⊆ Subholons is the non-empty set
of holons that represent the holon to the environment and are respon-
sible for coordinating the actions inside the holon. C ⊆ Commitments
defines the relationship inside the holon and is agreed on by all holons
h′ ∈ Subholons at the time of joining the holon h.

Given the holon h = (Head, {h1, ..., hn}, C) we call h1, ..., hn the subholons
of h, and h the superholon of h1, ..., hn. The set Body = {h1, ..., hn}\Head
(the complement of Head in h) is the set of subholons that are not allowed
to represent holon h. Holons are allowed to engage as subholons in several
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different holons at the same time, as long as this does not contradict the sets
of commitments of these superholons.1

A holon h is observed by its environment like any other agent inAt. Only at
closer inspection it may turn out that h is constructed from a set of agents.
The set of representatives can consist of several subholons. As any head
of a holon has a unique identification, it is possible to communicate with
each holon by just sending messages to their addresses. C specifies the
organisational structure and is covered in detail in Section 6.2. As long as
subholons intend to keep their commitments and as long as subholons
do not make conflicting commitments, cycles in holon memberships are
possible.

Example 1. Given h = ({h1, h2}, {h3}, c1) and an agent X intending to re-
quest a task from h. As the head of h consists of two subholons h1 and
h2, X has two options. It can either address h1 or h2. In both cases, the
addressed subholons coordinate the performance of the task inside of h
(possibly involving h3) according to c1 and deliver the task result.

Example 2. Given h1 = ({a}, {b}, c1) and an agent X addressing a. On the
creation of h1, a and b agreed on commitments c1 that also explain in which
cases a needs to act as the head (e.g. when being addressed in a certain
manner or when being requested certain types of tasks). In this case, a can
deduce from the way it is addressed, whether it should act as the head of
h1 or just for itself. For the same reason, cycles are not a problem in the
definition. Assume we have h2 = ({b}, {a}, c2). If X addresses a, it is clear
from the definition of h2 that a is not addressed as one of its representatives
(a is not part of the head of h2). Whether it should respond for itself or as
part of the head of h1 is decided as in the case without the cycle.

Definition 17 (Further Holon Terminology):
The following notions are not required for the definition of the concept of a
holonic multiagent system itself, but make it easier to discuss their proper-
ties.

• A task holon is a holon that is generated to perform only a single task.
This notion is opposed to organisational holons, which are designed
to perform a series of jobs.

1 At this point we make the assumption that agents act according to their commit-
ments. A sanctioning mechanism that punishes incorrect behaviour is not in the scope
of this work, but can build on the commitments made at runtime, as they are communi-
cated explicitly.
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• Delegation of tasks between two subholons h1 and h2 of a holon h as
part of working towards the goal of h is called intra-holon delegation.
If two holons delegate tasks and this collaboration is not part of the
goal of an encompassing holon, this is called inter-holon delegation.

• A holon that is composed of subholons with identical ability types is
called a homogeneous holon. If abilities are different, the holon is
called a heterogeneous holon.

• Furthermore, we distinguish active and passive holons. An active
holon is a holon that has already been created, that has bound its
subholons by commitment to the holonic structure, and that has not
yet been terminated. Once it has been terminated and when it exists
only in the memory of the population, the structure is called a passive
holon.

• Active holons are divided into manifest and latent holons. If the sub-
holons committed to participate in the holon, and are committed to
dedicate, or actually have dedicated resources to it, or are performing
actions specifically in pursuit of the holons goals, the holon is called
manifest. If the holon is not terminated and is not currently influ-
encing a subholon’s actions, it is called latent. In contrast to passive
holons, latent holons can be activated instantaneously as there is still
a commitment of the subholons to participate in the holon in princi-
ple.

• Finally, a holon that is not atomic is called a holarchy. A holarchy
of which all nested subholons have only a single head holon, i.e. a
holarchy with a tree-like structure, is called a hierarchical holarchy.

The advantages of the holonic concept are threefold. First, this technology
preserves compatibility to multiagent systems by addressing every holon
as an agent, whether this agent represents a set of agents or not, is encap-
sulated. Second, as every agent may or may not represent a larger holon,
holonic multiagent systems are a way of introducing recursion to the mod-
elling of multiagent systems, which has proven to be a powerful mecha-
nism in software design to deal with complexity. Third, the concept does
not restrict us to a specified type of association between the agents, so it
leaves room to introduce organisational concepts at this point. To depict a
system of holons, we choose to define a novel type of diagram called holon
diagram. A holon diagram is similar to a Venn diagram in that it highlights
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the relationships between the sets of subholons, but it also includes some
annotations that clarify names, resources and holon goals.

Definition 18 (Holon Diagram):

A holon diagram uses the following means to depict complex holonic struc-
tures.

• An atomic holon is represented by a small circle labelled with the iden-
tifier of the corresponding agent.

• Bigger ellipses represent composed holons and contain either circles
for atomic holons or ellipses for other composed holons. These ellipses
can be nested to mirror the recursive structure of a holarchy. Ellipses
with dotted lines define task holons.

• The head of the holon is highlighted by its distinct position in the di-
agram: the subholons that are members of the head of the holon are
positioned on the line marking the boundary of the holon.

• Rectangles on the holon boundaries contain a type description that
states the type of jobs the holon was created for. If the rectangle anno-
tates an atomic holon (agent), it stands for the type of jobs the agent
can perform on its own. Type specification is an optional feature for
the holon diagram.

The holon diagram is similar to an organisation diagram (“organigram”)
in that it describes groups of collaborating individuals and displays formal
links between several such groups. Figure 6.1 gives an example of several
possible relationships. The largest entity consists of all agents depicted
and has two head holons. The first head holon, named A4 is atomic, the
second one is a composed structure itself and is represented by A1. The
body of the superholon consists of another atomic holon A5 and another
composed holon which is represented by A6. A1 has a double function
as it represents the holon that represents the outermost holon. A multi-
membership is demonstrated by A7. It is member of two structures (which
are both entailed by the biggest holon), in one of them it is body, in the
other it is a head member. By definition, all the agents in this diagram
could be replaced by further holonic structures, resulting in complex rela-
tionships as the ones illustrated with A1 and A7.
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Fig. 6.1: An example for a holon diagram.

This example also demonstrates the use of the annotation for agents’ re-
sources and the holon types. Agents Ai have the ability to perform a task
of type ti (except for agent A9 that has the additional ability for type t10).
Holons are defined here as being able to perform the combination of the
tasks of their subholons, except for the holon of A7 and A9 that integrated
A9 solely for its ability to do t9 and not t10. t1−3 is an abbreviation for t1t2t3,
meaning that the holon can do the combination of t1, t2, and t3.

6.1.2 Intuition for the Spectrum of Holonic Organisation

For the implementation of a holonic multiagent system, we need to turn
to more fine grained issues concerning the commitments that define the
intra-holonic relationship. We will now take a look at different general pos-
sibilities for modelling holonic structures. They differ in the degree of au-
tonomy the subholons have and cover the spectrum from full subholon
autonomy to a complete lack of autonomy. The idea of such a spectrum
is adapted from (Gerber et al., 1999) and serves as the general intuition of
the concepts elaborated in the remainder of the chapter.
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A Holon as a Loosely Coupled Set of of Agents

At one end of the spectrum we have a model where subholons are fully
autonomous and the superholon is just a new conceptual entity whose
properties are made up by the properties of the subholons. Figure 6.2(a)
displays this constellation. In this case no agent has to give up its au-
tonomy, and the superholon is realised exclusively through cooperation
among the subholons. The most transparent way of cooperation for this
is an explicit coordination by commitment via communication, i.e. agents
negotiate over joint plans, task distribution or resource allocation. If com-
mitments cannot be established through communication, implicit coordi-
nation can be achieved in two ways: either the holons are designed such
that a goal directed common behaviour emerges from the behaviour of the
subholons, or some subholons are able to represent goals and intentions
of other holons and reason about them; thus, they coordinate their actions
without or at least with little communication.

The representation of a holon as a set of autonomous agents is in a
sense just a loose partitioning of a multiagent system into those agents
that are part of the holon, and others that are not. The holon entity itself is
not represented explicitly as an extra piece of code. Holonic structures of
this kind are only a design aid for structured agent-oriented programming.
According to the above definition, this kind of holon is formally described
as a holon h = ({A1, A2, A3, A4}, {A1, A2, A3, A4}, Cloosely coupled).

Several Agents Merge

The other extreme of the design spectrum terminates the participating
subholons and creates a new holon as the union of the subholons with
capabilities that subsume the functionalities of the subholons (see Figure
6.2(b)). In this case the merging agents completely give up their autonomy
but they may be re-invoked when the superholon is terminated. The result
of the merge is a new atomic holon h = ({A}, {A}, Cmerge).

The realisation of this approach requires the existence of a procedure
that merges holons into a single new agent. For agents with an explicit rep-
resentation of goals and beliefs (for example BDI agents, as conceived by
Bratman et al., 1988) merging can be achieved by creating an agent with
the union of the sub-agents’ beliefs and goals provided consistency can be
established (for production systems this special case of holonic structur-
ing has been described by Ishida et al., 1992).
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(c) A holon as a moderated association.

Fig. 6.2: Two extremes and one intermediate form of holonic structures.

A Holon as a Moderated Association

The two solutions above are extremes and only useful in very specific cir-
cumstances. In addition, Gerber et al. propose a spectrum of organisa-
tional forms the extremes of which are the two architectures described
above. Consider a hybrid way of forming a holon, where agents give up
only part of their autonomy to the superholon (cf. Figure 6.2(c)). If the
domain allows for this option, it is advisable to use only a single subholon
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as head to represent the superholon to the rest of the agent population
as this reduces coordinational effort in the system and model complexity.
However, it is possible that the choice of multiple head holons is advan-
tageous. For example in complex scenarios with diverse communication
behaviour, in order to model complex organisational relationships, in or-
der to avoid single points of failure or bandwidth bottlenecks, this design
option provides additional benefits. In any case (single or multiple head
subholons), the head’s competence may range from purely administrative
tasks to the authority over other subholons. Furthermore, the head may
have the authority to plan and negotiate for the holon on the basis of its
subholons’ plans and goals, and even to exclude some subholons or to in-
clude new subholons. Among other things, it serves as the interface and
contact of the holon to the rest of the agent population. Figure 6.2(c) vi-
sualises the approach of a holon with a single head holon as the holon
h = ({A1}, {A1, A2, A3, A4}, Cassociation).

Several ways to determine the members of the head can be envisaged.
Either, new agents are created for the lifetime of the holon, or one of the
members of the holon fulfils this role. For the alternative of using existing
members, either the members of the holon are pre-destined for leadership
or an election procedure is needed to promote them to leadership. De-
pending on the application domain, the competence of the representative
may vary: the resulting structure can range from a loosely moderated as-
sociation to an authoritative, hierarchical structure. However, in the mod-
erated association, the members of the superholon are always represented
as agents, and, hence, we do not lose the capability to solve problems in a
distributed fashion.

This approach allows for an explicit modelling of holons, a flexible for-
mation of holonic associations, and a scalable degree of autonomy of the
participating agents that are subject to negotiation and are defined in the
commitments Cassociation of the superholon. Section 6.2 deals with a more
detailed description of how different dimensions for the parameters can
be described.

6.1.3 Comparison between Holonic Manufacturing
Systems and Holonic Multiagent Systems

In order to clarify the term holonic multiagent systems, it is important
to differentiate it from holonic manufacturing systems. Although similar
in name, there are several important differences between holonic multia-
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gent systems as proposed here and holonic manufacturing systems as pre-
sented in the literature (e.g. Deen, 1994; Rabelo et al., 1998):

• Modelling recursion of agent grouping is an integral part of holonic
multiagent systems. Depending on the complexity of the tasks at
hand, holonic agents can engage in complex nested structures of ar-
bitrary depth, which allows for mirroring the complex composition
of a task. This is not the case for holonic manufacturing systems, in
which a holon is usually composed of a simple physical entity (pro-
duction unit) and a software controller assigned to this entity.

• Holonic manufacturing systems make no assumption about the in-
ternal architecture of the head of a holon, it is only required to act as
the control unit. For holonic multiagent systems however, the head
is required to possess agent properties (cf. Wooldridge and Jennings,
1995).

• The heads in holonic multiagent systems are not required to coor-
dinate the work of a physical resource, but instead may coordinate
the work of several information agents that exist only virtually (in-
formation agents collaborating for increase of efficiency, to combine
competencies or resources, to resolve bottlenecks).

• Holonic manufacturing systems use a market metaphor to design
inter-holon coordination. Research on holonic multiagent systems
is also concerned with choosing long-term partners (and is thus re-
lated to coalition formation) as well as researching the diversity of
possible organisational structures.

• In a holonic multiagent system, a holon is not just a piece of code.
It is rather an entity that is realised by commitments between agents
(which exist as code) to maintain a specific relationship concerning
goals and has as a result an emergent structure between agents.

While this shows the conceptual differences, it does not rule out the appli-
cation of holonic multiagent systems to the manufacturing domain, which
has been done successfully in several industrial projects.
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6.1.4 Previous Applications of Holonic Multiagent
Systems

So far, holonic multiagent systems have been iteratively tested, developed,
and applied in a series of projects over several years with a large varia-
tion in requirements. In one domain (flexible manufacturing) agents form
holons because they have different abilities and can only achieve the task
at hand as a group (Fischer, 1999a). A second example (train coupling
and sharing, TCS) demonstrates that also in a setting of agents with iden-
tical abilities holonic structures can be beneficial (Lind et al., 1999). Also,
holonic agents proved to be an important modelling technique for medical
information systems (Ulieru et al., 2002). Several other projects focused on
special aspects of applying holonic modelling (e.g. RoboCup (Jung, 1998),
Socionics (Schillo, 2003)).

The most striking application in terms of efficiency and flexibility that
used the holonic approach is the TELETRUCK system, which was designed
for order dispatching in haulage companies (Bürkert et al., 2000). In this
system, the basic transportation units (trucks, trailers, drivers, chassis, and
containers) are modelled by agents which temporarily form holons that
represent vehicles for the execution of transportation tasks. The vehicle
holons are headed by a special agent that is equipped with planning capa-
bilities. All the vehicle holons and the agents representing currently idle
transportation units form a super-holon that represents the whole trans-
portation company. The head of the company holon, called the company
agent coordinates the interaction with the user and communicates with
other companies that employ a TELETRUCK system. Agents representing
transportation units are autonomous in their decision to participate in a
vehicle holon. Participating in the holon however restricts the autonomy
of the subholons for this time span, since they have to execute the sub-
tasks allocated to them. The agents forming a vehicle holon cooperate in
order to pursue the goal of executing a set of transportation tasks. Some-
times, even different vehicle holons cooperate for a task. A vehicle holon
is able to transport the cargo, which none of its components could do on
its own.

All these applications of holonic multiagent systems, however, are con-
cerned with task holons. Although new holon formation is guided e.g. in
TELETRUCK by a preference to reuse existing active holons (passive holons
are not considered), the structures are not preserved by an organisational
formalisation. Such a formalisation would ensure durability. Therefore,
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the holonic structures are lost, if not used for a certain period. They are
also not providing a formal structure with a foreseeable duration of exis-
tence, which the agents could reason about.

6.1.5 Summary

We have given a novel and precise definition of holonic multiagent systems
that defines a holon as consisting of three defining parts. First, a holon
consists of a non-empty set of representatives that communicate to the
outside for the holon and coordinate the actions of the holon. This set is
called the head of a holon. Second, a holon consists of a possibly empty set
of entities that are not part of the head, and therefore do not communicate
to the outside. This set is called the body of the holon. To other parts of the
multiagent system, the existence of the body is not observable. Finally, the
third part of the holon definition is a set C of commitments that describe
the way the holon coordinates its actions and defines rights and privileges
of both head and body.

The general intuition we want to convey is that the kind of commit-
ments agreed upon allows for a diverse set of different forms of holons to
be created. Especially interesting is the view of a spectrum of holon forms
along the autonomy the holon’s subholons possess. To structure the dis-
cussion of the set C of commitments, we choose to structure them into
holonic design parameters that each allow different choices to be made by
the participating subholons.

6.2 Design Parameters for Holonic Multiagent
Systems

A framework for describing all these different types of holons requires de-
sign parameters that guide the process of creating the concrete holonic
structure. In this section we list eight parameters, which span a space
for design decisions that influences the autonomy of each agent inside a
holon, restrict the behaviour of each agent and shape the commitments
made by all participating agents. We call the presented framework the
Framework for Organisation and Robustness in Multiagent systems (FORM).
See Tables 6.1 and 6.2 for the following discussion.
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Parameter Possible values
Mechanism for - Economic exchange
task delegation - Gift exchange

- Authority
- Voting

Mechanism for - Economic exchange
social delegation - Gift exchange

- Authority
- Voting

Membership restrictions - Exclusive membership
- Restriction on product
- None

Goal of the holon - Single task
- Single product
- All products

Set of holon heads - All subholons are head holons
- Some subholons are head holons
- One subholon is head holon

Set of holon heads - All subholons are head holons
- Some subholons are head holons
- One subholon is head holon

Profit distribution - Case-by-case negotiation
- Fixed share
- Salary

Tab. 6.1: Overview of the FORM design parameters (part 1).

6.2.1 Mechanisms for Task Delegation and Social
Delegation

Recent work on delegation has shown that delegation is a complex con-
cept, which is highly relevant to multiagent systems, especially in semi-
open systems (Castelfranchi and Falcone, 1998; Norman and Reed, 2002).
The mechanism of delegation makes it possible to pass on tasks (e.g. cre-
ating a plan for a certain goal, extracting information) to other individ-
uals and furthermore, allows specialisation of these individuals for cer-
tain tasks (functional differentiation and role performance). Representing
groups or teams is also an essential mechanism in situations which deal
with social processes of organisation, coordination and structuring. Fol-



6.2. Design Parameters for Holonic Multiagent Systems 131

Parameter Possible values
Rules for inclusion and - Consensus
exclusion - Single vote
Decision maker for inclusion
and exclusion

- All subholons
- A subset of the subholons
- All head members

Rules for termination of the
holon

- Automatic after task
- Veto
- After payment or notice period
- No termination

Initiator for termination - Consensus among subholons
- Consensus among head members
- Any member or any head member

Tab. 6.2: Overview of the FORM design parameters (part 2).

lowing the concept of social delegation of sociologist Bourdieu (1985), we
distinguish two types of delegation: task delegation and social delegation.

Social delegation is the procedure of appointing an agent as represen-
tative for a group of agents. The activity of social delegation (the repre-
sentation) is in many respects different from performing tasks in the sense
of applying resources to create a product. For example it involves a pos-
sibly long-termed dependence between delegate and represented agent,
and the fact that another agent speaks for the represented agent may incur
commitments in the future, that are not under control of the represented
agent. Social delegation is more concerned with performing a certain role,
rather than producing a specified product. In holonic terms, represen-
tation is the job of the head, which can also be distributed according to
sets of task types to different agents. Just like fat trees (multiple bypasses
to critical communication channels) in massive parallel computing, dis-
tributing communication to the outside can help to resolve bottlenecks.
This makes social delegation a principle action in the context of flexible
holons and provides the basic functionality for self-organisation and de-
centralised control.

Thus, we find it justified to differentiate between two types of delega-
tion: task delegation, which is the delegation of (autistic, non-social) goals
to be achieved and social delegation, which does not create a solution or
a product but in representing a set of agents. Both types of delegation are
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Exchange of pay-off

Equivalent exchange Authoritative

yes no

Authority

yes no

Economic exchange

yes

VotingGift exchange

no

Fig. 6.3: Overview of a taxonomy of four different mechanisms for delega-
tion.

essential for organisations, as they become independent from particular
individuals through task and social delegation.

Given the two types of delegation, it remains to explain how the act of
delegation is actually performed. We observe four distinct mechanisms for
delegation (see also Figure 6.3):

• Economic exchange is a standard mode in markets: the delegate is
being paid for doing the delegated task or representation. In eco-
nomic exchange, some good or a task is exchanged for money, while
the involved parties assume that the value of both is similar.

• Gift exchange, as an important mechanism in the sociology of Bour-
dieu (2000, 191-202), denotes the mutually deliberate deviation from
the economic exchange in a market situation. The motivation for
the gift exchange is the expectation of either reciprocation or the re-
fusal of reciprocation. Both are indications to the involved parties
about the state of their relationship. This kind of exchange entails
risk, trust, and the possibility of conflicts (continually no reciproca-
tion) and the need for an explicit management of relationships in the
agent. The aim of this mechanism is to accumulate strength in a re-
lationship that may pay off in the future.

• Authority is a mechanism well known to DAI research. It represents
the method of organisation applied in distributed problem solving,
where control is centralised. This implies a non-cyclic set of power
relationships between agents, along which delegation is performed.
However, in our framework authority relationships are not defined
at design time, but at runtime when an agent decides to give up au-
tonomy and allow another agent to exert power. This corresponds to
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Fig. 6.4: The delegation matrix showing two modes of delegation and four
mechanisms for performing each mode. Every combination of
mode and mechanism is possible in multiagent organisation.

the notion of Scott who defines authority as legitimate power (Scott,
1992).

• Another well-known mechanism is voting, whereby a set of equal
participants determine one of their members to be the delegate by
some voting mechanism (majority, two thirds, etc.). Description of
the mandate (permissions and obligations) and the particular cir-
cumstances of the voting mechanism (registering of candidates, quo-
rum) are integral parts of the operational description of this mecha-
nism and must be accessible to all participants in advance.

As suggested by Figure 6.4, all four mechanisms are available for both types
of delegation: for example, economic exchange can be used for social del-
egation as well as for task delegation. This set of mechanisms is by no
means complete, however, many mechanisms occurring in human organ-
isations that appear not to be covered here, are combinations of these four
mechanisms or variations of their general principles (e.g. different voting
schemes). The choice of an appropriate mechanism for the two modes of
delegation represents the first two design parameters of a holon.

6.2.2 Membership Restrictions

The membership restriction of a holon h can state that there is no restric-
tion (a subholon h1 of h is free to join any other holon h′ as well), or that
a subholon is only allowed to be a member of holon h (exclusive member-
ship). It can also have the value restricted on product, which means that the
holon is free to join another holon, as long as they do not perform tasks of
the same type.
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6.2.3 Goals of a Holon

We also allow variations of the goal of a holon. A holon can be created to
perform a single task, all task of a single product (i.e. a given type) or it per-
forms all products together that it is able to achieve in collaboration (pos-
sibly only making use of a subset of the subholons). This design parameter
is central for the interface of the holon to the outside: Only if the goal of
a holon is defined, the prospective subholons can determine at creation
of the holon if the goals of the holon are in conflict with any other holon
they are member of. In the case of the holon head, a conflict free set of
holon goals enables them to determine unambiguously for any incoming
request the proper context in which they should process this request. For
example, if an agent is head agent for two holons, one of which was de-
signed to process task type t1 and the other for t2 (t1 6= t2) and an incoming
request matches t1, then the agent knows it needs to process the request
in the first holon.

6.2.4 The Set of Holon Heads

The number of permitted holon heads permitted is described by another
parameter. In very egalitarian holons all subholons can receive incoming
tasks and redistribute them, thus all subholons are head holons. More au-
thoritative holons may be organised in a strictly hierarchical manner, with
only a single subholon as a point of access to the outside. An obvious in-
termediate form is to define a subset of all subholons as the holon head.
The advantage of the egalitarian option is that single-points of failure or
communication bottle-necks are avoided. However, the hierarchical op-
tion may simplify communication with the holon by a single point of ac-
cess, and reduce the communicational effort to coordinate the actions of
several holon heads.

6.2.5 Profit Distribution

Profit distribution can be done on a case-by-case basis using economic ex-
change or gift exchange. Other possibilities imply that during the forma-
tion phase of the organisation agents agree on a fixed share by which profit
is split between head and body agents (10:90, 20:80 etc.) or that a salary as
a fixed income is being paid from the head to the body agents regardless



6.2. Design Parameters for Holonic Multiagent Systems 135

of the number of tasks performed (in this case, variable costs are paid by
the head plus a fixed income chosen by the designer).

6.2.6 Rules for Inclusion and Exclusion of Subholons

If holons are to be designed to handle membership at runtime flexibly,
they need rules to include or exclude members while the holon is active.
We propose two different schemes. The consensus, by which all decision-
makers must agree to include or exclude a new member, or the single vote
scheme where one decision-maker alone can override the majority deci-
sion. Furthermore, the set of decision-makers has to be defined as it needs
not to be the set of all subholons. Reasonable choices are either all sub-
holons, a subset thereof or only the head holons. In case of the exclusion,
the single vote equals a veto on the membership: one subholon can then
reject the membership status of another subholon.

Obviously, the restriction of who is entitled to decide directly on the in-
clusion and exclusion of subholons, does not prevent other mechanisms to
precede the actual decision. For example, it is compatible with this design
pattern that subholons that are not entitled to influence the actual deci-
sion process exert influence the decision makers, e.g. by offering some-
thing in return for a biased decision.

6.2.7 Rules for Termination of a Holon

If holons need maximum flexibility, they need at least the possibility to
leave superholons if the membership is no longer beneficial. Already at
the creation of the holon, these rules can be fixed. Subholons may spec-
ify that the termination process is automatically initiated after performing
a single task or by veto of a single decision-maker. Other possibilities are
that the party intending to terminate the holon pays a fee to the other par-
ties (to compensate for their loss in structure) or the holon is only termi-
nated after a notice period. Any of the last three types requires to specify
who is allowed to invoke the process. Reasonable choices are that either
all subholons, or only the head holons, terminate the holon under consen-
sus. Alternatively, any subholon or any head holon is authorised to start
this process. In the case of a very foreseeable system environment, a de-
signer may prefer to omit an option for holon termination and define no
termination.
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6.2.8 Summary

Tables 6.1 and 6.2 give an overview of all parameters modelled with FORM
and their possible values. We do not claim that the list is exhaustive, but it
covers the most relevant parameters we discovered in our work based on
both DAI and organisational sociology. This enumeration shows the com-
plexity of the possible relationships between subholons using FORM. The
free combination of all possible values for the ten parameters allows for
4∗4∗3∗3∗3∗3∗2∗3∗4∗3 = 93312 different forms of holonic organisation.
This combination is defined and agreed upon as the part C of the holon
tuple, which regulates the commitments among the subholons at the cre-
ation time of the holon. In case subholons are only included later, they are
required to agree to the commitments at the time of joining the holon. As
the subholons that agree to create or form a new holon, are assumed to be
self-interested entities, they will base their decision on expectations on the
success of the new holon. Depending on the requirements of the environ-
ment, a focus on the persistence of the new holon is an important issue,
but also restricts the subholons’ options. This relationship is discussed in
more detail in the following section.

6.3 A Taxonomy of Autonomy for Holonic
Organisation

As described by Wooldridge and Jennings (1995), autonomy is an integral
part of an agent definition. However, autonomy is not a quantifiable no-
tion, but rather consists of qualitatively different types. As Castelfranchi
(2000) showed, there are several distinct types of autonomy that corre-
spond to different types of dependence. Therefore, autonomy of agents
is a phenomenon with qualitatively different aspects: an agent can be au-
tonomous or dependent on others concerning information, the interpre-
tation of information, planning, its motivations and goals, resources, and
authority (’being allowed to do X’, deontic autonomy). In addition, these
dependencies directly relate to losses of autonomy (e.g. loss of goal au-
tonomy, resource autonomy). Therefore, an analysis of dependencies be-
tween agents in holonic organisations also leads to an analysis of agent
autonomy.

Beyond the dependencies in pure agent interaction, new dependen-
cies are created if agents engage in long-lasting holonic structures. The
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Type of Autonomy Relevant Holonic Design Parame-
ter

Skill and resource auton-
omy

Not applicable in collaborative
holons

Goal autonomy Goal of holon
Representational Auton-
omy

Set of holon heads

Deontic Autonomy Mechanism for task delegation
Planning Autonomy Membership restrictions
Income Autonomy Profit distribution
Exit Autonomy Rules for termination of the

holon, and initiator for termina-
tion

Processing Autonomy Goal of holon, membership re-
strictions, mechanism for task
delegation, and rules for termina-
tion of the holon

Tab. 6.3: Overview of the taxonomy of autonomy for holonic organisation.

following is a taxonomy for these different types of dependencies between
agents, according to the choice of the aforementioned design parameters.
These types of dependencies are taken from (Castelfranchi, 2000), except
for representational, exit and processing dependence. We do not share
the distinction made by Castelfranchi between goal-discretion and goal-
dynamics dependence, because goal-dynamics dependence is concerned
with the timing of goals. As timing is part of the goal description in the
basic supply web scheduling problem, this distinction is not relevant here.
Also we combine skill dependence and resource dependence into a single
topic (cf. Table 6.3).

6.3.1 Skill and Resource Autonomy

As formulated by Castelfranchi, skill dependence of agent Y on agent X
means that the action repertoire of Y is not sufficient for achieving a goal
G. Resource dependence of Y on X is the fact that Y depends on the re-
sources of X to achieve its goal G. For our purposes, performing a skill
requires the allocation of resources, these two dependencies always come
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together: if Y needs the skills of X it also requires some of X’s resources,
requiring resources also requires the skill of using them (it is not envisaged
to let an agent surrender its resource to another agent). The formation of
holons for the joint performance of a job that requires the resources (and
skills) of different agents always includes this kind of dependence. There-
fore, all subholons loose to some extent skill and resource autonomy.

6.3.2 Goal Autonomy

Goal dependence of Y on X is the dependence of Y to choose its own
goals. Consider as an example that one would expect artificial agents to
have constraints on their goals formulated by their user. As described
above, joining a holon includes the definition of a holon goal. If this in-
cludes the commitment to perform certain jobs only inside the holon, a
participating agent is constrained (and therefore dependent) in formulat-
ing new goals: it would be a breach of commitments to perform a job of
the same type with a set of agents outside the holon. As these agents can
no longer freely choose their goals, they no longer possess goal autonomy.

6.3.3 Representational Autonomy

Representational dependence of Y on X means that Y depends on X in
order to represent it to other agents, either always (Y has no contact to
other agents) or only in a special context (X represents Y in specific mat-
ters). This type of dependence is probably the most “social” type of de-
pendence, as it does not directly relate to the performance of a task, but
only to interaction with other members of the population. It implies loss
of representational autonomy, which is of high importance as it deprives
an agent of social contacts and may incur loss of opportunities to pursue
other interests of the agent. This dependence is influenced by the design
parameter set of holon heads if it is restricted to any value less then all sub-
holons.

6.3.4 Deontic Autonomy

All types of autonomy or dependence state that the agent is allowed to
perform some kind of action or not. In the case of representational de-
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pendence it is decided at design time of the holon that a body agent is
not allowed to represent itself. However, here we are interested in a more
complex and flexible mechanism, as we consider cases where the agent
is permitted, obliged, or forbidden to do something by some other agent
while the holon is active. The expressions, permitted, obliged and forbid-
den are the three canonical operators of deontic logic as described by von
Wright (1977). If an agent Y commits itself to wait for X to permit, forbid
or oblige Y to work towards a goal G, we call this the creation of deon-
tic dependence. As an observer, we can differentiate deontic dependence
from other dependencies by the occurrence of messages between agents
that contain one of the deontic operators during runtime (assuming that
agents adhere to these kinds of messages).

Deontic dependence means that even if agent Y has appropriate skills
and resources, this dependency can stop the agent from pursuing its goals.
Compared to other types of autonomy, deontic dependence translates into
a more abstract loss of autonomy. Deontic autonomy has no physical re-
lation to performing a task and is only manifested by the commitments
made between agents (i.e. the lack thereof). In our case, this type of au-
tonomy relates to the delegation mechanism authority, which means that
Y looses deontic autonomy if X can delegate tasks or representation to
Y by authority, i.e. to oblige Y to do the task, and permit or forbid Y to
perform other tasks in the meantime.

6.3.5 Planning Autonomy

If an agent Y relies on X to devise a plan for its actions then Y is plan de-
pendent. If subholons have only one representative, it may make sense to
centralise planning and remove planning autonomy from the subholons:
In tightly coupled organisational forms, reduction of communication costs
can be achieved by this design. Also, if X has authority over Y it needs to
be aware of Y ’s work-plan in order to decide which jobs to delegate to it. In
this case X can (but may not) also devise a plan for Y , which again may be
used to save communication. Note that these two cases are not necessar-
ily identical, as one agent may have two superiors that have authority over
different resources of a subholon. In case Y depends on the plan devised
by X, it has lost planning autonomy and the relevant design parameters
are the set of holon heads and the mechanism for task delegation.
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6.3.6 Income Autonomy

If Y commits itself to accept fixed payments for providing its services from
X, and cannot alter these arrangements (e.g. if there is no exit option for
the holon, see Section 6.3.7), then Y has lost influence over its income. If
its income is realised by negotiation, it depends on others, but it still has a
choice and hence its autonomy. The design parameter profit distribution
deals with this issue.

6.3.7 Exit Autonomy

All subholons made certain commitments when they entered a holonic
structure. As long as this structure persists, these commitments bind the
members and they are not independent in this respect. Being able to exit
the structure therefore corresponds to a specific type of autonomy named
exit autonomy. The mentioned dependencies are described by the de-
sign parameters rules for inclusion and exclusion of subholons and rules
for termination of the holon. For example, the holon can be designed to
terminate after a single task, which leaves no autonomy to the subholons
to terminate the structure but instead guarantees a foreseeable end. On
the other hand, holons can be designed to be terminated by each mem-
ber (higher degree of autonomy), by the head members (difference in exit
autonomy between head and body members) or by only a single member
(small degree of autonomy).

6.3.8 Processing Autonomy

Processing autonomy expresses the dependence between several agents
that decided to merge into a single agent. As all of the formerly different
agents surrender all their abilities to process information, the autonomy
lost in this process is called processing autonomy. Most importantly, this is
influenced by the design parameters holon goal, membership restrictions,
mechanism for task delegation and rules for termination.

6.3.9 Summary

Several distinct types of dependencies in a holonic multiagent systems be-
tween the subholons can be identified. As Castelfranchi (2000) argues,
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such dependencies are directly linked to distinct types of autonomy. Table
6.3 summarises these types of autonomy and the corresponding holonic
design parameters. Note that “processing autonomy” relates to the com-
bination of several design parameters. The list is exhaustive in so far as
it covers the dimensions of autonomy determined by the holonic design
parameters. If new design parameters are added to FORM, it is most likely
that new dimensions of dependency and autonomy are introduced as well.

6.4 Bottom Line

Holonic multiagent systems have been identified as a well-suited mecha-
nism for modelling multiagent organisation. The level of detail of the defi-
nition for holonic multiagent systems in this chapter goes beyond previous
definitions. It gives a number of terms relevant for describing holons and
is more general. For example, our definition describes active and passive
holons, task holons and organisational holons, and atomic agent and ho-
larchy. Furthermore, as one of the difference to the definitions of Fischer
(1999b) and Gerber et al. (1999), it allows the head of a holon to consist of
any number of subholons as long as the set is not empty, which provides
an additional range of holonic organisations. To further specify the con-
cept of holonic multiagent systems, we showed similarities but also drew a
clear-cut distinction to holonic manufacturing systems. For the graphical
display of holonic structures we have presented an intuitive form of holon
diagram.

The central contribution of this chapter, and the theoretical contribu-
tion of this thesis, is the detailed discussion of the design parameters for
holonic multiagent systems. The design parameters determine such cru-
cial properties as membership rules, mechanism of internal delegation
and representation, holon goal and describe the design decisions to be
made to create a holonic structure. Beyond this framework we also pre-
sented an extensive list of options for each of each parameter. For ex-
ample, we listed a number of possibilities for the set of representatives or
the mechanism for terminating a holon. It turns out that the choices for
each design parameter are interwoven with the autonomy of the involved
agents. And it is not only a question of more or less autonomy in the sense
of a single scalar dimension. As we have shown, the choices for the differ-
ent design parameters incur dependencies on several dimensions, which
correspond to dimensions of autonomy that define holonic organisation.
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These dimensions of organisation define the antagonistic relationship be-
tween organisation and autonomy.

As a result, FORM allows to model a large set of different organisational
forms, if we freely combine all the different attributes of all design param-
eters 93312 different organisational forms are entailed by FORM’s model
of multiagent organisation. For the evaluation of our approach to multi-
agent robustness we need concrete instances of organisational forms in a
specific domain to test their effect. As organisational literature suggests,
there is not a single best organisational form for all circumstances in all
domains. In the next chapter we choose to model several different organ-
isational forms in our application domain, the basic supply web schedul-
ing.



7. Supply Web Coordination: An
Application of FORM

“The more complex the environment, the
more decentralized the structure.”

Henry Mintzberg, 1983: p. 138

The realisation of the general intuition by Gerber et al. (1999) of a spec-
trum of different organisational forms for holons between completely au-
tonomous and fully integrated holons was not possible so far due to two
shortcomings. First, a framework to describe different forms of holonic or-
ganisation was not available and second, a study of the relation between
organisational parameters and agent autonomy had not been conducted.
Precisely this basis has been provided by the work reported in the previous
chapter and we can now proceed to the definition of prototypical organi-
sational forms on this spectrum.

The forms of holonic organisation described in this chapter are not
chosen arbitrarily, but based on sociological studies of organisations that
exist in contemporary economy. To transfer the sociological description
of an organisational form to a holonic structure using our framework, we
use the ADICO grammar of Crawford and Ostrom (1995) to describe insti-
tutions of social systems as an intermediary tool.

7.1 Describing Institutions of Social Systems

Modelling organisations in a multiagent system requires the identifica-
tion of their basic characteristics and transforming them into algorithmic
form. The social science literature offers an analytical tool that can act as
an interface between the world of human organisations and the world of
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computer models: the ADICO grammar. ADICO was proposed in 1995 by
Crawford and Ostrom for the analysis of institutions in behaviour research
and game theory (Crawford and Ostrom, 1995). The authors view insti-
tutions as “enduring regularities of human action in situations structured
by rules, norms, and shared strategies, as well as by the physical world”.
According to their view, the basic principles that characterise and distin-
guish institutions can be expressed in linguistic statements. An important
assumption underlying this view is that not only explicit and formal reg-
ulations, but also implicit and tacit agreements can be expressed in this
form. The ADICO grammar suggests the decomposition of linguistic state-
ments into the five components attributes, deontic, aim, conditions, and or
else:

(A) Attributes: is a holder for any value of a participant-level variable that
distinguishes to whom the institutional statement applies (e.g., 18 years of
age, female, college-educated, or a specific position, such as employee or
supervisor).
(D) Deontic: is a placeholder for the three modal verbs used as distin-
guishing notions in deontic logic as described by von Wright (1977): per-
mitted, obliged, and forbidden.
(I) Aim: is a placeholder that describes particular actions or outcomes to
which the deontic is assigned.
(C) Conditions: is a placeholder for those variables which define when,
where, how, and to what extent an aim is permitted, obligatory, or forbid-
den.
(O) Or else: is a holder for those variables which define the sanctions to be
imposed for not following a rule.

To illustrate this, Crawford and Ostrom give an example for the transfor-
mation of a linguistic rule underlying the cooperative behaviour of a group
of people to the ADICO grammar:

All villagers must not let their animals trample the irrigation
channels, or else the villager who owns the livestock will be levied
a fine.

Analysis of this informal description using the ADICO grammar, translates
this rule into the following:

(A) Attributes: all villagers
(D) Deontic: forbidden
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(I) Aim: let their animals trample the irrigation channels
(C) Conditions: nil
(O) Or else: the villager who owns the livestock will be levied a fine

We use this notation in the following description of forms of organi-
sation to transfer sociological observations about the constituting institu-
tions of organisations to multiagent organisation. FORM, the framework
of design parameters from the previous chapter, guides this description by
spanning the design space for multiagent organisation.

7.2 A Concrete Instance of a Spectrum of
Holonic Organisation

For the evaluation of the effect of organisation on robustness, a theoretical
framework for describing organisation is not sufficient. Rather, we need a
set of concrete organisational forms to be instantiated and evaluated em-
pirically. Based on sociological studies of contemporary organisations in
today’s economy, we model seven organisational forms for holonic mul-
tiagent systems. These organisational forms mark distinct choices in the
space spanned by the holonic design parameters of FORM as introduced
in Section 6.2. We discuss them in the order of increasing coupling be-
tween subholons as shown in Figure 7.1. Note that the terms for these
organisational forms are used in the technical sense of describing types of
organisation and are not to be confused with the terms used e.g. in social
psychology (e.g. “group” is meant to be a kind of firm, as in “Bertelsmann
group”, and not a set of individuals).

Fig. 7.1: Seven types of holon organisation that are defined in analogy to
the sociology of economic organisations, arranged by the inten-
sity of subholon coupling.
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The choices in design space are based on empirical sociological re-
search on the creation of social forms of organisation (network building)
and social structure in the field of transportation and logistics (Dederichs
and Florian, 2002). The resulting models are also supported by literature
on the initiation and emergence of organisational networks composed of
formerly autonomous companies, for instance in the field of transporta-
tion and logistics (Gulati and Garguilo, 1999; Freichel, 1992; Jarillo, 1988).
The different forms we present here mirror also typical forms of organi-
sation occurring in a human society, and vary significantly in their design
paramters.

In our presentation we proceed from the most autonomous form of
coordination to organisational forms where agents partially give up their
autonomy and finally to a stage where agents completely surrender their
identity and merge into a single new agent (cf. Figure 7.2. The agents may
decide their degree of autonomy at runtime, shifting from an organisa-
tional type where they give up only little autonomy to a form where they
give up more autonomy and vice versa.

7.2.1 Autonomous Agents

This form of coordination is not of much practical use in the context of
DAI, but it provides a theoretical starting point. With agents that are fully
uncoupled, all agents that provide services do not interact with each other
to accomplish their tasks. The only interaction taking place is between
providers and customers. Using ADICO, this can be described as follows.

• Provider agents must not delegate to other providers.

Attributes: all provider agents.
Deontic: forbidden.
Aim: delegate to other providers.

Example: Figure 7.2(a) shows a setting of two customer agents C1 and C2

and a set of four provider agents E, F, G and H. The fully autonomous
provider agents are not performing any task delegation of any type among
themselves. Only the task of customer C2 that can be done by a single agent
is processed.
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Fig. 7.2: Overview of seven types of holonic organisation.



148 7. Supply Web Coordination: An Application of FORM

7.2.2 Market

Before agents choose an organisational form, they are initiating relation-
ships within a loosely coupled relationship based on case-by-case interac-
tion called market. According to the empirical studies of Dederichs and
Florian (2002), companies that jointly set up a new organisation (e.g. vir-
tual enterprises or alliances) or integrate other companies by acquisitions
(e.g. group) usually maintained already trade relations with these compa-
nies before. However, these trade relations do not necessarily incur com-
mitments for the future, as the transactions are based on one-time agree-
ments of trade. Nevertheless, companies often assign orders to the same
enterprise repeatedly, if they are satisfied with the quality and price of the
service. Still, these relationships are not formally structured and maintain-
ing trade relations with one company does not imply that orders could not
be delegated to any other enterprise in the future. The companies do not
appear jointly in the market, i.e. they do not have a joint representative.

• Provider agents may do task delegation by economic exchange to
other provider agents.
Attributes: all provider agents.
Deontic: permitted.
Aim: delegate to other providers.
Conditions: economic exchange is the used mechanism.

Therefore, agents in a market situation engage in task delegation based
on economic exchange, i.e. they exchange tasks and some kind of util-
ity. This implies that agents have relationships but they are not part of a
joint organisation. Interaction is short-termed, based solely on the eco-
nomic reasoning of the current interaction, and by agreement of all par-
ticipating subholons, the holon turns passive after the single task, which
defines the goal of the holon, is performed. Hence, no further rules for the
termination of the holon are necessary. Coupling between agents is de-
fined solely by economic exchange and agents can be members of many
holons at the same time. The provider agent that re-delegates parts of a
task acts as the holon head for this specific task. Essentially, this is the
setting of a holonic multiagent system consisting only of task holons. Ex-
ample: Provider agents are re-delegating tasks in a market by economic
exchange (see Figure 7.2(b)). The dotted border of the two holons shows
that these holons are task holons, i.e. they will turn passive after the single
job for which they were created, is done. The ability to collaborate allows
to perform jobs which exceed individual capabilities. Agent F is a member
of two task holons, which is allowed by this form of holonic organisation.
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Fig. 7.3: The Agent UML description of the Extended Contract Net with
Confirmation Protocol.

In this setting, several providers contribute different parts to a prod-
uct and combine it to the product requested by a customer. To improve
performance, we use an extension of the CNCP as coordination protocol,
which can more efficiently deal with the dependence between different
contributors. As mentioned before, the extended contract net protocol
was designed by Fischer et al. (1995) to enhance the CNP for use in scenar-
ios where capabilities of several agents need to be combined to answer an
initiators request. We use a similar modification to the CNCP to make the
same transition: the initiator only sends an accept-proposal message
if it finds a selection of agents that together can perform the requested job.
If only some but not all bidder agents can commit to perform the job, the
procedure requires a slight modification to the CNCP to tell agents to de-
allocate resources again. Therefore, we allow to send a reject-proposal
after the agree as shown in Figure 7.3. The augmented UML diagram (cf.
Figure 7.4)1 shows that the initiator needs to send a message of this type, if
only some but not all required subholons could be assembled for the job.
The resulting protocol is called the Extended Contract Net Protocol with

1 For a detailed description of the augmented UML diagram style see Appendix B
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Fig. 7.4: The augmented UML description of the Extended Contract Net
with Confirmation Protocol.

Confirmation (ECNCP) and it is the protocol used by agents in the market,
the virtual enterprise, and the alliance.

7.2.3 Virtual Enterprise

A virtual enterprise is a loosely coupled set of participants merging (pos-
sibly short-termed) their core competencies in order to produce a specific
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product not in the portfolio of any single agent. The aim of the collabo-
ration is to reduce investment costs by using the already available specific
resources (e.g. social, economic, and cultural capital) of other companies.
They choose this organisational type only for this specific product, hence,
they can be members in other organisations which produce other prod-
ucts and make use of their resources not allocated by the product of the
virtual enterprise to make profit. It is possibly the stage of initiating tighter
organisational coupling between the participants in the future (Kemmner
and Gillessen, 2000; Fischer et al., 1996).

The relationships between the companies are only to a small degree
structured by contract. Therefore, the creation of trust among the mem-
bers by gift exchange is very important to provide stability. Although the
participants remain economically and legally autonomous, they present
themselves as a single company in the market by using e.g. a common
company name, or a joint logo, but only with regard to the specific prod-
uct of the virtual enterprise. Any company joining the virtual enterprise
can act as a representative of the whole. As this is still a very loose cou-
pling between the individual companies, every single member can termi-
nate the collaboration unilaterally.

• All agents in the virtual enterprise may accept tasks from customers.

Attributes: all agents in the virtual enterprise.
Deontic: permitted.
Aim: accept tasks from providers.

• All agents may only engage in multiple organisations as long as they
were created for providing different kinds of products.

Attributes: all agents.
Deontic: permitted.
Aim: be member of multiple organisations .
Conditions: if the composed task that is the goal of the organisation
is the same.

• All agents may only ask agents outside the organisation for assistance
in performing the target task of the organisation if no other agent
inside the organisation has resources available.

Attributes: all agents.
Deontic: forbidden.



152 7. Supply Web Coordination: An Application of FORM

Aim: ask agents outside the organisation for assistance in
performing the target task of the organisation.
Conditions: unless no other agent inside the organisation has
resources available.

• All agents may delegate tasks to other providers by economic or gift
exchange; in this case they act as the holon head for these tasks.

Attributes: all agents.
Deontic: permitted.
Aim: delegate tasks to other providers by economic or gift exchange.
Conditions: they take over the role of the holon head for these tasks.

• All agents may terminate the holon, as soon as they consider the
membership in the virtual enterprise no longer beneficial.

Attributes: all agents.
Deontic: permitted.
Aim: terminate the holon.

The model of this organisational type introduces long-term social delega-
tion that is specific for a single type of composed task. However, agents are
still loosely coupled, every agent in the virtual enterprise holon can accept
tasks from outside the holon and act for this task as the head agent. If it
cannot solve the task by itself, it will then query other agents of the holon
first for assistance. The mechanisms used here are economic exchange,
and gift exchange. Gift exchange is used to strengthen relationships as they
are only loosely defined in terms of formal regulations and to pave the way
for tighter organisational types. The agent that is the holon head interacts
with its body agents in a similar manner as the customer with the provider
agents in the market stage. However, agents inside the virtual enterprise
are preferred and gift exchange stabilises the relationship. Any member of
the holon can veto its existence, i.e. every member has the ability to turn
the virtual enterprise into a passive holon.

Example: Agents E, F , and G form a virtual enterprise (see Figure 7.2(c)).
In this structure, all participating agents form the holon head. E receives
jobs (and even from different customers) as well as G. Both require F for
collaboration, hence F needs to coordinate processing with the two other
agents. E receives so many jobs, it also delegates some tasks of the type it
can perform by itself to its virtual enterprise peer G.
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7.2.4 Alliance

An alliance is different from the virtual enterprise in that it has a long term
contract among the participants and involves closer cooperation (Gulati
and Garguilo, 1999). The relationships among the companies are regu-
lated by a contract, which is the result of their negotiation. Alliances are
to a certain degree economically and legally integrated. The profit distri-
bution is regulated for all internal transactions in advance. Alliances are
founded to create at least one new product and as the companies are only
partially integrated they may provide other products outside the alliance.
Thus, they are generally allowed to join other organisations if they produce
other products. As most of the alliances are in some way legally integrated
they need to appoint a CEO (representative), which is done, depending on
legal requirements, by voting. Typically all member companies are equal
in vote. The inter-organisational relationships within the network are co-
operative rather than competitive or authoritarian. The representation of
the alliance incurs valuable reputation and contact to customer agents im-
plies (economic) power. If one of the members with many customer con-
tacts quits the organisation, this may cause some loss to the organisation,
as customers may prefer to interact with the agent they are already ac-
quainted with, even it is now member of a different organisation. Legal
integration in an alliance also means that membership cannot be ended
immediately or at least a compensation needs to be paid for the immedi-
ate exit.

• If a focal agent can be elected, it becomes the head of the alliance.

Attributes: an agent.
Deontic: obliged.
Aim: accept the social delegation by voting.
Conditions: if the agent is determined by voting to be the head.

In some cases, voting may not be successful. For example, if each
agent votes for itself, or if several agents which are equally powerful,
receive the same number of votes.

• After a head agent is identified, body agents must forward messages
about incoming tasks to their head(s).

Attributes: all body agents.
Deontic: obliged.
Aim: forward messages about incoming tasks to their head(s).
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In contrast to the virtual enterprise, the alliance has at most one head
holon, which communicates to the outside of the holon. Note that al-
though the body holons may not represent the holon, they can still be
addressed by other agents that assume incorrectly that a body holon
is a representative. It is the the body holon’s obligation to forward the
message to it’s head holon.

• The profit for performing a task is divided according to a ratio which
was determined on creation of the alliance.

Attributes: head agent.
Deontic: obliged.
Aim: to pay costs and share of the profit to the agents that
performed the task.

• All agents may terminate the holon immediately, as long as they pay
a fee to the other members.

Attributes: all agents.
Deontic: permitted.
Aim: terminate the holon.
Condition: the terminating agent pays a fee.

In order to decrease the incentive to join the alliance solely for collecting
this social capital, and to increase the stability of the organisation, a focal
participant that is not reliant on this increase in reputation, is appointed
by social delegation through voting in our model. The profit is distributed
among the head (representative) and all body agents by using economic
exchange and gift exchange. However, on creation of the alliance, agents
agree on a ratio that describes how profit is split between the head agent
and the body agents that are involved in performing the task. Although
every agent is allowed to terminate the collaboration, it needs to pay a fee
to compensate the other members for the cancellation of this agreement.

Example: Figure 7.2(d)) shows three agents E, F , and G that form an al-
liance. In contrast to the virtual enterprise, F and G are no longer allowed
to act as a head for the holon in this organisational form. If a body agent
receives an announcement for sending proposals, it has to forward this to
its head C, which will then continue the negotiation. If successful, the task
delegation occurs between the customer and the single head of the holon.
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7.2.5 Strategic Network

In contrast to the alliance, the strategic network the relationships between
the member organisations are rather authoritarian and not cooperative or
egalitarian. Typically, one company, which has a dominant position due to
its economic strength, acts as focal or ’hub ’ company. This means that this
enterprise coordinates the transactions between the members and takes
the position of the representative. Nevertheless, a strategic network is not
completely economically and legally integrated. The member organisa-
tions still remain autonomous, but they depend economically on the net-
work to a great extent as most of their transactions take place within this
organisational type. Therefore, memberships in multiple organisations
are possible but unlikely. Strategic networks are founded to gain or sustain
a competitive advantage by concentrating resources and the exploitation
of synergies. Member organisations typically provide similar but not iden-
tical services which are combined to a high-quality service by the network,
(i.e. in our model into a specific new product). Thus, a strategic network
provides an enlarged portfolio and it is more reliable than the previous
types of organisations, as by contract the focal participant has, yet still to a
limited extend, power over the actions of other participants (Jarillo, 1988).
Authority is introduced as the mechanism for task delegation and agreed
upon by contract. As the integration between members is more advanced
than in the alliance, an immediate termination of the organisation is not
possible.

• Body agents must inform heads about their cost function when join-
ing the organisation.

Attributes: all body agents.
Deontic: obliged.
Aim: inform heads about their cost function when joining the
organisation.

• Body agents must take orders from their heads, if they can allocate
enough resources for the task.

Attributes: all body agents.
Deontic: obliged.
Aim: accept delegation of tasks by authority from their head agent.
Conditions: can allocate enough resources for the task.
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Fig. 7.5: The Direction with Confirmation Protocol (DCP).

• All agents may terminate the holon, but this takes only effect after a
notice period has elapsed.
Attributes: all agents.
Deontic: permitted.
Aim: terminate the holon.
Condition: a notice period between announcement and
termination has been respected.

In our model of a strategic network, anticipated coordination is demon-
strated by the body agents’ obligation to announce their cost functions
when joining the organisation, as opposed to the previous types of organ-
isation where the head agent needed to request this information for every
task. As a consequence, it is possible to use a shorter protocol than the EC-
NCP: the Direction with Confirmation Protocol (DCP), see Figure 7.5. The
augmented UML diagram displayed in Figure 7.62 shows that the resource
allocation occurs on receipt of the request message and before sending
the agree message, but the phase of sending call-for-proposal and
proposal is saved. The agents agree by contract that profit is split by reg-
ulation as before in the alliance.

Example: Agents can participate in several holons at the same time, e.g.
in two strategic networks. In the example illustrated by Figure 7.2(e), agent
G is involved in two networks and receives payment (and tasks) from two
heads E and H. An important distinction between the strategic network

2 For a detailed description of the augmented UML diagram style see Appendix B
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Fig. 7.6: The augmented UML description of the Direction with Confirma-
tion Protocol.

and the alliance is that the body holon does not have the choice to accept
tasks but is obliged to perform tasks as they are delegated by authority.

7.2.6 Group

A group is different from a strategic network in that it is economically and
legally integrated either into a holding, by acquisitions of a parent com-
pany or by a control agreement. Typically, the social structure of a group
represents a bureaucracy or hierarchy with the most powerful company
(parent company) at the top. Accepted practice in a group of companies is
strictly regulated by a contract which is not the result of peer negotiation
between the involved companies, but fixed by the parent company. In or-
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der to guarantee consistency of these regulations, every company is only
allowed to be a member of this organisation and not to be involved with
any other (Freichel, 1992). Members of a group are typically restricted in
many ways: All products created by a group company are handled as prod-
ucts of the whole group. No group company (apart from the top company)
is allowed to create relationships with other external companies or cus-
tomers. The profit distribution is centralised. No single company (again:
apart from the top company) is allowed and able to regulate their internal
and external economic transactions autonomously. As a result of the in-
creased integration, the subordinate companies may not decide to exit the
group, only the superior company can make this decision. Some security
is given in this case to the subordinate company by a notice period before
the termination of the collaboration.

• The head agent pays each body agent variable costs plus a fixed in-
come per time unit.

Attributes: head agent.
Deontic: obliged.
Aim: to pay each body agent variable costs plus a fixed income per
time unit.

• Agents must not be body agent of more than one head agent.

Attributes: all body agents.
Deontic: forbidden.
Aim: to be body agent of more than one head agent.

• Only the head agent may terminate the holon, and this takes only
effect after a notice period has elapsed.

Attributes: the head agent.
Deontic: permitted.
Aim: terminate the holon.
Condition: a notice period between announcement and
termination has been respected.

Consequently, in our model, the relationships between the different parts
of a group are fixed by task delegation through authority. This is similar
to the strategic network, but the result of the single membership restric-
tion is that the head is informed about all tasks of each body agent. This
means that the body agents give up most of their autonomy to the head of
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Fig. 7.7: The Direction Protocol (DP).
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Fig. 7.8: The augmented UML description of the Direction Protocol.

the group and the head agent has knowledge about the internal schedule
of subordinate holons. Hence, there is no need for messages that confirm
that the subholon can do a task and we can use the shorter direction pro-
tocol (DP, see Figure 7.7), which centralises the creation of the schedule
in the head holon (cf. the augmented UML diagram in Figure 7.8).3 The
disadvantage for the head agent is that it is required to guarantee finan-
cial support in the form of a fixed income, no matter how many orders are
acquired.

3 For a detailed description of the augmented UML diagram style see Appendix B
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Example: Body agents are assigned tasks by authority as in the strategic
network but must decide for one group membership (see Figure 7.2(f)).
Agent G, which was part of two strategic networks in the previous exam-
ple, can only be subholon of one group at the same time. Note that the
delegation of a task of type Y that was an intra-holon delegation between
E and G in the previous example is now an inter-holon delegation from
E to the head of the other group, which re-delegates it to its subholon. A
direct delegation to G is not possible as it is a body holon, but delegation
is not very communication intensive, as the intra-group protocol requires
only two messages.

7.2.7 Corporation

The end of the spectrum of holonic organisation is the total merge of the
agents, i.e. all agents provide their knowledge and resources for the cre-
ation of a single new agent. This complete merge has been treated for pro-
duction systems by Ishida et al. (1992).

• There is no interaction between agents, as individual agents inside
the organisational form no longer exist.

Example: Agents E and F , G and H have merged into two new agents (see
Figure 7.2(g)).

7.2.8 Summary

In the previous section, we described a spectrum of forms of holonic or-
ganisation ranging from a loosely coupled form to complete integration.
This does not mean that agents necessarily need to use the whole spec-
trum during runtime. The choice of organisational form is a process that
depends on the current situation of all participating agents. Each individ-
ual agent can choose, depending on the situation in the multiagent sys-
tem, whether it is in its interest to proceed. As each organisational type
has advantages and disadvantages, it may well be, that the transition to a
tighter form of organisation is not beneficial in the light of the current mar-
ket situation. Also it is possible to skip an intermediate step if the environ-
ment requires it. It is also worth noting that each stage of the organisation
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Market Virtual En-
terprise

Alliance Strategic
Network

Group

TD Economic Econ./Gift Econ./Gift Authority Authority
exchange exchange exchange

SD Economic Econ./Gift Voting Authority Authority
exchange exchange

HG Task One Prod-
uct

One Prod-
uct

One Prod-
uct

All Prod-
ucts

MR No Restriction Restriction Restriction Exclusive
Restriction on Product on Product on Product Membership

PD Economic Econ./Gift Regulation Regulation Fixed
Exchange Exchange Income

HH One/All All One One One
TP After task Veto Payment Notice Notice

Period Period
IT Consensus Any Any Any Any head

subholon subholon subholon holon
P ECNCP ECNCP ECNCP DCP DP

Tab. 7.1: Overview of five types of holonic organisation. Rows specify for
each type the mechanism for task delegation (TD), social del-
egation (SD), the membership restrictions (MR), the goal (HG)
for which the holon was created, the mode of profit distribution
(PD), the role of the holon head (HH), the termination process
(TP), the initiator of the termination (IT), and the protocol used
for task assignment (P).

builds upon earlier stages, and only introduces new restrictions. There-
fore, we can speak of a total ordering of the organisational type and hence,
a spectrum of holonic organisation.

Table 7.1 gives a synopsis of five organisational forms that are practically
relevant and lists design parameters and their respective values plus the
task-assignment protocol. This overview omits the non-interacting agents
and the single agent, the two extremes of the spectrum. The properties
TD and SD define the mechanisms for task delegation and social delega-
tion as described in the matrix of delegation (see Section 6.2.1). Parameter
MR (membership restriction) can have the value ”restricted on product”,
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which means that the agent is free to chose other organisations to join, as
long as they were not formed for the same goal. It can also denote that
there is no restriction (as in the market) or that an agent is only allowed to
be member of one single organisation (as with the group).

Profit distribution (parameter PD) can be per task using economic ex-
change or gift exchange. Other possibilities for profit distribution imply
that agents agree during the formation phase of the organisation on how
profit is split between head and body agents (“regulation”, e.g. 10:90, 20:80
etc.) or that the head agent pays a ”fixed income” to the body agents, re-
gardless of the number of tasks performed. In this case, variable costs
are paid by the head plus a fixed income. The holon goal (HG) specifies
whether the holon produces only a single task, a single product or com-
bines resources for every job possible.

The role and the number of the holon heads is described by parame-
ter HH. In the virtual enterprise all agents can receive incoming tasks and
redistribute them. For the market the situation is to some extent up to in-
terpretation: Although there is only one task per holon and only one agent
is in charge of communication and coordination, all agents in the system
are allowed to accept tasks and then engage in coordination and commu-
nication. With the other organisational types the parameter is very crisp
again, as all other forms allow only a single point of access to the outside.

TP and IT stand for the termination process and the initiator of the ter-
mination. The used protocol is not a design parameter itself. But depend-
ing on the choices made in other design parameters (and the information
available to the head agent in advance) we can utilise one of three different
protocols (parameter P).

7.2.9 Example for Complex Holonic Organisation

The structure of an active holon can become very complex due to the op-
tion of every agent to join a number of holons of diverse forms at the same
time, and the necessity to do so in order to perform complex tasks. To
illustrate the richness of the presented model, we show some of the is-
sues occurring if a single agent needs to gather a set of collaborators using
FORM and the proposed organisational forms. Consider a customer C1

that wants other agents to do a job composed of tasks A, B, C, D, E, F, G,
and H (cf. Figure 7.9, arrows indicate the delegated subtasks). In this ex-
ample, C1 delegates the job to the holon represented by A1. This holon
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Fig. 7.9: An example constellation for a complex task holarchy.

consists of the single head A1 that performs part Hof the job and two other
atomic holons performing A and E. In addition, two non-atomic holons
are included. A3 got the award to produce BCDwith a virtual enterprise it
represents. Itself performs B from this composed part. The remaining part
is a special case: a group represented by A7 will, if the product for which
it was created is not requested, by definition make bids for any subset of a
requested product that the group with its members can provide. This can
be seen in the example by A7 receiving the award for FG, which does not
involve the collaboration of A9, but only agents A7 and A8.

Figure 7.10 shows the complex communication pattern that is required
to ensure that all participants of the task holon in this example can sched-
ule their sub-task. The diagram is an Agent UML sequence diagram, the
annotations refer to the performative of the message sent (above the ar-
row) and the protocol used (below the arrow). The customer uses a CNCP
to delegate the task to A1, which uses an ECNCP to interact with the other
holons participating in the task holon. The rest is a straightforward appli-
cation of the protocols. It remains to highlight the specialities that arise
with the nested use of protocols that comes with the nested structure of
the holon. One is the use of the ECNCP inside the virtual enterprise of
agents A3, A4, and A5. A3 receives the call-for-proposals from A1

and hence is the responsible head for this task. It sends messages to its
peer subholons inside the virtual enterprise. Although not visible by the
protocol, the agents recognise that this type of job is to be performed as
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Fig. 7.10: The communication between different holons in the example,
highlighting the cascading use of different protocols.

part of the virtual enterprise and they recognise the sender as one of the
holon heads. The other peculiarity is the behaviour inside the group made
up by agents A7, A8, and A9. The group uses a different protocol (DP) but
this comes only into play after the job is scheduled (note the inform mes-
sage at the bottom between A7 and A8). The main point of this figure is to
show how the nesting of the protocols, mirroring the nesting of holons as
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shown in Figure 7.9 and in which relationships different protocols come
into play (here: CNCP, ECNCP, and DP; the DCP is not used in this exam-
ple). After all accept messages have been sent and the task is done, the
inform messages contain information about the task result.4 The inform
message from A1, the head of the task holon, to the customer finalises the
procedure.

7.3 Self-Organisation and Adjustable Autonomy

7.3.1 Two Sides of the Same Coin

With the presented framework, agents can engage in these different kinds
of organisations by choice and hence, have to reason about which form of
holonic organisation with which set of agents is most profitable to them. In
this context it is most important that all types of organisation also involve
qualitatively different dependencies. We agree with Falcone and Castel-
franchi (2001) that “studying how to adjust the level of autonomy and how
to arrive to a dynamic level of control, it is necessary [to have] an explicit
theory of delegation (and trust), which specifies different dimensions and
levels of delegation, and relates the latter to the notion and the levels of
autonomy”. When stepping through the spectrum of organisational forms
as described in Section 7.2, not only did the agents intensify their level of
organisation and increase the delegation ties to other participants in the
organisation. They also lost autonomy step by step.

From single autonomous agents to pure market: Although this increases
the number of options for the agent, it also increases the dependence.
Delegating a task involves trust in that the delegate will actually perform
this task, which may be based on trust in task delegation by economic ex-
change (which in human societies involves a contract enforced by jurisdic-
tion). The delegating agent depends on the delegate to perform the task, it
is now beyond his power to control execution of the task.

From pure market to virtual enterprise: While the stage of pure market
relies only on the use of task holons, the relationship between subholons
in a virtual enterprise is more static. Subholons commit to produce certain

4 For eligibility, the accept-proposal is abbreviated to accept . Similarly, the first
message in the DP instance stands for a inform-ref while the other inform annota-
tions represent the inform-done performative.
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types of products only inside this structure and cannot commit to other
holonic structures to participate in pursuing this goal. Subholons forming
a virtual enterprise give up some of their goal autonomy.

From virtual enterprise to alliance: In the alliance, being the representa-
tive of the organisation is not allowed for all subholons. The constitutional
contract for the alliance requires that at any time, only one subholon is
head of the organisation. With this contract, agents give up the autonomy
to represent themselves, which they have in a virtual enterprise. This is a
pruning of the agent’s representational autonomy.

From alliance to strategic network: Here the crucial addition to the or-
ganisational structure is the mechanism of authority. In return to a guar-
anteed regular payment, body agents agree to accept orders by authority
of the head agents. This reduces the deontic autonomy of the agent.

From strategic network to a group: In both types of organisation, the
body agents have to accept the orders of their head agents. But in the
group subholons are not allowed to be member of other holons. In other
words, they are no longer permitted to have several head agents they re-
port to. So while a subholon of the strategic network can choose any num-
ber of head agents to maximise profit, the group body agent trades the
higher stability of the group for the autonomy of choosing other organisa-
tional contexts. Not as a direct consequence, but as a matter of efficiency,
this organisational form moves the planning process to the head. As it is a
single subholon that represents the group and it delegates by authority, it
follows that it also takes over planning to decrease communication effort
and consequently, body holons have no planning autonomy.

From group to corporation: This finalises the process of losing autonomy
by the loss of processing autonomy. Agents give up task execution, their
knowledge, and stop existing as individual entities and autonomy is com-
pletely turned over to the newly created agent.

The product of the end of the merging process is again a single agent
(the merge of several subholons into the corporation), which can partic-
ipate in other holons as a subholon. But this single agent is single on a
different level, as it possesses the resources of a set of previously indepen-
dent agents. Therefore, the process of going through the spectrum from
here takes places on a higher level of aggregation (all subholons integrated
now have become a single agent that is involved with other agents). Thus,
although we can speak of a spectrum from the perspective of restrictions
and autonomy, from the perspective of the holon it is a spiral that de-
scribes the increasing capabilities of the holon (cf. Figure 7.11).
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Fig. 7.11: Several runs through the spectrum of holonic organisation re-
sult in an upward spiral of the holonic structure while it keeps
incorporating other structures.

During runtime, agents can adjust their autonomy by choosing differ-
ent organisational forms. In this sense, the adjusting of autonomy and the
self-organisation of the population of agents is the same process, viewed
from two different perspectives. This concept of self-organisation corre-
sponds well to the work of Falcone and Castelfranchi (2001). In addition
to their work, we introduced different mechanisms, i.e. different types of
delegation with long-term consequences. The difference to their work be-
comes apparent, when we look at the reasons they state for an agent to
reduce its autonomy: the agent “will consider the received delegation (for
example providing sub-help and doing less than delegated) and its level of
autonomy in order to reduce it by either asking for the specification of the
plan (task) or for the introduction of additional control (example: ’give me
instructions, orders; monitor, help, or substitute me’)”. This reduction of
autonomy is concerned with the increase of involvement of the delegating
agent. However, in the work presented here, we have shown that in choos-
ing an form of holonic organisation, this reduction of autonomy is man-
ifested (and hence can be used by other agents to reason about agents’
behaviour) and is valid beyond the actions involved in performing a single
task: engaging in a group causes loss of planning autonomy, and a merger
results in loss of information autonomy by the individual agent but also
promises plenty of advantages. Also, the different delegation mechanisms
have different implications to autonomy: economic exchange is almost
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Type of Autonomy Critical for Nesting
Skill and resource autonomy n/a
Goal autonomy

√

Representational Autonomy
Deontic Autonomy

√

Planning Autonomy
√

Income Autonomy
Exit Autonomy

√

Processing Autonomy
√

Tab. 7.2: Overview of the Types of Autonomy that are Critical for Holonic
Nesting.

neutral, it involves only the loss of autonomy incurred by the delegation
itself, whereas gift exchange accepts a short-term decrease in utility, with
the trust in future reciprocity, depending solely on the good will of the in-
teraction partner. Authority obviously reduces autonomy tremendously,
while voting is a very foreseeable and limited reduction of autonomy.

7.3.2 Autonomy and Holonic Nesting

Although the recursive structuring of holonic multiagent systems allows
in principle the delegates of organisations to be part of other organisa-
tions (as described in the previous example constellation), it is precisely
the issue of autonomy that imposes restrictions on holonic nesting. Here,
the concept of autonomy again demonstrates that it is not a simple scalar
parameter but has qualitatively different dimensions. While some dimen-
sions are irrelevant for the nesting of holons, others impose limitations.
These limitations are necessary to prevent that a more ’liberal’ holon h2

becomes part of a more restrictive holon h1. This situation would be con-
tradictory as then the subholons of h2 could circumvent the restrictions of
h1. For example, if h1 allows only the head holon to exclude a subholon
(highly restrictive), but h2 allows all its subholons to quit h2 as they wish,
all subholons of h2 could quit h2 and thereby effectively remove h2 from h1,
thus circumventing the rules of h1. Hence, without limitations for nesting,
body agents of holon with a higher degree of autonomy would be intro-
duced to a holon that introduced to an organisational form that in contra-
diction requires more restrictions on their autonomy.
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A summary overview of the types of autonomy critical for nesting in
this sense is given in Table 7.2. The choice of profit distribution or the set of
holon heads for the substructure does not constrain the income autonomy
or representational autonomy of the superstructure. All other types of au-
tonomy need to be available on the superstructure as well. If the subholon
can freely choose which jobs to perform, then so must the superholon.
Otherwise super- and subholon could run into conflicting commitments.
It is clear that if the subholon has deontic autonomy then the same must
hold for the superholon. If the subholon has planning autonomy, then the
superholon must also be master of its own schedule (the same holds for
processing autonomy). Exit autonomy must be passed on to the super-
holon level as well. If not, the structure could face the paradox situation
that it has no exit autonomy, but all subholons could use their exit auton-
omy and then the superholon would in fact no longer exist, without having
the autonomy to decide to stop existence. Skill and resource autonomy is
not applicable to this discussion, as the question of a superholon implies
by its very nature that several subholons combine their efforts to pursue a
common goal and hence are skill and resource dependent. In other words,
it is clear that in order to collaborate, skill and resource autonomy must be
traded off and is therefore not something that can be preserved in collab-
oration, let alone nested collaboration.

7.3.3 Summary

By analysis of the increasing organisational coupling of the subholons of a
holon, we have come to the conclusion that this process directly relates
to the process of restricting the autonomy of the subholons. From our
point of view, self-organisation is the deliberate choice of an organisa-
tional structure for a given environment. In other words, self-organisation
and adjustable autonomy are two perspectives on the same process.

As holonic multiagent systems provide the notion of recursive struc-
turing, it is especially important to pay attention to conflicts created by
the nesting of organisations. In general, the nesting of holons is restricted
by the autonomy granted to the subholons by the organisational form. Al-
though there are some types of autonomy that are irrelevant in this respect
(e.g. representational autonomy), the general rule is that nested holonic
structures may not provide more autonomy than the surrounding struc-
ture. For the concrete set of forms of holonic organisation described here,
the rules of holonic nesting based on types of autonomy result in the fol-
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lowing restriction. As the spectrum of organisation is based on the increas-
ing dependence of agents where in no step from the left to the right new
autonomy is introduced, holons can safely be nested as long as the sub-
holon is of the same organisational form or of a form further to the right
on the spectrum.

Depending on the available holonic structures, the required tasks at
runtime can form complex intra- and inter-holonic relationships. As these
complex relationships are not only of theoretical but also practical impor-
tance, we proceed with the next chapter to a description of an implemen-
tation to test the presented holonic forms in the supply web scheduling
domain.

7.4 Bottom Line

In this chapter, we used the framework FORM from the previous chapter
to describe a set of seven concrete organisational forms for holonic mul-
tiagent systems. The models for these forms were taken from sociological
literature on economic organisations and were transferred into forms of
holonic organisation by configuring the design parameters of FORM. They
showed an elaborate use of the design attributes offered by FORM. The
chosen forms of organisation are arranged on a spectrum describing the
autonomy of the involved subholons, ranging from fully autonomous to
fully incorporated. In this discussion, autonomy is not viewed as a single,
scalar dimension, but rather as a complex concept consisting of several
dimensions, which are influenced by different the design parameters.

We view the process of self-organisation as the process of deliberately
choosing to join a specific set of other agents in holons of a specific form.
The possibility to be member of several holons, to nest holons, and to
have different opportunities creates the possibility for complex structures.
We showed that process of self-organisation is also the process of flexibly
managing autonomy: engaging in a holonic structure means in general
to give up autonomy on some level and keeping autonomy on another.
Hence, the process of self-organisation in the meaning used in this thesis
and the process of adjustable autonomy can be viewed as two sides of the
same coin.



8. JTOM: A Self-Organising and Robust
Multiagent System

This chapter describes a simulation platform for a self-organising multia-
gent system that implements the Framework for Organisation and Robust-
ness in Multiagent Systems (FORM) presented in the previous chapter. The
aim of this system is to show the performance of different organisational
forms in the Supply Web Scheduling domain. We discuss issues related to
the agent design as well as the construction of a high-performance, special
purpose multiagent platform, the Java Testbed for Organisation in Multia-
gent systems (JTOM).1

8.1 Introduction

JTOM is a simulation platform that we built using our experience with the
Social Interaction Framework (SIF; Schillo et al., 1999) and an early proto-
type that first instantiated FORM, which was created using FIPA-OS (FIPA-
OS, 2003). Evaluation of the FIPA-OS prototype showed that FIPA-OS is
not able to support even a medium-sized population of socially complex
agents (between 500 and 1000 agents) on one platform, and distributing
agent populations of this size resulted in extremely slow processing.

For the evaluation of medium-sized simulations as intended for the
evaluation of FORM, this performance was not acceptable. As a conse-
quence, the development with FIPA-OS was stopped, and it was decided to
build a lightweight agent-platform from scratch and re-design the agents.
The performance increase of JTOM over its FIPA-OS-based predecessor
even on a single machine is impressive. In a benchmarking scenario with
one hundred agents, JTOM performed the scenario about one hundred

1 The application is available from http://www.virtosphere.de/schillo/JTOM
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Fig. 8.1: Overview of INTERRAP , the architecture underlying the JTOM
agent design.

times faster. Some of the experiments reported in the next chapter were
only made possible with this performance increase.

JTOM consists of an agent platform providing a communication chan-
nel, an agent template, a set of classes for the handling of interaction pro-
tocols, and a graphical user interface. The design of the interaction proto-
cols adheres to FIPA standards, and therefore some code for the protocol
handling inside the agents could be re-used from the FIPA-OS prototype.
The general design of the agents involved is conceptually based on the IN-
TERRAP (INTEgration of Reactivity and RAtional Planning) architecture
(Müller, 1996). This architecture divides the decision-making process into
three layers according to three different competencies (cf. Figure 8.1). An
agent’s perception is channelled through the layers until it reaches a layer
that is designed to adequately deal with it. Each layer has an associated
knowledge base that assists its layer in processing perception.

In the following we first discuss the general architecture of the agents
created for the evaluation of FORM according to the three INTERRAP lay-
ers. This includes the processing of interaction protocols and the commu-
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nication necessary for creating and changing holonic structures (cf. Figure
8.1). Finally, we present details of the simulation platform and explain how
to use the platform for running experiments and capturing experimental
data.

8.2 Social Planning Layer of a JTOM Agent

The social planning layer is the centre of a JTOM agent. It coordinates
the management of organisational memberships and keeps track of the
involved social commitments. As the basis for deciding when to engage in
new organisational relationships it also maintains models of current, past
and prospective partners.

8.2.1 Models of Other Agents

The model, which A has of another other agent X is divided into two main
parts. First, agent A registers whether they are both members of the same
holon (we discuss this in more detail in the next section). Second, A gath-
ers data on the volume of tasks that has been passed on between them or
performed collaboratively. The latter is relevant when deciding whether to
increase organisational bonds between agents, or when creating an organ-
isation in the first place.

The data is structured as follows. A notes the volume of tasks that was
delegated from X to A, this is the incoming history. In analogy, A registers
the amount of tasks it delegated to X in the outgoing history. Both val-
ues are the summation of the value of the tasks delegated as determined
by economic exchange. In the case that tasks are delegated by authority
or voting, the variable costs incurred by the corresponding resources are
noted. If tasks are delegated by gift exchange, the value stored in both the
incoming and outgoing history represent the resource value, but in ad-
dition the value of the exchanged gift is stored either in the outgoing gift
history or the incoming gift history. In case two atomic subholons did not
delegate to each other but received parts of a task from a common head
holon, it is necessary to note that they have collaborated in this fashion.
This is done in the co-history. In a nutshell, these five values approximate
the intensity of collaboration between agents.
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A1

A2

A3 A4

Fig. 8.2: Example holon constellation for the illustration of the manage-
ment of agent models.

Example. Assume that a customer agent A1 delegates a task to a holon h
and pays 12 units for taking care of the task. Holon h consists of a head
agent A2 which delegates parts of the job to its atomic subholons A3 and
A4 (cf. Figure 8.2). In this example, each body holon receives a gift of half
a unit, as the holon head is interested in binding them to the holon h and
no strong organisational ties have been created yet. Also, the body holons
receive five units as compensation for their efforts. This transfer of pay-
off results in the following agent models (cf. Table 8.2, which displays the
models of agents A2, A3, and A4). In the described process, agent A2 first
notes the incoming job of value 12 in its model of agent A1. Then it records
the delegation of two subtasks to the subholons in its models for A3 and A4

in the outgoing history and then stores the gifts given to them. As the task
of net value 10 was performed together this is registered in A2’s co-history
with A3 and A4. Agents A3 and A4 make the symmetric entries in their
model of A2 and note the collaboration between themselves in their co-
histories. These values are the basis for the agents A2, A3, and A4 to decide
whether to increase their organisational bonds.

8.2.2 Creation of Organisational Relationships

The models of other agents are used to determine whether an agent should
suggest the creation of an organisational holon including suitable partici-
pants. As described in the previous section, this preference is computed by
taking into account the trade history between the agents. According to our
definition (cf. Definition 7), self-organisation is the choice of individual
agents to engage (a) with a chosen set of other agents in (b) a selected pat-
tern of interaction that is (c) analogous to that of a sociological form of or-
ganisation. The pattern of interaction is described as the design decisions
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made for the holon at creation time as described by the design parame-
ters of FORM. We now look more closely at parts (a) and (b). This section
deals with the creation of new organisational holons and their organisa-
tional links according to the design of a virtual enterprise, while Section
8.2.4 investigates the change of an existing holonic structure.

In many application domains of multiagent systems, the system de-
signer does not know the optimum sets of collaborators for the deployed
system at design time. Therefore, it is necessary to endow agents to decide
at runtime on the set of collaborators by themselves. Our model assumes
that the holon consisting of such a set first interacts in a market fashion,
until the trading history exceeds a threshold. This threshold expresses that
decreasing autonomy by introducing an organisational link is outweighed
by the economic advantages. In JTOM, this threshold can be varied by
changing the field buddyThreshold in class AgentModels .

The decision of whether to build an organisational holon is made using
a graph algorithm designed by Knabe (2002).2 The nodes of the graph for
this algorithm are the agents that participate in the completion of the cus-
tomer’s job. Each agent checks its trading history with the other agents and
selects those whose trade volume exceeds the threshold. This equals an
agreement to collaborate with these agents and all agreed collaborations
are represented by an edge in the graph. Once all agents have computed
their connections, the graph is checked for connectedness.

If the graph is connected, the organisation is created. A node does not
need to be connected to every other node, but there should be a path from
it to every other node in the set. The reasoning behind this is that an or-
ganisation should be “glued together” by the experience of profitable rela-
tionships, but it is not necessary that every member interacts directly with
all others. Before building this new organisation, each agent has to check
whether this organisation would conflict with its existing organisations or
its plans of changing its membership in existing organisations. As we ap-
ply the spectrum of organisation as described in Section 7.2 the type of
organisational holon that is created is the virtual enterprise.

Our approach in JTOM adds the ability to integrate non-atomic holons
to Knabe’s approach. For example, if an existing holon for a task of type
AB collaborates with agents for types C and D our implementation of this
algorithm allows to create a holon for ABCDconsisting of the latter atomic
holons and the composed holon. This allows for quicker creation of larger
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Models of agent A2 Models of agent A3 Models of agent A4

I O C GI GO I O C GI GO I O C GI GO
A1 12 - - - - - - - - - - - - - -
A2 - - - - - 5 - 10 0.5 - 5 - 10 0.5 -
A3 - 5 10 - 0.5 - - - - - - - 10 - -
A4 - 5 10 - 0.5 - - 10 - - - - - - -

Tab. 8.2: The models of all agents in the example as they are held by agents
A2, A3, and A4 (I - incoming, O - outgoing, C - co-history, GI -
incoming gift, GO - outgoing gift).

structures from existing substructures, and speeds up the adaptation of a
multiagent system to its task environment.

8.2.3 Models of Organisational Relationships and
Organisational Commitments

In the agent implementation of JTOM, the knowledge about organisational
relationships is stored in a LinkedList for each organisational form, i.e.
one list for virtual enterprises, one list for alliances, etc. Each of these lists
contains an Organisation object that contains various details necessary
for the specification of the holon:

head Describes the set of head holons.

body Describes the set of body holons.

moneyEarnedThisRound Accumulates the income of the agent that was
created inside this holon.

roundOfCreation Describes the round when the organisation was cre-
ated. This fact is important when analysing the income for the agent
via this holon since its creation and is part of the basis for deciding
whether the holon is worthwhile or should be terminated.

In addition, the class Organisation defines the thresholds for upgrad-
ing the organisation and its termination. All of this knowledge is implicit,

2 The work by Knabe also provides the necessary agent interaction protocols.
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and follows from the type of the organisation. Hence, the constraints im-
posed by the commitment to different organisational forms are guaran-
teed to be satisfied by a fixed procedure to change the organisational form
of the holon (see the next section). A new approach building on JTOM
is presented by Hahn (2004), who encodes the form of organisation in a
’gene’, such that all different combinations of the design parameters can
be realised to apply genetic algorithms for evaluating forms of holonic or-
ganisation.

8.2.4 Change of Organisational Relationships

If agents decide to create an organisation as described above, they form
a virtual enterprise, the organisational form with the least commitment
necessary. This organisational form can be changed to a form with more
commitment if the collaboration in the organisation has shown to be prof-
itable for the participating agents (we call this process ’upgrading’). Also,
it can be resolved if it turns out that the organisation is inefficient and the
agents are better off working in a market relationship again.

Upgrading the organisational form occurs along the spectrum of au-
tonomy, i.e. the first upgrade of a holon ends in an alliance, which can
be upgraded to a strategic network, to a group, and finally, to a corpora-
tion (cf. Figure 8.3). All organisational forms except the corporation can
be resolved (this is specified in the holonic design parameter dealing with
holon termination of the corporation). For the subholons of the organisa-
tional holon this means that they start out as detached holons (typically,
but not necessarily, atomic holons; see above), which can upgrade to a vir-
tual enterprise, where each participating holon is equally privileged. The
next upgrade leads to a differentiation among the subholons into head and
body members. Repeated upgrading leads to a merging of the holon into
a corporation.

Organisations that turn out to be inefficient do not downgrade to the
holonic form that precedes the current one in the spectrum. Rather, the or-
ganisational holon resolves completely. As the organisation turned out to
be mal-adapted to the current customer demand and the holons are com-
mitted to a specific product currently not demanded, keeping the same
structure (even in a more loosely coupled form) is not of advantage. A res-
olution of the holon on the other hand offers more options for new holonic
groupings (and hence economic success). Note that in contrast to human
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Fig. 8.3: A graphical illustration of the sequence of possible forms of mem-
bership of an agent inside the different modelled forms of holonic
organisation.

organisations keeping the holon and changing its product type is not an
option, as agents in our model cannot change their resources at runtime.

The decision of whether to keep, upgrade, or resolve an existing organ-
isation is jointly made by all subholons: each subholon votes for one of
the three options. Subholons choose how to vote based on the volume
of jobs they have processed via this organisation during the last rounds.
Jobs they have processed as single agents or as members of other holons
are not considered here. If this volume exceeds the threshold defined in
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field upgradeThreshold of class Organisation , the agent votes for up-
grade. If it is below the threshold defined in field resolveThreshold of
class Organisation , the agent votes for resolve.

The design parameters for the termination of a holon determine, which
set of subholons is allowed to terminate the holon, and under which con-
dition. If the design parameters for the termination of a holon are set to
handling all subholons equally, any subholon can terminate the holon.
If no subholon votes for termination, the holonic form is kept unless all
subholons agree to upgrade. As a basic condition for upgrading, all sub-
holons need to check whether the proposed change would conflict with
restrictions of other holons in which they are a member. For example, an
agent that is simultaneously in a strategic network and an alliance cannot
upgrade the strategic network to a group without violating the restriction
that members of a group may not be members of other organisations at
the same time.

To reflect that organisations are long-term commitments and to avoid
exceeding reorganisation in the system, organisational holons remain in
their current form for a minimum number of rounds, after which they
are reevaluated each turn. This number of rounds is defined by constant
ORGMIN DURATIONof class Enums.

8.2.5 Membership Conflict Resolution Algorithm

Since the design parameters of FORM for holonic organisation result in a
number of constraints, not any holonic constellation can be allowed with-
out risking conflicting commitments. As described in the previous section,
FORM allows in general that agents are members of several organisations
at the same time, and hence, building new organisations or changing ex-
isting ones can violate the membership restrictions of (existing) organisa-
tions. For example, a strategic network cannot change its organisational
form to a group if one of its agents is a member of another organisation.
We need to define a procedure to identify potential conflicts between dif-
ferent organisation change proposals. Such a procedure is given by Knabe
(2002, see Algorithm 2 for a description in pseudo code):

• If building a new organisation would conflict with an existing organ-
isation, do not build the new organisation.
• If upgrading a strategic network to a group would conflict with an

existing organisation, do not upgrade to group.
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Algorithm 2 Membership conflict resolution algorithm by Knabe (2002).
1: procedure ResolveConflicts (orgs: existing organisations of this agent,

orgsToBuild: new proposed organisations for this agent)
2: agentInGroup?← false
3: for all OF in {V E, All, SN, GROUP} do
4: for all org in orgs[OF] do
5: if org.proposal != RESOLV E then
6: lock org.product
7: if OF = GROUP then
8: agentInGroup?← true
9: for all newOrg in orgsToBuild do

10: if agentInGroup? = true or newOrg.product is locked then
11: newOrg.proposal← RESOLV E
12: else
13: if newOrg.proposal = UPGRADE then
14: lock newOrg.product
15: for all org in orgs[SN] do
16: if org.proposal = UPGRADE and more than one product is locked

then
17: org.proposal← KEEP

• If upgrading a strategic network to a group would conflict with build-
ing a new organisation, do not upgrade to group.

In summary, the highest priority is to keep existing organisations, followed
by building new organisations, while upgrading to a group has lowest pri-
ority. Other upgrade conflicts cannot occur, as the product specific to an
organisation is the same before and after the upgrade, so that upgrades
other than strategic network to group do not change membership restric-
tions. They can be treated as if the organisation proposed to keep its form
(Knabe, 2002).

8.3 Local Planning Layer

In the basic supply web scheduling problem, provider agents have limited
resources. This means that during each time unit, they can produce only
a limited capacity of a given product type. When deciding whether the
agent can fulfill an incoming job, it has to check if it has enough capacity
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before the deadline to execute the new job together with the jobs it has
already accepted. In order to solve the basic supply web scheduling prob-
lem agents first need to be able to solve this local scheduling problem. The
overall scheduling problem is solved by the combination of local resource
scheduling and scheduling between agents by negotiation on the social
planning layer.

The basis for local scheduling is the earliest-deadline-first algorithm
(EDF) by Liu and Layland (1973). This algorithm always schedules the task
with the earliest deadline and has been shown to be optimal in the sense
that it finds a schedule for all tasks if it exists. As a side-effect, it also pro-
duces the schedule with the shortest flow time (the sum of spans between
ready time and completion time over all tasks is minimal). For our pur-
poses this algorithm was extended, as we not only schedule a task in one
processing unit, but a task may consist of several subtasks that each need
to be scheduled before the deadline and at minimal cost.

Example. Assume a job j4 that consists of two subtasks A and B to be
completed before a deadline of time t = 5, while two agents (agent 2 and
agent 3) make bids for the part B of different height (agent 2 is cheaper
than agent 3). The extended contract net protocol deals with this issue as
described above (cf. Section 7.2.2). The result of an application of this pro-
tocol is the scheduling of both subtasks (scheduling only one of the sub-
tasks would not deliver the full product) and the change of the schedules of
two agents (cf. Figure 8.4). In this example agent 1 is awarded the subtask
A, and agent 2 commits to provide B. The effect of EDF is that each agent’s
schedule is revised if necessary. Such a revision is shown in the schedule of
agent 1. When the example negotiation starts it already has a valid sched-
ule consisting of jobs j1 and j2. Within this schedule there is no room to
complete A for j4 before t = 5. EDF however, changes the sequence of j3

and j4 as after this change they both can be provided in time. Agent 2 is
not required to make such changes, it only has a job j3 in the schedule and
j4 does not interfere with j3.

8.4 Behaviour-Based Layer

One of the decisions made on this layer of the agent architecture is that if
the agent receives a call-for-proposal for a type of job it does not pos-
sess the appropriate type of resource it sends a refuse message. This does
not require an elaborate scheduling process but can be done via a simple
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Fig. 8.4: The previous schedules of agents 1 and 2 (left), and the schedules
after inserting a new job j4 with deadline 5 and capacity 4.

look-up in the resource table. Also, as the commitment for a task needs
only to be made if a accept is received, the proposal that the agent sends
contains only the price. As we assume a constant cost function, this ac-
tion is also only a single look-up performed in the behaviour-based layer.
There are two further parts of the behaviour-based layer that do not re-
quire an elaborate deliberation process. One is the forwarding of incom-
ing call-for-proposal messages to the head if the agent is only a body
subholon (cf. Section 7.2.4 and the design parameter ’set of holon heads’).
The last action determined in this layer deals with self-organisation: if the
agent receives an invitation to join another holon it first checks if it already
is part of a holon that requires exclusive membership. If this is the case, no
further deliberation is necessary to reject the request. Otherwise, this re-
quest is passed to the social planning layer.

The behaviour-based layer also provides the basic communication be-
haviour of the agents in terms of knowledge about the correct process-
ing of protocols and how replies need to be structured. This supports the
higher layers of processing and centralises this knowledge in one layer.
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8.5 The Simulation Platform JTOM

8.5.1 Command Line Interface

JTOM is implemented in Java and is started with the following syntax:

java -jar JTOM.jar [ options] file1.cfg file2.org

Both files are facultative. If not specified, JTOM will look in the current
working directory for a default.cfg or a default.org , respectively.
The tool informs about its options when started with the -h flag (cf. Table
8.3). A simple call to start the graphical user interface without any specific
options is:

java -jar JTOM.jar -g

In order to experiment with one of the scenarios used in the evaluation of
JTOM, run for example:

java -jar JTOM.jar -d 12 -ml 12 -g 103.cfg 103.VE.org

Data output of a simulation using the command line interface consists of
a header, the actual data arranged in columns and a footer. The following
is an example of such a header:

Config file: 103.cfg Org file: 103.VE.org

JTOM configured for simulation.

Start time: Mon Dec 29 23:56:04 MET 2003

Using 107273853586 to initialize random number generator.

Population size in first round: 360

Running for 20 rounds.

Not allowing self-organization.

Message limit is set to 12 messages.

Round 10 forces 12 agents to drop out (-d flag is set).

Most of this information is self-explanatory, suffice to say that the footer
contains the information of when the simulation is finished and is given
in the same format as the start time in the header. Hence, information of
the expected end of a series can easily be estimated if the log of the first
run is available. The actual data is arranged in columns. Table 8.4 lists
the columns and explains the corresponding output. Although the sum of
the measures Number of Jobs Failed (NJF) and Number of Jobs Done (NJD)
equals the number of jobs scheduled, this measure is included for cross-
checking. The sum of Number of Jobs Scheduled (NJS) and the Number
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Option Function
-g Enables the graphical user interface, default is the

command line interface.
-rs n Sets the random seed to n, by default the system

chooses a random seed based on the current time
in milliseconds.

-ml n Sets the message limit to n messages. This option
overrides any program-inherent constant.

-vml n Sets the variable message limit to n percent. This
option overrides any program-inherent constant.

-d n Forces n agents to drop out.
-rounds n Sets the number of rounds to n.
-so Enables self-organisation. The default is to not al-

low self-organisation.
-noUpgrade With this flag the organisations are not able to up-

grade. Setting -so at the same time allows agents
to create organisational holons but not to change
them.

-debug Prints debug messages.
-h Prints this information.

Tab. 8.3: Overview of the JTOM command line options.

of Jobs Not Scheduled (NJNS) equals the number of jobs requested by the
customers.

8.5.2 Graphical User Interface

Figure 8.5 shows the main view of the graphical user interface of JTOM.
The pane on the left displays the number of the current round and pro-
vides buttons to start or continue the simulation, and to pause the sim-
ulation. The ’step’ button is only active if the simulation is paused and
allows to execute only a single round at a time for facilitating step-by-step
observation of the simulation. The three tabs ’information’, ’statistics’ and
’relationships’ determine the view on the system (the screen-shot in Figure
8.5 displays the ’relationships’ view). Clicking the information tab displays
general information on the current simulation like for example the num-
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Column Data in column
round The number of the round the data in a row refers to.
SINGLE The income made using task holons.
VE Total income made in this round inside virtual enter-

prises.
ALL Total income made in this round inside alliances.
SN Total income made in this round inside strategic net-

works.
GROUP Total income made in this round inside groups.
CORP Total income made in this round inside corporations.
PRICE Total price paid by customers.
ANOM Number of messages for auctions (total in this round).
SNOM Number of messages for self-organisation (total in this

round).
NJNS Number of jobs not scheduled.
NJS Number of jobs scheduled.
NJD Number of jobs done.
NJF Number of jobs failed.
RAtt Number of recoveries that were attempted.
SuccR Number of successful recoveries.
HD Number of jobs failed to the failure of a head agent.
MEANFT Mean flow time.
MAXFT Maximum flow time.
SEED Random seed used for this simulation run.

Tab. 8.4: Overview of the different columns of the JTOM command line
output.

ber of agents, the number of rounds that the simulation should run, the
message limit and the configuration files used.

The ’relationships’ view directly allows to see the organisational links
between agents (cf. Figure 8.5). The legend at the bottom explains the dif-
ferent graphical elements of the display. Agents are either represented as
circles (provider agents) or squares (customer agents). Links between the
agents stand for the delegation of tasks. Black lines indicate a task dele-
gation in the market fashion, and shorter links indicate a higher number
of such interactions. The rest of the colour coding of the links between
agents is explained in the legend at the top: blue links stand for virtual en-
terprises, etc. In addition, the head of a holon is marked by a ring of the
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Fig. 8.5: Screenshot of JTOM showing the ’relationships’ view.

same colour. For example, agent number nine is the head of the strategic
network and the agents 16 to 19 of the virtual enterprise form the head of
the holon.

The ’statistics’ view (cf. Figure 8.6) provides a tool for a quick statisti-
cal analysis of the simulation at runtime. The choice list at the top lets the
user select the performance measure to display, in this example this is the
number of jobs scheduled. All performance measures that are reported in
the command line output can also be examined in this view. In addition,
it draws the graph of the values over the complete number of rounds sim-
ulated so far and gives an overview of the general trend of the attribute.

To allow running the system in batch mode on a server or a remote
machine, the graphical user interface is an optional part of JTOM and can
be invoked via -g when starting the system (for all command line options
see the previous section).
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Fig. 8.6: Screenshot of JTOM showing the ’statistics’ view.

8.5.3 Control Flow

The simulation platform JTOM is controlled by a central unit implemented
in the class Controller , which allows us to stop and start the simulation,
and which collects data during each round for later processing. As shown
in Figure 8.7, every round in a JTOM simulation consists of a first period
for administrative purposes and three communication phases. The ad-
ministrative period is used to include new agents as specified in the con-
figuration by the experimenter (for scenarios with a scaling agent popu-
lation) or to let agents drop out in a predefined pattern (in the drop-out
scenarios). After this phase, all provider agents process concurrently all in-
tentions of changing current organisations as well as creating new organ-
isations. These intentions are shaped as described above on the grounds
of the previous experiences with other holons. Then the actual auction
phase starts, triggering customer agents to announce their requests. Also,
provider agents that need to re-delegate tasks in order to recover them
from agents that proved to have dropped out, start the required auctions
in this phase. All other auction-related communication is triggered by
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Production phase
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Organisation phase

Administration  

nm21

nk21

nl21

Start of Round End of RoundTime

Fig. 8.7: Sequence of phases in a round of a JTOM simulation.

these processes. The last phase is the production phase, after which agents
send inform-done messages to inform agents that the delegated tasks
have been completed. After this phase, the controller starts the next round
which is made up of the same phases.

Each phase is made up by a sequence of ’ticks’ , the number of which is
only determined at runtime, depending on the length of communication
sequences. Such a tick-based communication has been used before by
Turner and Jennings (2001) and is only briefly described here. In the sys-
tem of Turner and Jennings, as well as in JTOM, each agent has an inbox
containing all messages sent to it in the last tick, and an outbox contain-
ing the messages it wants to send. A tick consists of two phases: a send
phase and a run phase. In the send phase, the controller removes the mes-
sages from all outboxes and delivers them to the recipients. At the end of
the send phase, all outboxes are empty. After the send phase, agents start
the run phase, in which they process the messages in the inboxes. For ex-
ample, an agent that finds a call-for-proposal in its inbox will react to
this by evaluating the job and putting either a refuse or a proposal mes-
sage in its outbox. The tick ends when no inbox contains a message. If no
outbox contains a message, then the phase ends. The sequence of com-
municative acts over the ticks is organised by conversations, where each
conversation is a protocol instance, specified by the kind of protocol it in-
stantiates (e.g. ECNCP, DP) and an identification number. Each commu-
nication act refers to a conversation via this identification number so that
each agent can infer e.g. to which outgoing request an incoming message
replies.
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8.6 Bottom Line

This chapter described the Java Testbed for Organisation in Multiagent
systems (JTOM), which is a prototypical implementation of our organisa-
tional model for multiagent systems and the design paramters of FORM.
This Java-based implementation provides both an agent implementation
and the runtime system for simulation. A JTOM agent is structured as a
three-layer architecture in analogy to the INTERRAP architecture. These
layers cope with social decision making, local planning and reactive be-
haviours. The special focus of JTOM is the social layer, as is shown by its
elaborate modelling and decision making features for processes of holonic
organisation. All organisational aspects of FORM necessary for modelling
the basic supply web scheduling domain are provided. In addition, the
software provides several useful features for simulation analysis: specific
simulations can be re-run, JTOM provides a view on established organ-
isational links between holons, formatted simulation data output, and a
statistical view to analyse performance data at runtime.
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9. Empirical Evaluation

“There is no such thing as ’good organisation’
in any absolute sense. Always it is relative;
and an organisation that is good in one con-
text or under one criterion may be bad under
another.”

W. Ross Ashby (1968)

This chapter evaluates the set of forms of holonic organisation created us-
ing FORM (cf. Chapters 6 and 7) using the test bed described in the pre-
vious chapter. To this end, we first establish some general performance
properties of the different organisational forms and compare their perfor-
mance. Building on this basic comparison, the remainder of the chapter
is devoted to investigating the effects of organisation on the robustness of
a multiagent system under the three perturbation scenarios characterised
in Chapter 4.

The results of this chapter are not based on brittle statistics. A few num-
bers illustrate the amount of the conducted simulations: in the course of
the experiments which where conducted over 18 months, in 1 500 simula-
tions, more than 500 000 agent instances have been created (5-1000 agents
per simulation, depending on the scenario). Running on the PC cluster of
the computer science department, all simulations required a total of more
than 3 400 hours. These numbers exclude the efforts for test runs, explo-
rative studies and experiments conducted with early versions of the sim-
ulation software and the presented model. The amount of investigations
made it necessary to write software to automate simulation execution and
data aggregation. To the best of our knowledge, an investigation of this
scale in agent complexity, social complexity and population size is with-
out precedence.
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9.1 Methodology

Empirical evaluation is used to analyse the effects of parts of the presented
model for holonic organisation. To this end, several kinds of studies are
employed. First, we study properties of the system without perturbation,
to analyse the implementation’s capabilities. Second, we investigate the
change in performance under perturbations to test the robustness of dif-
ferent forms of holonic organisation. In the latter studies we also vary
other parts of the configuration to explore a larger space of environments
and the performance of the organisational forms. The differentiation be-
tween (i) independent and (ii) dependent variables that is fundamental to
empirical research corresponds in our case to (i) the configuration of the
system and the defined perturbations on the one hand, and (ii) the perfor-
mance measures on the other.

For the reader’s convenience the results of the empirical investigations
are prepared in graphical form and analysed in accompanying sections on
the different investigations. These results were obtained using the simula-
tion platform JTOM, verification of the presented data is supported by the
detailed information on the configuration of the simulations in Appendix
C. The presented data is averaged data (secondary data, reproduced in
Appendix D) over a set of simulation runs to deal with probabilistic vari-
ations during the simulations that are due to concurrent agent activities
and the sequentialisation of communication inside an agent. The original
data sets (primary data) are of considerable size (36 Mb) and are enclosed
on CD ROM.

To obtain simulation data, an array of computing machinery was used.
Programming and initial testing was performed on an Apple PowerBook
G4 (1GHz, 1GB RAM), on which the system was also programmed. Most of
the data collection was done on the computer science department’s PCs
running Linux. Care was taken not to disturb everyday use of the com-
puter lab by students. Therefore, data collection took only place at night
time. For the simulations dealing with scalability a Sun Sparc Ultra server
was required, because the Java virtual machine running on this platform
allows for allocating larger amounts of heap memory (Mac OS and Linux
Java virtual machines are restricted to a maximum heap size of 1GB). The
Sun server was also used for explorative studies and pre-tests to determine
parameter combinations showing most clearly the investigated features
before going into mass data collection. Several scripts (written in ’python’)
were developed to automate the process of data collection: we developed
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scripts that were triggered by a cron job and started automatic login to
the Linux PCs at night, started simulations, and created summaries of the
data. This provided a convenient and almost automatic way of distributed
data collection.

9.2 Comparison of Organisational Forms
without Perturbation

Before we can measure robustness, we first need a better understanding of
the properties of the multiagent system and the different holonic forms of
organisation without any perturbation. Therefore, we evaluated a number
of performance measures in different configurations that each consist only
of holons of one type of organisation. Such experiments allow us to anal-
yse the properties of each organisational form without interference with
holons of other forms.

9.2.1 Rate of Unassigned Jobs Across Organisational
Forms

Hypothesis: The rate of unassigned jobs in the system is independent of
the form of holonic organisation.

Scenario: The scenario consists of sixty customer agents, each requesting
one job of type ABCper round. The population of provider agents
consists of 180 agents, sixty agents for each of the basic task types
A, B, and C. Out of the sixty agents, twenty agents have a resource
with variable costs of four units, twenty with costs five, and twenty
with cost six. In the case of the market configuration, no collabora-
tion structure is predefined, in the other configurations agents with
matching types and equal costs are joined to form an organisational
holon (e.g. one agent for type A, one agent for type B, and one agent
for type C, all with cost six).

Detailed Configuration: In Appendix C.1, on page 272.

Independent Variables: We ran six configurations, one for each of the fol-
lowing organisational forms: market, virtual enterprise, alliance, stra-
tegic network, group and corporation.

Dependent Variable: As performance measure we investigate the Rate of
Unassigned Jobs in the system per round.
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Fig. 9.1: Rate of unassigned jobs of all six organisational forms. Agents in
the virtual enterprises are least successful in assigning jobs.

Results for Rate of Unassigned Jobs: Figure 9.1 shows the results for the
rate of unassigned jobs of all six organisational forms. The rate de-
creases slightly for all organisational forms, because the agents learn
which providers can provide which resources by building up their
preferences in the agent models. The market configuration is able
to quicker adapt in this fashion than the organisational holons. Sur-
prisingly, the Rate of Unassigned Jobs is significantly higher for agents
in the virtual enterprise than for the other organisational forms (we
investigate this effect in the next experiment). Apart from that, there
is no signification differentiation between the forms of holonic or-
ganisation.

A number of unassigned jobs even if the system has sufficient re-
sources is not uncommon in settings where the task cannot be com-
pleted by a single agent and other agents need to be sub-contracted.
This is a result of our choice to trade-off solution completeness for
communication reduction using the statistic approach from Chapter
5 in combination with task-assignment protocol.

Note that agents only act as organisations if the jobs requested re-
quire the products matching to the goal of their organisational holon.
Otherwise, they act as single agents in a market relationship. In this
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Fig. 9.2: Number of messages for the virtual enterprise if all or just one
agent make up the holon head.

investigation we designed customer demand to match the configu-
ration of the provider holons.

9.2.2 Verification of the Behaviour of the Virtual
Enterprise

Hypothesis: The lower performance of the virtual enterprise in the previ-
ous investigation is due to the parameter “holon head”.

Scenario: The scenario is identical to the previous investigation As before.

Detailed Configuration: In Appendix C.8, on page 272.

Independent Variables: We the virtual enterprise configuration from the
previous investigation, but reconfigured the virtual enterprise such
that only one subholon acts as head. Apart from that, the implemen-
tation is identical.

Dependent Variable: We measure the Rate of Unassigned Jobs.

Results for Rate of Unassigned Jobs: The results of this experiment show
that restricting the head of the virtual enterprises to just one sub-
holon improves the performance (cf. Figure 9.2). For this condition
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Fig. 9.3: Number of messages of all six organisational forms. The number
is highest for the market.

the performance is of similar quality as the other types of holonic or-
ganisation in the previous investigation. We conclude that allowing
all subholons to be part of the holon head decreases performance,
i.e. increases the rate of unassigned jobs.

9.2.3 Number of Messages Across Organisational Forms

Hypothesis: The number of messages in the system will be lower for or-
ganisational forms with less autonomous subholons. Since the pro-
tocols for organisational forms with less autonomous subholons use
fewer messages, it is reasonable to expect that the total number of
messages in such configurations will decrease. However, we are still
required to empirically evaluate this hypothesis because it might be
possible that other unforeseen factors influence the number of mes-
sages and interact with the effect of shorter protocols.

Scenario: As before.

Detailed Configuration: In Appendix C.1, on page 272.

Independent Variables: We ran six configurations, one for each of the fol-
lowing organisational forms: market, virtual enterprise, alliance, stra-
tegic network, group and corporation.

Dependent Variable: We measure the Number of Messages.
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Fig. 9.4: Number of messages for types of organisational holons. Virtual
Enterprise and Alliance are less efficient than the other three or-
ganisational forms. More hierarchical forms use fewer messages.

Results for Number of Messages: Figure 9.3 displays the number of mes-
sages of all six organisational forms over one hundred rounds in one
diagram. The number of messages is significantly higher for single
agents than for the other organisational forms.

Figure 9.4 leaves out the task holons and focuses the five forms of or-
ganisational holons. It shows that the number of messages is about
the same for the virtual enterprise and the alliance, with both be-
ing significantly less efficient than the strategic network, the group,
and the corporation. The explanation for this is that the virtual en-
terprise and the alliance are both based on a full internal Extended
Contract Net with Confirmation Protocol, whereas the strategic net-
work leaves out the proposal phase, the group the proposal and the
confirmation phase, and the corporation all internal communica-
tion. Hence, the communication measured in the last configura-
tion is only the one between customers and providers). All graphs
show a slight decrease in required communication, which mirrors
the fact agents improve their models of other agents, and find match-
ing holons more easily. This slight decrease correlates with a similar
decrease in the Rate of Unassigned Jobs.
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9.2.4 Influence of Message Limit on Task-Assignment

Hypothesis: Restricting communication increases the rate of unassigned
jobs in scenarios with single agents more than in scenarios with other
organisational forms.

Scenario: As before.

Detailed Configuration: In Appendix C.1, on page 272.

Independent Variables: The message limit of the agents, i.e. the number
of protocol-initiating call-for-proposal messages allowed to be
sent per auction initiator, was set to 27 as in the previous investiga-
tion. This corresponds to fifteen percent of the provider population.
Here, the configurations of the previous investigation are repeated,
but with a lower message limit of 18, i.e. ten percent of the provider
population, to evaluate the effect of this restriction on the quality of
the task-assignment.

Dependent Variable: We measure the Rate of Unassigned Jobs.

Result for Rate of Unassigned Jobs: Figure 9.5 shows the results of an in-
vestigation repeating the configurations of the previous investigation
but with a smaller message limit. For all organisational forms, we
plotted the Rate of Unassigned Jobs in scenarios with message limit
18. In general, the graphs exhibit a similar behaviour as with the mes-
sage limit of 27. But this investigation shows that even decreasing the
message limit by one third leads to a significant, yet still not catas-
trophic, increase in unassigned jobs. This evaluates the combination
of the protocol redesign and the statistical approach from Chapter 5
and shows that they degrade gracefully if the message limit is chosen
stricter. This result is an important for further investigations in the
respect that it shows that the investigations are not sensitive to small
variations of the message limit.

If the message limit is reduced by the system designer from 27 to 18,
it becomes more important that the providers asked for a proposal
have a high probability of being able to perform the task. Agents that
form an adapted organisation whose product matches the product
requested by the customer, can rely more on their partners to have
the capacity required for the task or parts of it, and should therefore
be less negatively affected by the lower message limit than agents
who have no such relationship to other providers. In this fashion
we can explain that more authoritative organisational forms, like the
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Fig. 9.5: When reducing communication to a message limit of 18, the dete-
rioration of the performance measure is limited and different for
the organisational forms.

group, are even less affected by the reduced message limit than less
centralised forms of holonic organisation.

9.2.5 Analysis

The result of the analysis of the performance of the system delivers two
main results. First, the message limit has a definite on the Rate of Unas-
signed Jobs, but even a very large change in the message limit does not have
a catastrophic effect on performance. Hence, this parameter is easy to cal-
librate, its effect on the outcome of the investigations is limited. The Num-
ber of Messages used for task-assignment confirms what can be expected
from an analysis of the protocols used by the organisational forms: organ-
isational forms that use the same protocol have the same performance,
shorter protocols reduce the number of messages used. An exception is
the virtual enterprise, which uses the same protocol as the market condi-
tion and the alliance, but performs significantly worse.
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9.3 Robustness Against Dropout Agents

In this first investigation on the robustness of different holonic forms of or-
ganisation, a number of provider agents are chosen to simulate a ’dropout’,
which means that their resources no longer create products. Every job that
relies on a task from such a resource becomes a failed job. The general idea
is that by using organisation, a communication structure is established,
which allows monitoring that is better if the type of organisation is tighter.
The better the monitoring is, the earlier the monitoring agent can discover
a dropout and at least be able to recover the other tasks it delegated to that
agent.

9.3.1 Recovering Tasks from Dropout Agents

Hypothesis: We hypothesise that decreasing autonomy, i.e. increasing de-
pendence and control, improves the detection of dropout agents. In
consequence, we assume that the recovery of tasks assigned to these
agents is more successful.

Scenario: One hundred and twenty customer agents are split into three
groups emitting each round one job of type AB, BC, and AC, respec-
tively. All groups stop after round ten. There are 240 provider agents
in the system. Eighty provider agents have a resource that can do a
task A, 80 have a resource that can do a task B, and 80 agents have a
resource that can do a task C. In round ten, twelve provider agents, i.e.
five percent of the provider population, are randomly chosen to sim-
ulate a ’dropout’. All simulations run for twenty rounds. The corpo-
ration cannot provide monitoring because the other holonic forms,
as the subordinate agents have merged and no interaction occurs be-
tween them any more. Therefore, the corporation is not considered
in this investigation.

Detailed Configuration: In Appendix C.2, on page 274.

Independent Variables: We ran the following configurations. In the mar-
ket configuration, agents choose partners to form task holons match-
ing the customer demand. In three configurations, each consisting of
either virtual enterprises, alliances, or groups respectively, agents are
defined to be members of organisational holons that match one of
the product types requested by the customers. The strategic network
acts in this scenario identical to the alliance (which is confirmed by
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pre-tests with similar scenarios), therefore the analysis for the stra-
tegic network is based on the data available for the alliance. Each or-
ganisational holon consists of four agents. A holon for ABconsists of
two agents able to perform A and two agents able to perform B, the
same holds for the holons for BC and AC. This yields sixty different
organisational holons. In organisations that allow multiple member-
ship (the virtual enterprise, the alliance, and the strategic network),
we configure ten percent to have an overlap. This means that out of
sixty organisations with each two agents for A and two for B, we have
six organisations with two agents performing A and four agents per-
forming B, but all B agents also belong to another organisation de-
signed for jobs of type BC. The same ’cross-over’ is used for the other
combinations of types.

Dependent Variable: Number of jobs failed. One could also measure the
number of jobs done, but we prefer this ’inverse’ performance mea-
sure1 as it highlights that the interest in this investigation lies in the
amount of failure propagated and not so much in what is achieved in
terms of scheduling. All values are the average over 500 runs for each
configuration.

Results for Number of Jobs Failed: Figure 9.6 displays the results for this
investigation. Due to the fact that twelve agents drop out, and that
the dropout is only recognised by them not returning a subtask, this
number of jobs cannot be completed before the deadline. Therefore,
the Y-axis of Figure 9.6 starts at twelve.

Of the different organisational forms, the most significant difference
is between the task holons (market) and the organisational holons.
There is a slight difference between the group and the other organi-
sational forms. As the alliance and the strategic network exhibit iden-
tical behaviour in the ways relevant to this investigation (single head
member, multiple memberships, and product specific holon goal),
no significant performance differences occur under agent dropout.
The virtual enterprise shows a higher difference to the latter two con-
ditions than the group.

1 This is means that performance is measured and a small value for the measure is
preferred over a large value (similar to measuring the number of messages, where a small
number is preferred).
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Fig. 9.6: The number of jobs failed across the different organisational
forms.

9.3.2 Analysis

In general this result shows that the hypothesis is validated: with increas-
ing control (and decreasing autonomy of the holon members), the ability
of a holon to monitor and diagnose subholon failure increases. The dif-
ference is particularly clear with the difference between task and organi-
sational holons. Table 9.1 shows an overview over the results, expressed as
percent of the total amount of jobs scheduled. It demonstrates this cor-
relation, but also highlights the robustness of the organisational holons
compared to the market, assuming a robustness threshold τ = 2, 5%. As is
also shown in Figure 9.6, this difference is quite significant. Furthermore, it
is higher than the differences between the different organisational holons.

9.4 Robustness Against Scaling of Agent
Population

This section reports on three investigations dealing with scaling of agent
population. The first study directly measures the increase in communica-
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Holonic form Max. performance
difference d

Robust with
τ = 2.5%

Market 2.72 %
Virtual Enterprise 2.35 %

√

Alliance 2.04 %
√

Strategic Network 2.04%
√

Group 1.95%
√

Tab. 9.1: The maximum increase in performance measure number of
failed jobs in percent above the performance without perturba-
tion (small values are better).

tion for each holonic form under population scaling and compares the re-
sults for the different holonic forms. The other two studies are concerned
with holonic multiagent systems, in which holons are allowed to change
their form of organisation dynamically, and hence, self-organise. In the
first study with self-organisation, demand of the customer agents grows
with the provider population by analogously increasing the customer pop-
ulation. While the customers demand in this investigation at any stage the
same type of tasks, in the second study with self-organisation the demand
(or job profile) changes over time. The way the job profile is changed re-
quires the provider agents to quickly integrate the provider agents new in
the population into existing holonic structures.

9.4.1 Scaling of Population with Analogous Scaling of Job
Profile

Hypothesis: Based on the fact that less autonomous holonic forms re-
quire less communication (cf. Section 9.2.3), we hypothesise that this
differentiation shows effects under population scaling. We expect
that not only is the communication load smaller in less autonomous
forms, but also the additional communication load incurred by the
increase in population is smaller.

Scenario: We start the simulation with two hundred provider agents. They
are divided into four groups of 25 agents that can each perform one
of the task types A, B, C, and D and fifty customer agents. Every cus-
tomer emits one job request of type ABCDper round. In round eleven,
another four provider agents with the same division in one agent per
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Fig. 9.7: The increase in number of messages required to solve a task as-
signment problem under a two percent increase in population,
given a multiagent system consisting only of holons of one type of
organisation.

task type and one customer agent enter the simulation. This cor-
responds to a two percent increase in population. From then on,
the population remains constant. Here, the number of jobs, i.e. the
number of customers increases in constant relation to the number of
provider agents.

Detailed Configuration: In Appendix C.7, on page 284.

Independent Variables: We ran six configurations, one for each of the fol-
lowing organisational forms: market, virtual enterprise, alliance, stra-
tegic network, group and corporation. All conditions are repeated
one hundred times, the data presented is the average over all runs.

Dependent Variables: Increase in number of messages in percent, deter-
mined as the difference between the number of messages before and
after the round in which the additional agents enter the population.

Result for the increase in number of messages in percent: Regarding the
number of messages needed for task fulfilment (cf. Figure 9.7), we
observe a significant difference between task holons and organisa-
tional holons. The fact that the organisational holons already match
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the pattern of the requested jobs is responsible for a large perfor-
mance difference. The other performance differences replicate our
finding of the initial performance investigations, namely that the dif-
ferences between the performance of the organisational holons cor-
relates with the differences in task-assignment protocol. This leads
to the large difference between the strategic network and the forms
further to the left in the figure, and smaller differences to the right.

9.4.2 Scaling of Population with Self-organisation and
Analogous Scaling of Job Profile

Hypothesis: Qualitative scaling, i.e. the introduction of organisation as
a complex social mechanism, improves a multiagent system’s abil-
ity to cope with the quantitative scaling of task-assignment. It is as-
sumed that in order to scale the task-assignment problem, the cus-
tomer population is scaled at the same rate as the provider popula-
tion and does not change the type of requested tasks.

Scenario: We start the simulation with one hundred agents, which are di-
vided into four groups of twenty agents that can each perform one
of the task types A, B, C, and D and twenty customer agents. Every
customer emits one job of type ABCDper round. Every ten rounds,
another one hundred agents with the same division of four by twenty
agents per task type plus customers enter the simulation. This con-
tinues until round one hundred, from which point the population
remains constant with one thousand agents scheduling two hundred
jobs requiring four collaborators each in each round.

Here, the number of jobs, i.e. the number of customers increases in
constant relation to the provider agents. After round one hundred,
we let the simulation continue to run for twenty rounds to observe
the effect of a longer period allowing for adaptation to a constant job
demand.

Detailed Configuration: In Appendix C.3, on page 277.

Independent Variables: We ran his scenario with two different configura-
tions: first, only with agents in a market relationship (task holons)
and second, with agents that are enabled to engage in organisational
structures, and can self-organise according to the current customer
demand. Both conditions are repeated ten times, the data presented
is the average over all runs.
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Fig. 9.8: The number of messages per round required to solve a task as-
signment problem (blue line represents pure market scenario,
purple line represents performance of the self-organising agents).

Dependent Variables: For analysis, the results we receive are divided into
three different performance measures: Number of messages, number
of completed tasks and income. The latter shows the distribution of
tasks to different forms of holonic organisation.

Result for the Number of Messages: Regarding the number of messages
needed for task fulfilment (cf. Figure 9.8), we observe a noticeable
difference between market and organised agent. Although both con-
figurations have in common that the number of exchanged messages
increases every time new agents appear in the system (i.e. in round
11, 21, 31, 41 and so on), the number of messages between the mar-
ket agents increases faster, while the organised agents compensate
for the messages they exchange with the added agents in the subse-
quent rounds.

Result for the Number of Completed Tasks: The result for the number of
completed tasks (not depicted) is almost identical for market and
organised agents. This is remarkable as it is not ruled that the self-
organising agents specialise on types of tasks (e.g. ABCand BCD) do
not combine to the overall job required by the customer (e.g. ABCD).
This result allows us to directly compare the other parameters.

Result for Income: Figure 9.9 shows for every form of organisation the
portion of the total income of each round the organisational form
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Fig. 9.9: Proportions of incomes for each type of organisational form
per round under increase of the provider population every ten
rounds.

produces. It is easy to see that revenue is not distributed evenly. Un-
til the first organisational forms come into existence, only the market
relationship generates revenue. The large share for this organisation
is strengthened whenever new agents without organisational links
enter the population (every ten rounds, illustrated by the peaks of
each graph every ten rounds). After five rounds, the thresholds for
building organisational holons is exceeded and virtual enterprises
come into existence and claim revenue. Ten rounds later the first
upgrades from the virtual enterprises are made, and alliances gen-
erate revenue. The absolute number of virtual enterprises does not
decrease, because other single agents that entered the population in
round ten, create virtual enterprises and add to the revenue of this
form. The corporation shows a more continuous increase of income
than the single agents who increase their income only as a result
of new agents entering the system. Note that both the corporation
and the agents in a market relationship share the attribute to be one
inseparable agent, and there exists one crucial difference between
them: the single agent has the resource to fulfil one task type (either
A, B, C, or D) and needs to find collaborators for each job, whereas the
corporations have the resources to execute tasks with type ABCD. The
revenue of agents interacting in market style increases up to round
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ninety but decreases when no further agents enter the system. From
this point, all agents have time to adapt to the constant customer de-
mand and upgrade their organisational holons without further per-
turbation.

9.4.3 Scaling of Population with Self-Organisation and
Varying Job Profile

Hypothesis: Qualitative scaling, improves a multiagent system’s ability to
cope with quantitative scaling of task-assignment with changing job
requests. It is assumed that in order to scale the task-assignment
problem, the customer population is scaled at the same rate as the
provider population and changes the type of requested tasks.

Scenario: We start the simulation with fifty customer agents that request
one job of type ABeach round. In addition, fifty provider agents with
resource of type A, and fifty agents with resource B are present. As
in the scenario before, the population is configured to allow each
requested job to be done. However, this time the customer agents
change their requested product. From round twenty-one on, the re-
quest jobs of type ABC, from round 41 on type ABCDand so on. Cor-
respondingly, we scale up the amount of providers in the population
by fifty agents every twenty rounds. The provider agents that enter
the simulation possess a new type of resource. In round twenty-one,
fifty agents with resource of type Center the system, in round 41 fifty
agents with resource of type D join the others, etc. So the population
starts with one hundred provider agents and is scaled up until round
81 from which on the population remains constant at three hundred
agents scheduling fifty jobs, which require two to six collaborators.
Here, the number of jobs is constant, but each customer requires that
more and more agents collaborate to fulfil its requests. As in the pre-
vious investigation, we let the simulation continue for twenty rounds
after the next population increase would have occurred (round one
hundred) in order to observe the effect of a period allowing for adap-
tation to a constant job demand. This time, however, the task for new
agents is not to find other agents to create holons for solving the jobs
for (also new) customer agents, but to integrate with the already ex-
isting holons in the population.

Detailed Configuration: In Appendix C.4, on page 279.



9.4. Robustness Against Scaling of Agent Population 209

0

5000

10000

15000

20000

25000

30000

35000

0 10 20 30 40 50 60 70 80 90 100 110 120

Round

N
u
m

b
e
r 

o
f 

M
e
s
s
a
g
e
s

Fig. 9.10: Number of messages under scaling of the provider population
including changes in the job profile (blue line represents market
scenario, purple line represents performance of self-organising
agents).

Independent Variables: We ran this scenario with two different configu-
rations: one with and one without self-organisation. For both con-
figurations we averaged the data over ten runs.

Dependent Variable: Number of messages.

Result for the Number of Messages: The number of messages required in
this scenario is shown in Figure 9.10. The data shows that, as in the
previous investigation, self-organisation allows for a considerable re-
duction of messages required for solving the task-assignment. Again,
the arrival of new agents that are not integrated results in peaks that
decline as the process of self-organisation reduces the number of
messages.

9.4.4 Analysis

This section shows two different kinds of results concerning the robust-
ness against the scaling of the agent population. First, we investigated the
communication increase under a single increase for each holonic form.
Table 9.2 gives an overview over the results and shows the clear correla-
tion between increasing coupling of the agents and lower increase in com-
munication. Second, we investigated population scaling in combination
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Holonic form Max. performance
difference d

Robust with
τ = 5%

Market 12.09 %
Virtual Enterprise 5.09 %
Alliance 5.16 %
Strategic Network 3.51%

√

Group 3.22%
√

Corporation 3.15%
√

Tab. 9.2: The maximum deviation in performance measure Number of
Messages under increasing the population by two percent.

with the ability of self-organisation. Our experiments show that allowing
agents to scale qualitatively, i.e. to engage in more complex forms of social
interaction, assists quantitative scalability. The presented framework for
holonic organisation, which allows agents to form types of collaboration
inspired by human organisation, creates a meso level of sociality inside
the system. Our quantitative experiments show improved scalability for
two settings, which both involve population sizes between one hundred
and one thousand complex agents (quantitative scalability). All agents ex-
hibit a socially differentiated behaviour that creates a micro and a meso
level of sociality (qualitative scalability).

More generally, the results show that agents in organisational holons
have scalability advantages compared to interacting market agents. First
of all, the number of messages that have to be exchanged to manage the
planned tasks is remarkably lower. This is confirmed by the popular fact of
sociological and organisational theory that stable social relations, which
develop as a result to recurrent contacts and cooperative actions of agents
support reproduction of relationships under environmental changes. As
a consequence, any previous successful cooperation leads to further co-
operation in future tasks, if they are of the same type and the same abil-
ities are needed, and finally lead to building organisations. The agents,
integrated in the same holon continue to intensify their relations, so these
holons become more stable and reliable.



9.5. Robustness against Change in Job Profile 211

9.5 Robustness against Change in Job Profile

In this investigation we evaluate the robustness of the holonic forms un-
der a change of the types of the tasks that are requested by the customers.
This change in job profile represents a perturbation that requires flexibility
from the provider holons (cf. Section 4.1.2). We compare the ability of the
different organisational forms to adapt to a new job profile. This is mea-
sured by the price composed of resource cost, organisational costs and a
fixed profit rate. While resource cost and profit rate is invariant across the
investigation, organisational costs vary according to the number of organi-
sational holons the agents engage in at any time. Hence, the quick adapta-
tion of organisational structures to the current customer demand, i.e. the
termination of latent holons, is of economical advantage. We investigate
this advantage in two settings: one with a single change of job profile and
one where the job profile changes periodically.

9.5.1 Single Change in Job Profile

Hypothesis: We hypothesise that with increasing autonomy of member
agents in an organisational form, the organisational form performs
better under a single change in the job profile.

Scenario: We assume that the system so far has adapted well to a constant
profile of requests of customers to jobs of type ABCD. In each simula-
tion, we provide for each customer four provider agents, each capa-
ble of a different sub-task of the job. Then, in round eleven, the job
profile changes into CDEFand is constant from then on. The chal-
lenge for organisational holons in this configuration lies in demon-
strating two things: recognising that some parts remain the same (CD
remains constant), while others change (EF replaces AB in the cus-
tomer demand).

Detailed Configuration: In Appendix C.5, on page 281.

Independent Variables: We ran six configurations of this scenario, one
for each of the following organisational forms: market, virtual en-
terprise, alliance, strategic network, group, and corporation.

Dependent Variables: In order to evaluate the flexibility of the forms of
holonic organisations, we measure the prices which they request for
their services. As the prices are comprised by organisational costs
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Fig. 9.11: The prices paid by the customer in each round, customer de-
mand is changed in round eleven. Different organisational
forms can adapt with different speeds and incur higher or lower
prices.

and fixed costs, any maladapted holon can be recognised by an in-
crease in these costs. We measure and average price paid and accu-
mulated difference in price paid in one hundred runs for each config-
uration.

Result for Price Paid: Figure 9.11 shows the prices that the different or-
ganisations demand from the customers per round. Round eleven
marks the change in customer demand from ABCDto CDEF. The mar-
ket configuration does not react to this change as the agents organ-
ise only in task holons that become passive after each round and
each new round invokes new negotiations for the next task holon.
When customer demand changes, the provider agents do not have
to change their way of coordination. However, for organisational
holons the situation is different.

The low prices in rounds one to ten are based on the fact that the
agents are inside a single organisation that is made to perform tasks
of type ABCDrequested by customers. The higher plateau that all or-
ganisational forms reach in round eleven results from the now differ-
ent situation: agents must pay for the organisation they are in (and
group and corporation have increased costs due to idle subholons),
but this organisation is not able to fulfil the customers’ requests. As
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no organisational holon exists so far that can do CDEF, the participat-
ing agents able to partially fulfil the requests must engage in a mar-
ket relationship with other agents outside the organisational holon to
perform types Eand F. The high prices in round eleven for virtual en-
terprise, alliance, and strategic network are the result of the addition
of the costs to maintain these organisational forms plus the price of
the market relationship. The situation is different for the group and
the corporation. Their holon goal is not restricted to a single product
as in the previous forms, but to produce together whatever is pos-
sible with a subset of the participating subholons. Hence, the CD
part is conducted inside the existing holon, only EF is subcontracted
starting in round eleven. A drawback of their membership policy is
that the fixed costs of all subholons need to be paid by the holon’s in-
come, even those that do not contribute to the holon’s income (in this
case the agents performing Aand B). Therefore the prices incurred lie
above the expensive market relationship.

After round eleven the performance measure for the virtual enter-
prise and the alliance changes in the following way. As they are able
to terminate the organisational holon immediately after at least one
member considers the holon inappropriate for the current job pro-
file, the price drop marking the termination of the holon already oc-
curs in round 13. The second drop in price is due to the creation of a
new organisational holon, which matches the customer demand.

The termination mechanism of the strategic network (and the group)
requires a notification period, which allows all members of the holon
a certain reliability about the existence of the holon in the future. The
drawback of this security is that it postpones the termination of the
holon to round 22. Interestingly, for this organisational form the cre-
ation of the adapted holon occurs before the previous organisational
holon is terminated.

The termination mechanism of the group is based on the same no-
tice period as the strategic network. Therefore, the termination of
the group is postponed until round 22. Due to the group’s member-
ship restrictions, its members can only engage in another holon if the
group holon has been terminated, the creation of the adapted organ-
isational holon and the price drop occur very late. The corporation
does not contain any termination rules, therefore it will remain in
this state for creating product CDEF.

Result for Accumulated Difference in Price Paid: Figure 9.12 displays an-
other perspective on this process by displaying the accumulated dif-
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Fig. 9.12: The sum of the price differences incurred by the different organ-
isational forms in rounds ten to twenty.

ference in price paid. This corresponds to the area under the curves
from Figure 9.11 in rounds 11 to 23 (inclusively). In round 23 the last
organisational form has adapted to the new job profile (the corpo-
ration will not adapt. The prime result of investigating this perfor-
mance measure is that the total excess amount of price increases in
this scenario with increasing coupling (less autonomy) inside organ-
isational holons. The absolute amount of increase depends on the
costs incurred by running an organisation, the greater the costs are,
the greater are the differences between the organisational forms.

The price curves of the virtual enterprise and the alliance exhibit
the same behaviour, therefore the accumulated difference in price is
identical. There is a significant difference between the strategic net-
work on the one hand and the first two organisational forms on the
other. This effect is due to the notice period required in the strate-
gic network, which postpones the termination of an organisational
holon and adds costs. A peculiar difference is between the strategic
network and the group. the most striking difference in this perfor-
mance measure is between these two, although they both use the no-
tice period as mechanism for termination. The main difference be-
tween them is not in the termination mechanism but in the member-
ship restrictions. The strategic network is created for a specific prod-
uct and therefore useless for the new demand (although of course
the previous working relationships that are considered beneficial for
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Holonic form Max. performance
difference d

Robust with
τ = 5%

Market 0.0 %
√

Virtual Enterprise 4.4 %
√

Alliance 4.4 %
√

Strategic Network 6.45%
Group 18.25%
Corporation 19.05%

Tab. 9.3: The maximum increase in performance measure accumulated
difference in price paid under a single perturbation.

the new product will be considered). However, the existing relation-
ships do not stand in the way of creating the new holon. Hence, it is
possible that the new holon for CDEFis created before the holon for
product ABCDis terminated, as described above. In the group, the
subholons collaborate on any task, as long as some members of the
holon can contribute. Therefore, the group will deliver CDand sub-
contract EF in a market relationship after round ten until the end of
the notice period.

The corporation, as the theoretical end of the spectrum of holonic or-
ganisation, shows no flexibility at all. As mentioned before, the mar-
ket condition implies case-by-case negotiation, and hence there is
no change in performance after round ten. If we assume a robust-
ness threshold τ = 5 percent for the increase of the last performance
measure, market, virtual enterprise and alliance can be regarded as
robust (cf. Table 9.3). Note that the market is highly flexible (no in-
crease in performance measure price under perturbation), but this
type of holon causes high costs (cf. Figure 9.11).

9.5.2 Periodic Change in Job Profile

Hypothesis: When reapplying the perturbation from the last investiga-
tion, there is a correlation between the period of this reapplication
and the success of different organisational forms

Scenario: As in the previous investigation we choose six configurations,
one for each of the types of holon, and we assume that the system
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has well adapted to requests of customers to jobs of type ABCD. In
the simulation we configure four agents, each capable of a single sub-
task of the job, to engage in a holon for this product. Then, in round
ten, this job profile changes into BCDE. From then on it will change
to CDEFand to DEFGafter a defined period. The challenge for or-
ganisational holons in this configuration lies in demonstrating two
things: recognising that some parts remain the same (three out of
four subtasks remain identical), while others change (one sub-task is
replaced in the customer demand), and that the holons need to be
reconfigured accordingly.

Detailed Configuration: In Appendix C.6, on page 283.
Independent Variables: We ran six configurations, one for each of the fol-

lowing organisational forms: market, virtual enterprise, alliance, stra-
tegic network, group, and corporation. Each of the six configurations
was tested with three different periods (five , ten and twenty rounds)
for the change in job profile. With each decreasing perturbation pe-
riod, the perturbations will occur as follows: for a period of twenty
rounds perturbation occurs in rounds 11, 31, and 51; for a period of
ten rounds in rounds 11, 21, and 31; and for a period of five rounds
in rounds 11, 16, and 21.

Dependent Variables: Price paid and accumulated difference in price paid
is measured in one hundred runs for each configuration and each
investigation, and the average of the gathered data is presented.

Result for Price Paid: Figure 9.13 shows the values for the price paid for
the three different periods of perturbation: five rounds (Subfigure
9.13(a)), ten rounds (Subfigure 9.13(b)), and twenty rounds (Subfig-
ure 9.13(c)). As the similarity of the data to the previous investigation
is greatest with the latter subfigure, we will start with discussing the
perturbation period of twenty rounds.

If the period of the perturbation is twenty rounds, the period exceeds
the minimum duration of an organisational holon and the length of
the notification period. Therefore, all organisational forms that can
produce new organisational holons that are adapted to a changed
demand, will do so before a new perturbation occurs. Hence, the pat-
tern of the performance measure that was observed in the previous
investigation, can be observed repeatedly in this investigation (cf.
Figure 9.11). The plateaus in this investigation are of different heights
to the previous investigation, as the perturbation here changes only
one sub-task of the customer demand per perturbation, whilst we
previously changed two sub-tasks.
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(a) Continuous change with period of five rounds
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(b) Continuous change with period of ten rounds
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(c) Continuous change with period of twenty rounds

Fig. 9.13: Results for price paid and repeated change of the job profile un-
der different frequencies for change (smaller values are better).
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(a) Continuous change with period of five rounds
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(b) Continuous change with period of ten rounds
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(c) Continuous change with period of twenty rounds

Fig. 9.14: Results for price paid and repeated change of the job profile un-
der different frequencies for change (smaller values are better).
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This pattern changes, if we reduce the perturbation period. Once the
perturbation period becomes so short that holons cannot be termi-
nated before a new adapted holon is created, the distances between
the peaks of the performance measure overlap and an almost chaotic
behaviour of the performance measure can be observed (cf. Sub-
figures 9.13(a) and 9.13(b) for the perturbation periods five and ten
rounds).

It is worth noting that if the perturbation period becomes increas-
ingly short, the long notification period together with the exclusive
membership becomes an advantage: the inflexibility of this organi-
sational arrangement slows down the adaptation process so that less
different organisational holons are created than with the other or-
ganisational forms. In the case of the perturbation period ten rounds,
the group needs to resolve only two organisational holons, which is
illustrated by the two plateaus in Figure 9.13(b). The single peak in
rounds 21 and 22 comes from outsourcing, not a change in the organ-
isational holon. In the case of the perturbation period five rounds,
the group needs to resolve only one structure, which is shown by
the drop in round 23 (the other plateaus are again created by ad-
ditional costs due to outsourcing, not due to further organisational
holons). At the same time, the organisational forms that allow for
membership in several organisational holons create three (for period
ten rounds) or two holons (for period five rounds) that become un-
necessary with the next change in customer demand.

The fact that there is a proportion of flexibility and perturbation fre-
quency where quick adaptation is more costly than waiting for a stop
in perturbation becomes more obvious when displaying the accumu-
lated difference in price paid.

Result for Accumulated Difference in Price Paid: The results conform in
general to what we expected based on the single change experiment
(cf. Figure 9.14) . The corporation, which has no adaptive capabil-
ities, has very low performance. All other organisational forms per-
form significantly better, and, in general, performance increase cor-
relates with increase in subholon autonomy. However, one excep-
tion is extraordinary: the group does not fit into this pattern. The
group performs almost like the strategic network under perturbation
period ten rounds (the exact values are 50.4 units for the group and
52.92 units for the strategic network), and is even is clearly superior
to the strategic network if perturbation occurs with a period of five
rounds. The reason for this lies in the lack of flexibility of the group.
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Max. performance Robust
Holonic form difference d with τ = 5%

pd = 5 pd = 10 pd = 20 pd = 5 pd = 10 pd = 20

Market 0.00 % 0.00 % 0.00 %
√ √ √

Virtual Enterprise 7.14 % 3.74 % 2.39 %
√ √

Alliance 7.14 % 3.74 % 2.39 %
√ √

Strategic Network 9.97% 6.41% 4.08 %
√

Group 7.14% 6.10% 6.12%
Corporation 24.11% 16.86% 16.33%

Tab. 9.4: The maximum increase in performance measure accumulated
difference in price paid in percent above the performance with-
out perturbation (small values are better). Perturbations occur
with periods pd of five, ten, and twenty rounds.

If the frequency of the perturbation exceeds the minimum duration
of an organisational form and the notification period, the organisa-
tional holons have no time to benefit from an adapted organisational
form. In this case, the costs incurred by adaptation exceed the bene-
fit.

The different performance between virtual enterprise and alliance
on the one hand and the strategic network and the group on the other
shows that if the minimum duration of the organisational holon can
be chosen at runtime to lie beneath the frequency of change, the per-
formance increases significantly. In the case of perturbation periods
ten and twenty rounds, the former organisational forms perform bet-
ter by approximately a factor of two.

Result for Robustness against Periodic Change in Job Profile: With a ro-
bustness threshold τ = 5 % for the increase of the performance mea-
sure accumulated difference in price paid, the market can be regarded
as robust, while the group and the corporation, as in the investigation
with a single change, are not robust. For the holonic forms between
the two extremes, robustness depends on the period of the perturba-
tion we chose (cf. Table 9.4).
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9.5.3 Analysis

In general, the evaluation shows a strong correlation between increasing
autonomy of subholons and the flexibility of the organisational holon to
react to changes in the job profile. The best performing organisational
form are task holons, i.e. the market, which provides maximum flexibility
to this kind of perturbation. Second best are the virtual enterprise and the
alliance, which allow for an immediate termination of the organisational
holon. Third is the strategic network, which uses a notification period to
delay termination of a holon, and allows for multiple memberships. Last
in performance is, as could be expected, the corporation, which has no
means of termination, and hence causes additional costs if it is no longer
adapted to the current customer demand.

The group plays a peculiar role in our experiments. In the single pertur-
bation scenario, it performs worse than the strategic network (with which
it shares the mechanism of notification period) and similar to the corpo-
ration (with which it shares the membership restriction for subholons).
The former is due to its inability to create a new, adapted organisational
holon with the required subholons, as the membership restriction pro-
hibits other memberships during the notification period. During this time,
the group uses task holons to outsource subtasks, which cannot be per-
formed by the group holon itself. The latter is a result of its ability to can-
cel the holon in the round up to which we measured (after this round there
are no more changes, so no additional data was considered). As demon-
strated by the poor performance of the corporation in this investigation
the performance deteriorates as more flexibility is required. Therefore, the
gap between the group and the corporation increases, for example in our
investigations on periodic changes in the job profile.

However, if the period of the perturbation is reduced, a new effect of
the combination of notification period and membership restriction comes
into play. The combination causes stagnation in the formation and termi-
nation of holons. Therefore, if the period decreases below the time period
required for the organisational holons to pay off, then a less flexible struc-
ture is actually advantageous. Although this results in a superiority of the
group in certain scenarios, this peculiar result occurs only in scenarios,
where: (i) the changes are not oscillatory (requiring structures that were
previously created but not required in the meantime), (ii) the minimum
duration of an organisation is greater or equal to the period of the pertur-
bation, and (iii) where the lack of adaptation is not catastrophic, i.e. task
holons can be used for outsourcing.
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Robustness against
agent failure population scaling change in

Holonic form environment
Market

√

Virtual Enterprise
√ √

Alliance
√ √

Strategic Network
√ √

(
√

)
Group

√ √

Corporation
√

Tab. 9.5: Summarising overview on the robustness results according to
perturbation scenario and holonic form.

9.6 Bottom Line

Our investigation shows the transferability of a fundamental insight of or-
ganisational sociology: there is no single best way to organise. The choice
of an optimal organisational form depends on the current situation and
the problems it is supposed to tackle. Using our definition of robustness
and the three main perturbations, we investigated scenarios that intro-
duce agent failure, population scaling, and require flexibility to adapt to
a new job profile requested by the environment. These scenarios showed
varying superiority of the different organisational forms (cf. Table 9.5).
For the agent failure scenarios, restricted autonomy and stability of the
holonic structure are advantageous. Our results in these scenarios show
that increasing coupling between subholons increases performance, with
the best performance being shown by the group. The scalability scenar-
ios show the benefit of self-organisation as defined in this thesis. Without
self-organisation, the comparison of holonic forms recommends the use
of forms that require fewest communication, which are the forms that also
exhibit closest coupling. In contrast, the flexibility scenarios, showed the
opposite. Increasing coupling makes holons inflexible, and thus perfor-
mance decreases in domains confronting holons with changing job pro-
files.

From these observations it follows that in an unknown environment,
self-organisation (a management of organisation and autonomy) is bene-
ficial to adapt the organisational form of a holon appropriately to the cur-
rent situation. Our investigations showed that two organisational forms
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stood out in situations where only little is known about the environment.
The virtual enterprise, which is the most autonomous form of an organi-
sational holon and follows the market (the task holons) in the investigated
spectrum of autonomy, shows surprisingly successful behaviour. Com-
pared to the market, it has only little loss in autonomy, but performs bet-
ter than the market under all three perturbations. Its drawback is that the
general performance in terms of assigned tasks is slightly, but significantly,
lower. As a second outstanding result, the group performs very well under
several perturbations. It performs best in the agent failure scenario, pro-
duces fewest messages, and may even be successful in flexibility scenarios
if the period of change is too small for other organisational holons to adapt
and inactivity is the preferred strategy. Another form of holonic organisa-
tion produces an outstanding result: although the strategic network per-
forms best under no perturbation, it is the only candidate performing well
under all perturbations and produces a considerably low communication
load at identical rate of assigned jobs.
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10. Conclusion

10.1 Contributions

The main scientific contribution of this thesis is to increase the robust-
ness of multiagent systems by exploiting the sociological notion of ’or-
ganisation’, and identifying holons as the carrier concept for this transfer.
A well-known insight in organisational sociology is that there is no sin-
gle best organisational form for every situation, but rather that organisa-
tional forms need to be chosen depending on the environment. Hence, the
central parts of this thesis are a framework for spanning a design space of
multiagent organisation and an extensive empirical evaluation to discover
advantages and disadvantages of several different forms of multiagent or-
ganisation in a given environment. We now describe the contributions in
more detail.

Basis for Modelling Organisation: In order to provide a knowledge trans-
fer between sociology and DAI concerning the notion of organisa-
tion, a suitable conceptual vehicle is required. We showed that the
concept of holons is suitable to grasp important aspects of organi-
sation and to serve as a technology to transfer the concept to multi-
agent systems. As part of our contribution, we gave a more general
and precise definition of holonic multiagent systems as was previ-
ously existing.

Design Space of Multiagent Organisation: As the central theoretical con-
tribution to DAI, we described a design space for holonic multiagent
systems, which consists of a set of parameters describing different
properties of multiagent organisation. These parameters are directly
related to parameters of human organisations, as for example, mem-
bership regulations, rules for termination, mechanism for task dele-
gation, etc. By freely combining all possible values for the parame-
ters, our framework allows to model more than 90 000 different or-
ganisational forms, which exceeds by far the complexity of previous
models of multiagent organisation.



226 10. Conclusion

Autonomy is a central notion in the definition of an agent. The notion of
organisation relates deeply to this notion, as was shown in several respects.

Autonomy and Multiagent Organisation: We showed how the design pa-
rameters for holonic organisation relate to different dimensions of
the autonomy of participating agents. In this work, we not only pre-
sented the design parameters for multiagent organisation but also
pinned down a matching between these parameters and different
types of autonomy.

Spectrum of Organisational Forms: To make the design space concrete,
we chose to model a set of organisational forms that make use of
a variety of values for the design parameters. This choice is based
on a sociological analysis of organisations in today’s economy. The
modelled forms of organisation are arranged on a spectrum of auton-
omy ranging from fully autonomous agents to more and more cou-
pled agents, until we reach an organisational form where the bound-
aries between individual agents dissolve and only one single agent
remains.

Adjustable Autonomy and Self-organisation: This spectrum can be used
to devise a mechanism for self-organisation in the sense that agents
start to organise in a loosely coupled holon and increase the cou-
pling over time, if the holon proves to be a successful combination of
agents in the current environment. By using our spectrum of organ-
isation we could show that our concept of self-organisation is con-
nected to the notion of adjustable autonomy: The flexible manage-
ment of an agent’s autonomy is directly related to flexibly choosing
the organisations it engages in.

Our empirical research was conducted in a thorough and elaborate man-
ner. In the course of the experiments which stretched over 18 months, in
1 500 simulations, more than 500 000 agent instances have been instanti-
ated (5-1000 agents per simulation, depending on the scenario). Running
on a 40 CPU cluster of the computer science department, all simulations
required a total of more than 3 400 hours. These numbers exclude test
runs, explorative studies and experiments conducted with early versions
of the simulation software and the presented model.

General results for the robustness of holonic MAS: We investigated sce-
narios that introduce agent failure, population scaling, and require
flexibility to adapt to a new job profile requested by the environment.
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These scenarios showed varying superiority of the different forms of
holonic organisation. For the agent failure scenarios, stability and
close coupling of the holonic structure are advantageous. Our results
showed that increasing coupling between subholons increases per-
formance, best performance is shown by the group. The investiga-
tions on quantitative scalability show that self-organisation is prof-
itable. It leads to the use of forms of holonic organisation that require
fewest communication, which are the forms that also exhibit closest
coupling. The flexibility scenarios, however, showed the opposite:
Increasing coupling makes holons inflexible, and performance de-
creases.

The best organisational form: In summary, there is no single best organi-
sational form, but we observed two outstanding results. First, the vir-
tual enterprise shows surprisingly successful behaviour. Compared
to the market, it requires only little loss in autonomy, but performs
better than the market under all three perturbations. As a second
surprise, the group performs very well under several perturbations.
It performs best in the agent failure scenario, produces fewest mes-
sages, and may even be successful in flexibility scenarios if the period
of change is too small for organisations to adapt and inactivity is the
preferred strategy.

Second-best for everything: As a further interesting result, we find that
the organisational form we named strategic network is an astounding
compromise. Although it is in no investigation the best performing
holonic form, it turns out to be the only form found to be robust un-
der all perturbations. In addition, it promises a relatively high level of
autonomy for the involved subholons and combines this with a sig-
nificantly lower communication overhead than the forms providing
more autonomy.

The foundation for this work was laid by devising a precise definition of
robustness and developing a reliable control condition. The latter consists
of a multiagent mechanism for coordination without organisation, which
serves as a base line for the empirical investigations we conducted.

A Definition of Robustness: Our survey of related work showed that sev-
eral different notions of robustness exist. We developed a classifi-
cation scheme to compare similarities and differences among these
concepts. We presented a quantitative and qualitative definition of
robustness, which we call τ-robustness. It is based on the definition
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of performance measures and perturbations as well as the measure-
ment of the deviation of the performance measure under the defined
perturbation.

Coordination Without Organisation: The central prerequisite for an em-
pirical evaluation of the effect of organisation on multiagent task-
assignment is the evaluation of the same activity without organisa-
tion. Our studies showed that there is a fundamental and in the DAI
literature previously undescribed problem, which shows an impor-
tant weakness of the contract net protocol. We call this problem the
Eager Bidder Problem. We presented existing mechanisms that can
be used to tackle this problem and presented two novel approaches,
the Contract Net with Confirmation Protocol (CNCP) and a proba-
bilistic approach. The CNCP is the foundation of the agent interac-
tion protocols used in all intra- and inter-holonic coordination.

A further number of contributions was made with this thesis in the area
of interdisciplinary cooperation. The thesis is set in the research disci-
pline of Socionics, which is concerned with the cooperation between soci-
ology and DAI. As this thesis is primarily concerned with DAI, we focused
on contributing to DAI by transferring concepts from sociology, and, as a
meta-result, provided some insights concerning the cooperation between
the two fields themselves.

Knowledge Transfer from Sociology: The establishment of organisations
is a cross-cultural phenomenon of modern societies. Organisations
are a means of bridging the gap between the micro-level of individual
interaction and the macro-level describing the societal level of a so-
cial system. Furthermore, they have properties that relate directly to
robustness: they bring stability and reduce coordination effort, are
more independent from individuals than teams or loosely coupled
groups of individuals. In addition, they allow for the structuring of
individual communication on a more fine-grained level than the sys-
tem level, hence providing a granularity of designing structure that is
adapted to a variety of situations. One contribution of this thesis is to
identify the importance of this concept and to show a methodology
to transfer the properties of human organisation to multiagent sys-
tems. From a sociological point of view it is clear that there is no sin-
gle best form of organisation but rather that the organisational form
needs to be chosen according to the environment the organisation is
situated in.
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A Critical View on the Collaboration of DAI and Sociology: Our collabo-
ration with sociologists has shown that the DAI literature contains a
number of misperceptions of sociology. These misperceptions con-
stitute traps that are important to avoid in such interdisciplinary col-
laborations. Based on the review of current literature, we discovered
and described six misunderstandings concerning the perception of
concepts, e.g. the different interpretations of the term ’macro’ and
’organisation’.

Implementation: With JTOM (the Java Testbed for Organisation in Multi-
agent systems), we have implemented both an agent architecture to
capture the requirements for organisational modelling and a runtime
environment for holonic multiagent systems. It is the reference im-
plementation with which our empirical data was produced. In JTOM,
all organisational aspects of FORM necessary for modelling the basic
supply web scheduling domain are provided. In addition, the soft-
ware provides several useful features for simulation analysis: specific
simulations can be re-run, JTOM provides a view on established or-
ganisational links between holons, formatted simulation data out-
put, and a statistical view to analyse performance data at runtime.

10.2 Classification

Applying our classification of approaches to robustness from Chapter 3
to our own approach shows the following. The approach covers the full
breadth of robustness management (cf. Table 10.1, which adds a classifi-
cation of our work to Table 3.1). It supports preventive mechanisms pro-
vided by protocol design, employs monitoring, diagnosis and exception
handling up to adaptive recovery. This is especially apparent in the agent
failure scenarios, where agents are not only detected as being dropped out,
but also a recovery of the tasks remaining with that agent is started and
further assignment of tasks to this agent is ruled out.

In addition, the depth of the implemented approach reaches a new
level to approaches to robustness in DAI. Our approach copes with ro-
bustness on the infrastructure level, and reaches to the interaction level.
For example, interaction is employed in the flexibility scenarios to cope
with jobs for which no dedicated organisational holons exist. But for the
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Preven- Monitor- Dia- Exception Adaptive
tion ing gnosis Handling Recovery

Protocol Design
√

(
√

) (
√

) (
√

)
Nagi

√

Klein & Dellarocas
√ √ √

Klein et al.
√ √ √ √

Kaminka & Tambe
√ √ √

Huhns & Holderfield
√ √ √ √

Sterritt & Bustard
√ √ √

McCann & Jawaheer
√ √ √ √

This thesis
√ √ √ √ √

Tab. 10.1: Overview on the stages for robustness management covered by
DAI approaches.

first time, our approach goes beyond the micro-level of interaction and ex-
tends, in the sociological sense to the meso-level, i.e. the level of organisa-
tion (cf. Table 10.2). Our notion of organisation is sociologically adequate,
particularly it manages membership (exit and entry), has explicit notions
of the goal of an organisation, and regulates intra-organisational mecha-
nisms for coordination. The rich notion of organisation also implies that
engaging in organisation not necessarily implies that agents fully give up
autonomy, but rather provides a number of intermediate states between
full autonomy and complete loss of autonomy.

Finally, as opposed to the surveyed approaches, our approach deals
with the following three different types of robustness: agent failure, en-
vironmental change and scaling of the agent population (cf. Table 10.3).
In conclusion, the approach of employing multiagent organisation covers
a broad range of scenarios while also covering a large breadth and depth
comparable with each of the existing approaches but also spanning their
ranges.

10.3 Open Issues

As George Bernard Shaw remarked ironically, science “never solves a prob-
lem without creating ten more”. This work does not falsify this remark, as
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Implemen- Infra- Inter- Organisation
tation structure action

Protocol Design Partial
√

Nagi
√ √

Klein & Dellarocas
√

Klein et al.
√ √

Kaminka & Tambe
√ √

Huhns & Holderfield Partial
√

Sterritt & Bustard
√

McCann & Jawaheer
√ √

This thesis
√ √ √ √

Tab. 10.2: Overview on the depth of different DAI approaches to robust-
ness.

Agent Failure Environmental
Change

Scaling

Protocol Design
√ √

Nagi
√ √

Klein & Dellarocas
√

Klein et al.
√ √

Kaminka & Tambe
√

Huhns & Holderfield
√

Sterritt & Bustard
√

McCann & Jawaheer
√

This thesis
√ √ √

Tab. 10.3: Overview on the types of robustness dealt with by the surveyed
DAI approaches.

it triggered a number of issues for further investigation. We describe those
which we found most important and most closely related to the work re-
ported.

Beyond task-assignement: In our work on distributed spam filtering for
electronic mail (Metzger et al., 2003), we showed the success of struc-
turing self-organisation of a multiagent system according to the form
of organisation that we described as the virtual enterprise. With a
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simple, local decision procedure the small world network property
can be forced upon the system. This is important, as small world
networks were shown to possess impressive properties in domains
of information propagation (small average path length with small
number of connections, cf. Strogatz and Watts, 1998). It is an open
issue whether other organisational forms might possess advantages
over the virtual enterprise in domains where collaborative informa-
tion processing is the central task.

New forms of holonic organisation: The design space of holonic multia-
gent systems, which we spanned with the presented design parame-
ters is enormous. In order to restrict empirical analysis to a feasible
amount, we chose a set of organisational forms that cover many dif-
ferent values of these parameters and which are also practically rel-
evant. This was possible, as during this work extensive support by
sociologists was available. However, this investigation does not rule
out that there are other organisational forms in this design space that
perform better. Consequently, we started to search the design space
with genetic algorithms (Hahn, 2004; Hahn et al., 2003a,b). So far, no
forms of holonic organisation have been found that are superior to
the ones presented here, but the investigation of this design space
should be continued and new scenarios be explored systematically.

Negotiating the form of holonic organisation: After broadening our un-
derstanding of possible forms of holonic organisation, one possible
next step would be to endow agents with the ability to negotiate with
others over the form of the holon to create. This raises new research
questions, e.g. which mechanisms can be applied to determine a
compromise in the case of conflicting preferences on the organisa-
tional forms. For example, an agent might be willing to join a holon
that restricts membership, if in return the profit distribution is based
on a salary.

The Eager Bidder Problem and multiple online auctions: We defined the
Eager Bidder Problem and worked on solutions as it appeared neces-
sary to find these solutions before we could compare the robustness
between task holons and organisational holons. But the research
conducted on the Eager Bidder Problem promises another spin-off
result that could prove important. If it is possible to transfer the re-
sults from what we called the statistical approach (cf. Section 5.3.2)
from first-price, sealed bid auctions (a different terminology for the
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contract net) to other types of auction, the result could be an im-
portant building block for intelligent bidding agents. If the mech-
anism for obtaining k goods and participating in more than k auc-
tions to increase chances to acquire all k goods could be generalised
to other auctioning types (such as the English and Dutch auctions),
then agents can be build that are far superior to state-of-the-art bid-
ding agents (cf. Preist et al., 2001).

Roles: In this work, we have avoided to use the term ’role’ where possi-
ble, although it has become a central notion in multiagent design
and agent-oriented software engineering. Not only is the differen-
tiation between holon head and holon body a distinction that can
be described as roles. But also, a differentiation between different
styles of holon heads seems feasible using the concept (e.g. author-
itarian head, egalitarian head). A terminology differentiating more
roles might provide an advanced tool to describing holonic multia-
gent systems.

In future work we would like to naturally extend the model and our im-
plementation to the macro level, including other social fields that interact
with the already demonstrated economic field. Particular interest lies in
fields that regulate this economic field (like politics, law, jurisdiction) and
again receive feedback from it. This relates to the circular relationship be-
tween micro- and macro-level in human society. Our expectation is that
further enriching our model in this fashion will provide new methods for
increasing performance and ensuring quality of solutions, e.g when facing
malicious agents. This is another interesting domain for robustness man-
agement, not touched upon in this thesis: Although the issue of malicious
agents is primarily concerned with security issues, the prevention of dam-
age from malicious agents to a system can clearly be seen as the problem
of stable performance of the system in the face of a perturbation.
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Appendix





A. Proof for Section 5.3.2

The following will prove the existence of one pure strategy Nash equilib-
rium that is also Pareto optimal for the statistical approach as described in
Section 5.3.2. The proof consists of several parts. After some definitions
we will first show that there is one pure strategy Nash equilibrium in the
game and that it is the only pure strategy Nash equilibrium. We then show
that this Nash equilibrium is also Pareto optimal. This proof also applies
to the n-player game as described in Section 5.3.2.
STEP 1:(Preliminary assumption) We assume here n = 2, i.e. we will first
look at a two player game between agents X and Y (See Step 8 for the re-
laxation of this assumption). Think of Figure A.1 as the birds-eye-view of
Figure 5.7. The arrows indicate that the risk RX(NX , NY ) is increasing for
increasing NX and for decreasing NY . This means that the risk for agent X
is increasing with making more bids and decreases with other agents mak-
ing more and more bids.
STEP 2: (Location of the Nash equilibrium, formulation of the theorem)
Only those cells of the matrix are acceptable for both players where the fol-
lowing conditions hold:

RX(N∗
X , NY ) < τ and RY (N∗

Y , NX) < τ.

It is each agents’ aim to maximize the chance of getting a bid accepted and
therefore to make as many bids as possible, while restricting the risk of get-
ting more bids accepted than capacity available to a risk threshold τ .
Theorem: Let c(i, i) be the cell on the diagonal, with greatest i limiting the
risk RX(NX , NY ) to τ for both agents. Then c is the single pure strategy
Nash equilibrium of the game and c is also Pareto optimal.
STEP 3: (c is a pure strategy Nash equilibrium)
Lemma: Cell c is the choice in the game with Nash equilibrium. It holds
for both agents that, with fixed opponent choice, every cell in the grid ei-
ther a) yields a lower chance to get bids accepted than cell c or b) has a risk
above the risk threshold τ .
Proof: Without loss of generality we choose to prove the lemma for agent
X. Due to the symmetry of the risk distribution, the same holds for agent
Y . The proof is based on refuting the contradiction and a discrimination
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Fig. A.1: Overview on the risk distribution matrix.

into two cases. For both we will assume that there is a c′ that contradicts
the theorem and then refute this assumption. As stated in the theorem, NY

is fixed (for agent Y with fixed NX).
Case 1: Let c′ be a cell with NX (number of bids) smaller than i. It follows
that the chance to get a bid accepted is smaller. Therefore c′ is not a better
choice than c, hence supporting the theorem.
Case 2: Let c′ be a cell with number of bids greater than i (light gray cells
marked 2b in Figure A.1, 2a for the proof with agent Y , respectively). The
higher number of bids increases the chance of getting bids accepted. To
render c′ a better choice than c, it is necessary to fulfill part b) as well:
maintaining the risk threshold. If any cell with higher bids for agent X
(any of the light gray cells) is below the threshold, then, according to the
monotony on the NX-axis, the neighbor c′′ of c must be below the thresh-
old as well.
When choosing c, we found that c′′′ was a cell above the threshold: remem-
ber that c was constructed to be the cell on the diagonal yielding maximum
bids accepted, while respecting the threshold. According to the monotony
on the NY -axis, if c′′′ is above the threshold and not acceptable, then c′′ is
above the threshold and not acceptable as well. Therefore c′′ and c′ cannot
be better results to the game for X, again supporting the theorem.

For both cases the negation of the theorem was refuted. We will now
show in steps 4 to 6 that no other cell is acceptable and a pure strategy
Nash equilibrium. For this part of the proof, we divide the matrix into dif-
ferent parts and prove for each that there is no other Nash equilibrium.
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STEP 4: (Quadrant 1) In quadrant 1 there cannot be another Nash equi-
librium as the cell c(i, i) according to the monotony of the risk distribution
fully dominates every cell in this quadrant.
STEP 5:(Quadrants 2a/2b) In Figure A.1 the areas 2a and 2b are shown in
light gray, their overlapping area is in dark gray. From Case 2 of the proof of
the theorem of Step 3 it follows that the light gray areas are not acceptable:
the condition of Step 1 does not hold for them. As in this proof, the other
cells of the diagonal are not acceptable, causing that the neighbors to their
right and below the diagonal are also not acceptable.
STEP 6: (Quadrants 3 and 4) For our proof, these two areas are the two
most problematic ones as they contain some cells for which the condition
holds. These cells are not easy to identify, as this depends not only on the
basic properties of the risk distribution, but on the threshold τ and the ac-
tual value of the risk distribution. However, we can show that each of the
remaining two areas is not acceptable for one of the two players (though
they are acceptable for the other). Let us first look at quadrant 3.
For agent X any of these cells are not a pure strategy Nash equilibrium,
as they are dominated by the cells to the right of c: c∗(i..m, i). For X these
cells are acceptable as c is acceptable for X and the risk is decreasing for
X from c to its neighbors on the right. Thus, X has an incentive to devi-
ate from any chosen cell in quadrant 3. The same holds for quadrant 4 in
analogy.

From steps 4 to 6 it follows that there exists no other pure strategy Nash
equilibrium apart from the one shown in step 3.

STEP 7: (c is Pareto optimal) To show this, we need to prove that there
exists no other cell c∗ that would give any player higher pay-off without
causing one player to loose pay-off. We show that c∗ is not in any quadrant
of the matrix.
Quadrant 1: Due to the monotonic behavior of the risk distribution for
player X, the cells in column k are dominated by the cells (k, i). These
cells are dominated for X by c. In analogy, for player Y , the cells in row
k are dominated by the cells (i, k). These cells are dominated for Y by c.
From this it follows that no cell in the quadrant is dominating c, which
would be the prerequisite for c not being Pareto optimal.
Quadrant 2a/b: As shown in Step 5, these cells are not acceptable for both
players. Thus they cannot contain c∗.
Quadrants 3 and 4: Any cell in this quadrant can be written as cell (i+ l, i+
k), with k, l, being positive integers. For agent X the pay-off is decreasing
from cell (i, i) to cell (i+ k, i) and decreasing again from cell (i+ k, i) to cell
(i + k, i + l). Quadrant 4 is the analog case of quadrant 3 for agent Y . As
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for any cell in these quadrants at least for one player pay-off is decreasing,
c∗ cannot be in quadrant 3 or 4. None of the quadrants can contain c∗,
therefore c is Pareto optimal.

STEP 8: (For n-players) The only assumptions we made here are the funda-
mental monotony and symmetry properties of the risk distribution. Intro-
ducing more players adds new dimensions to the matrix, while monotony
of the risk distribution is preserved: making more bids still implies higher
risk for any agent X, other agents making more bids implies a decreasing
risk for agent X. �



B. UML Agent Interaction Diagram

The existing approaches do describe agent interaction protocols (see Sec-
tion 2.1.3) are designed to describe the legal sequences of performatives to
be exchanged between agents. Although current approaches provide this
functionality, they are not able to express the reasoning that lies behind
the decision for a certain speech act, if the protocol gives several options.
In contrast to approaches that define new diagram languages, Lind (2002)
has proposed an approach which makes use only of structural elements
already existing in the Unified Modelling Language (UML) standard. The
proposed diagram language consists only of the elements for UML activ-
ity diagrams (see Figure B.1), and the UML stereotype mechanism. For a
more detailed discussion see (Lind, 2002), for examples see e.g. Figures B.4
and B.5.

State

[guard]

...

...

Lane 2Lane 1

State

Initial State

Final State

Transisiton

Branching

Fork

Join

Swim Lanes

Fig. B.1: Elements of UML Activity Diagrams.

The advantages of Lind’s proposed diagrams are twofold: First, as UML
is widely known, a software engineer needs no special training to under-
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<<send>>

<<receive>>

Timeout

Fig. B.2: Synchronisation point (reproduced from Lind, 2002).

stand these. Second, in contrast to approaches like Agent UML where the
purpose of the diagram is to show which sequences of performatives are
allowed, the proposed diagrams combine information about the perfor-
matives with the decisions why certain performatives are chosen.

Figure B.1 shows the used elements of UML activity diagrams. It is im-
portant to note that Lind extends the swim lane concept by a stereotype
to view swim lanes as physically separated flows of control and to model
the role concept that differentiates e.g. between initiator and participant
of a protocol. Interaction between two roles or control flow spaces is estab-
lished through synchronisation points (see Figure B.2). The edges on each
side represent the control flows of sender and receiver, and a dotted edge
denotes a time-out handler.

The protocol depicted in Figure B.3 helps to demonstrate in what re-
spect we can improve Lind’s approach. There are two alternative solutions
for describing this protocol.

Initiator Participant

A

B

C

Fig. B.3: A simple agent interaction protocol in Agent UML to demonstrate
a difficulty with Lind’s approach.
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start start

Initiator Participant

<<receive>>C

Send A?
<<send>>A

[yes]

<<send>>B

[no]

<<receive>>A

<<send>>C

Send C<<receive>>B

Fig. B.4: First solution using two synchronisation points.

Figure B.4 shows one alternative to describe the protocol and uses two
synchronisation points for receiving the two possible incoming message
types. However, this poses the problem that there are now two edges leav-
ing the initial state of the participant role. As the initiator will send only
one message, there will be one control flow waiting at a synchronisation
point that will never reach an end state. This is also a problem, as standard
programming pattern for the participant side of a protocol is to accept the
incoming message and then look at its performative to determine the sub-
sequent procedure. Note that this problem also exists if we are not looking
at the opening of a protocol (first message by the initiator) but the prob-
lem remains identical if at a later stage of the protocol one party (not nec-
essarily the initiator of the protocol) has several options to continue the
conversation.

The second solution takes a different approach that satisfies our con-
straint to have only one control flow leaving the initial state (Figure B.5).
This solution uses a single synchronisation point for each message send-
ing stage and a case differentiation if several different message types are
possible. But there is also a problem with this approach: it requires that
the sender of the message needs to make another case differentiation after
sending the message (if the protocol distinguishes the possible courses of
conversations according to the previous performative, which is very likely).
This means that case differentiations need to be made in the diagram be-
fore and after the synchronisation points (which can clutter the diagram
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start start

Initiator Participant

Send A?
<<send>> A

[yes]
<<send>>B[no]

<<send>>C

<<receive>>A/BSent A?
[yes]

[no]
Received 

A?

[yes]

<<receive>>C

Send C [no]

Fig. B.5: Second Solution with case differentiation.

if the protocol is more complex). Furthermore, this does not correspond
to the control flow in the implementation. It is common practice to make
one case differentiation to determine the type of outgoing message and
leave it to the conversation management to determine the right handler
for an incoming message. Therefore this second case differentiation is not
helping the program designer and only causing irritation.

start start

Received 
A?

<<receive>>A/B

[yes]

Initiator Participant

Send A?

<<send>>A
[yes]

<<send>>B
[no]

<<send>>C Send C [no]

<<receive>>C

Fig. B.6: Simpler Solution using alternative synchronisation points.

We suggest an alternative synchronisation point that leads to a simpler
solution (cf. Figure B.6). The purpose of this alternative synchronisation
point is to cover both, synchronisation and the case differentiation. It con-
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<<send>> B

<<receive>>

Timeout

<<send>> A

Timeout

Continue 
corresponding
outgoing edge

Remember 
incoming 

control-flow

<<receive>>

<<send>> B

<<send>> A

(a) (b)

Fig. B.7: Alternative synchronisation point: (a) the explicit form and (b)
the diagram element.

sists of two incoming send edges and one edge for the control flow wait-
ing for incoming messages (see Figure B.7a). Before the two send edges
are directed into a standard synchronisation point, we remember whether
the control flow arrived through the first or second incoming send edge.
Hence, we can distinguish which outgoing edge to follow after the syn-
chronisation point. The receive edge is defined as before.1 The extension
to several incoming send messages is canonical and the notation for in-
coming send messages from the right follows by symmetry. The diagram
element we propose (see Figure B.7b) resembles the original synchronisa-
tion element, except for the dotted lines connecting the incoming send
edges with the corresponding outgoing edges.

1 For eligibility we allow to leave out the ’<<receive>>’ tag, as the ’<<send>>’ tag
makes clear in which direction communication is taking place.
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C. Overview on Simulation
Configurations

Topic ID Investigation

Performance
100a,b Determining the performance of the organ-

isational forms in terms of unassigned tasks
and number of messages when applying a
message limit=27 (100a) and message
limit=18 (100b).

116 Increased rate of unassigned tasks of the vir-
tual enterprise is due to the fact that each
subholon is head of the holon.

Dropout
Agents

105 The higher the coupling between subholons,
the more robust is the organisational form
against dropout agents.

Scaling 115 A population is scaled for every holonic form
to measure communication increase.

106 The customer population is scaled at the
same rate as the provider population and
does not change the type of requested tasks.

107 The customer population is scaled at the
same rate as the provider population and
changes the type of requested tasks.

Flexibility 109 With increasing autonomy of member agents
in an organisational form, the better the or-
ganisational form performs under a single
change in the job profile.

110a,b,c Continuous change of job profile with peri-
ods 5, 10 and 20.
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C.1 Investigation 100 (a and b)

Topic: Performance

Number of simulation runs: We tested six configurations, one for each of
the following organisational forms: market, virtual enterprise, alliance,
strategic network, group, corporation. We ran one hundred runs for
each configuration.

Number of agents: Each configuration consisted of 180 providers all en-
gaging in the specified organisational form and 60 customers.

Message limit: 27 for 100a (fifteen percent of the population) and 18 for
100b (ten percent of the population).

Length of simulation: 100 rounds.

CPU hours: ca. 2080 hours.

Agent configuration file: 100.cfg

Organisation configuration files: none.org; 100.VE.org;
100.ALL.org; 100.SN.org; 100.GROUP.org 100.CORP.org

Customer agents:

Amount Entry round Customer type Price preference
60 1 27 1.1

Provider agents in the market configuration:

Amount Entry round
Resource

Type Capacity Cost
20 1 A 1 6
20 1 A 1 5
20 1 A 1 4
20 1 B 1 6
20 1 B 1 5
20 1 B 1 4
20 1 C 1 6
20 1 C 1 5
20 1 C 1 4
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Provider agents in the other configurations:

Amount
Entry

Round
Head Agent

Resource
Body Agent

Resource
Type Cap. Cost Type Cap. Cost

Virtual
Enterprise

20 1 A 1 6
B 1 6
C 1 6

20 1 A 1 5
B 1 5
C 1 5

20 1 A 1 4
B 1 4
C 1 4

Alliance

20 1 A 1 6 B 1 6
C 1 6

20 1 A 1 5 B 1 5
C 1 5

20 1 A 1 4 B 1 4
C 1 4

Strategic
Network

20 1 A 1 6 B 1 6
C 1 6

20 1 A 1 5 B 1 5
C 1 5

20 1 A 1 4 B 1 4
C 1 4

Group

20 1 A 1 6 B 1 6
C 1 6

20 1 A 1 5 B 1 5
C 1 5

20 1 A 1 4 B 1 4
C 1 4

Corporation

20 1 A 1 6 B 1 6
C 1 6

20 1 A 1 5 B 1 5
C 1 5

20 1 A 1 4 B 1 4
C 1 4
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C.2 Investigation 105

Topic: Dropout agents

Summary/Hypothesis: The higher the coupling between subholons, the
more robust is the organisational form against dropout agents.

Number of simulation runs: We tested four configurations, one for each
of the following organisational forms: market, virtual enterprise, al-
liance, group. As the alliance and the strategic network are function-
ally equivavent, a separate run for the strategic network is not neces-
sary. We ran five hundred runs for each configuration;

Number of agents: 120 customer agents and 240 provider agents. In each
simulation, five percent of the provider agents, i.e. twelve agents, are
randomly chosen to drop out at the start of round ten.

Message limit: 12 messages

Length of simulation: 20 rounds

CPU hours: ca. 93 hours

Agent configuration file: 105.cfg

Organisation configuration files: none.org; 105.VE.org;
105.ALL.org; 105.GROUP.org

Customer agents:

Amount Entry round Customer type Price preference
50 1 9 1.1
50 1 10 1.1
50 1 14 1.1

Customer types nine, ten, and fourtenn issue in the first ten rounds jobs of
type AB, BC, and AC, respectively. All tasks have a deadline of five rounds
ahead.
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Provider agents in the market configuration:

Amount Entry round
Resource

Type Capacity Cost
80 1 A 1 5
80 1 B 1 5
80 1 C 1 5
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Provider agents in the other configurations:

Amount
Entry

Round
Head Agent

Resource
Body Agent

Resource
Type Cap. Cost Type Cap. Cost

Virtual
Enterprise

20 1 A 1 5
A 1 5
B 1 5
B 1 5

20 1 B 1 5
B 1 5
C 1 5
C 1 5

20 1 A 1 5
A 1 5
C 1 5
C 1 5

Alliance
20 1 A 1 5 A 1 5

B 1 5
B 1 5

20 1 B 1 5 B 1 5
C 1 5
C 1 5

20 1 A 1 5 A 1 5
C 1 5
C 1 5

Group
20 1 A 1 5 A 1 5

B 1 5
B 1 5

20 1 B 1 5 B 1 5
C 1 5
C 1 5

20 1 A 1 5 A 1 5
C 1 5
C 1 5
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C.3 Investigation 106

Topic: Scalibility

Summary/Hypothesis: Qualitative scaling, i.e. using forms of organisa-
tion, improves a multiagent system’s ability to cope with quantitative
scaling of task-assignment. It is assumed that in order to scale the
task-assignment problem, the customer population is scaled at the
same rate as the provider population and does not change the type
of requested tasks.

Number of simulation runs: We ran his scenario with two configurations.
First, only with agents in a market relationship and second, with agents
that are enabled to self-organise according to customer demand. Each
configuration ran ten times.

Number of agents: Scaling from 25 customer and 100 provider agents to
250 customer and 1000 provider agents.

Length of simulation: 120 rounds

CPU hours: ca. 140 hours

Message limit: Variable, agents could send messages to two percent of the
population.

Agent configuration file: 106.cfg

Organisation configuration file: none.org

Customer agents:

Amount Entry round Customer type Price preference
25 {1,11,21,31,41,51,61,71,81,91} 18 1.2

This means that for each of the given entry round 1,11,21,31,41,51,61,71,81,
and 91 twenty customer agents requesting jobs of type ABCDare added.
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Provider agents:

Amount Entry round
Resource

Type Capacity Cost
25 {1,11,21,31,41,51,61,71,81,91} A 1 5
25 {1,11,21,31,41,51,61,71,81,91} B 1 5
25 {1,11,21,31,41,51,61,71,81,91} C 1 5
25 {1,11,21,31,41,51,61,71,81,91} D 1 5

This means that for each of the given entry round 1,11,21,31,41,51,61,71,81,
and 91 twenty provider agents of types A, B, C, and D are added.
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C.4 Investigation 107

Topic: Scalability

Summary/Hypothesis: Qualitative scaling, i.e. using forms of organisa-
tion, improves a multiagent system’s ability to cope with quantita-
tive scaling of task-assignment. It is assumed that in order to scale
the task-assignment problem, the customer population is scaled at
the same rate as the provider population and changes the type of re-
quested tasks.

Number of simulation runs: We ran his scenario with two configurations.
First, only with agents in a market relationship and second, with agents
that are enabled to self-organise according to customer demand. Each
configuration ran ten times.

Number of agents: Scaling the number of provider agents from 100 to 300
provider agents. The number of customer agents is fifty in all rounds.

CPU hours: ca. 10 hours

Message limit: Variable, agents could send messages to two percent of the
population.

Agent configuration file: 107.cfg

Organisation configuration file: none.org

Customer agents:

Amount Entry round Customer type Price preference
50 1 27 1.1

This customer type starts with a demand of type AB in round 1. Every 20
rounds it adds a new type ( ABCin round 21, ABCDin round 41 etc.).
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Provider agents:

Amount Entry round
Resource

Type Capacity Cost
50 1 A 1 5
50 1 B 1 5
50 21 C 1 5
50 41 D 1 5
50 61 E 1 5
50 81 F 1 5

This means that for each of the given entry round 1,11,21,31,41,51,61,71,81,
and 91 twenty provider agents of types A, B, C, and D are added.
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C.5 Investigation 109

Topic: Flexibility

Summary/Hypothesis: With increasing autonomy of member agents in
an organisational form, the better the organisational form performs
under a single in the job profile.

Number of simulation runs: We ran his scenario fifty times for each con-
figuration. We chose six configurations, one for each of the organisa-
tional forms: market, virtual enterprise, alliance, strategic network,
group, corporation.

Number of agents: Six provider agents and one customer agent for each
configuration.

Length of simulation: 30 rounds.

Message limit: Agents can send messages to all other agents.

Agent configuration file: 109.cfg

Organisation configuration file: none.org; 109.VE.org;
109.ALL.org; 109.SN.org; 109.GROUP.org 109.CORP.org

Customer agents:

Amount Entry round Customer type Price preference
1 1 27 1.1

This customer type starts with a demand of type ABCDin round 1. In round
11 it changes its demand to CDEF.

Provider agents:

Amount Entry round
Resource

Type Capacity Cost
1 1 A 1 5
1 1 B 1 5
1 1 C 1 5
1 1 D 1 5
1 1 E 1 5
1 1 F 1 5
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Assignment of provider agents to organisations:

Amount
Entry

Round
Head Agent

Resource
Body Agent

Resource
Type Cap. Cost Type Cap. Cost

Virtual
Enterprise

1 1 A 1 5
B 1 5
C 1 5
D 1 5

Alliance
1 1 A 1 5 B 1 5

C 1 5
D 1 5

Strategic
Network

1 1 A 1 5 B 1 5
C 1 5
D 1 5

Group
1 1 A 1 5 B 1 5

C 1 5
D 1 5

Corporation
1 1 A 1 5 B 1 5

C 1 5
D 1 5
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C.6 Investigation 110 (a, b, and c)

Topic: Flexibility

Summary/Hypothesis: Comparison of holonic organisation with contin-
uous change in the customer demand with periods 5 (investigation
110a), 10 (investigation 110b) and 20 (investigation 110c) rounds. With
increasing autonomy of member agents in an organisational form,
the better the organisational form performs under a single change in
the job profile.

Number of simulation runs: We ran his scenario 100 times for each con-
figuration. We chose six configurations, one for each of the organisa-
tional forms: market, virtual enterprise, alliance, strategic network,
group, corporation.

Number of agents: Six provider agents and one customer agent for each
configuration.

Length of simulation: 50 rounds for 110a and 110b, 70 rounds for 110c.

CPU hours: ca. 108 CPU minutes in total

Message limit: Agents can send messages to all other agents.

Agent configuration file: 110.cfg

Organisation configuration file: The same as in investigation 109.

Customer agents:

Amount Entry round Customer type Price preference Period
1 1 30 (110a) 1.1 5

31 (110b) 10
32 (110b) 20

Each customer type starts with a demand of type ABCDin round 1. Starting
in round 11, it changes its demand to BCDE, CDEF, and DEFG. The change
occurs after round 11 every 5 rounds (investigation 110a), every 10 rounds
(investigation 110b), or 20 rounds (investigation 110c).

Provider agents: As in investigation 109.

Assignment of provider agents to organisations: As in investigation 109.
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C.7 Investigation 115

Topic: Scalibility

Summary/Hypothesis: The choice of organisational form changes the in-
crease in communication.

Number of simulation runs: We tested six configurations, one for each of
the following organisational forms: market, virtual enterprise, alliance,
strategic network, group, corporation. We ran one hundred runs for
each configuration ;

Number of agents: Scaling from 200 customer and 50 provider agents to
204 customer and 51 provider agents (increase of two percent).

Length of simulation: 20 rounds

CPU hours: ca. X hours

Message limit: Variable, agents could send messages to twenty percent of
the population.

Agent configuration file: 115.cfg

Organisation configuration file: none.org; 115.VE.org;
115.ALL.org; 115.SN.org; 115.GROUP.org 115.CORP.org

Customer agents:

Amount Entry round Customer type Price preference
50 1 18 1.2
1 11 18 1.2

The simulation starts with fifty customer agents requesting jobs of type
ABCD, in round eleven one more customer is added.
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Provider agents:

Amount Entry round
Resource

Type Capacity Cost
50 1 A 1 5
50 1 B 1 5
50 1 C 1 5
50 1 D 1 5
1 11 A 1 5
1 11 B 1 5
1 11 C 1 5
1 11 D 1 5

This means that the simulation starts with 200 provider agents, fifty agents
for each of the types A, B, C, and D. In round eleven, one agent per type is
added.
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C.8 Investigation 116

Topic: Performance

Summary/Hypothesis: Increased rate of unassigned tasks of the virtual
enterprise is due to the fact that each subholon is head of the holon.

Number of simulation runs: 200 runs

Number of agents: 180 provider agents and 60 customer agents.

Message limit: 27 messages (as investigation 100a).

Length of simulation: 100 rounds

CPU hours: ca. 35 hours

Agent configuration file: 100.cfg

Organisation configuration files: 100.VE.org

Customer agents:

Amount Entry round Customer type Price preference
60 1 27 1.1

Provider agents in the market configuration:

Amount Entry round
Resource

Type Capacity Cost
20 1 A 1 6
20 1 A 1 5
20 1 A 1 4
20 1 B 1 6
20 1 B 1 5
20 1 B 1 4
20 1 C 1 6
20 1 C 1 5
20 1 C 1 4
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Provider agents in the other configurations:

Amount
Entry

Round
Head Agent

Resource
Body Agent

Resource
Type Cap. Cost Type Cap. Cost

Virtual
Enterprise

20 1 A 1 6
B 1 6
C 1 6

20 1 A 1 5
B 1 5
C 1 5

20 1 A 1 4
B 1 4
C 1 4

Alliance

20 1 A 1 6 B 1 6
C 1 6

20 1 A 1 5 B 1 5
C 1 5

20 1 A 1 4 B 1 4
C 1 4

Strategic
Network

20 1 A 1 6 B 1 6
C 1 6

20 1 A 1 5 B 1 5
C 1 5

20 1 A 1 4 B 1 4
C 1 4

Group

20 1 A 1 6 B 1 6
C 1 6

20 1 A 1 5 B 1 5
C 1 5

20 1 A 1 4 B 1 4
C 1 4

Corporation

20 1 A 1 6 B 1 6
C 1 6

20 1 A 1 5 B 1 5
C 1 5

20 1 A 1 4 B 1 4
C 1 4
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D.1 Investigation 100a

Topic: Performance

Performance Measure: Rate of Unassigned Tasks

Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

1 0,043 0,056 0,047 0,050 0,031 0,044
2 0,045 0,055 0,045 0,044 0,029 0,042
3 0,046 0,057 0,045 0,043 0,031 0,042
4 0,045 0,057 0,045 0,044 0,029 0,042
5 0,045 0,054 0,044 0,044 0,031 0,040
6 0,044 0,052 0,043 0,044 0,027 0,041
7 0,044 0,057 0,044 0,042 0,029 0,040
8 0,044 0,053 0,042 0,042 0,031 0,039
9 0,043 0,053 0,042 0,044 0,030 0,039

10 0,042 0,053 0,041 0,044 0,029 0,039
11 0,042 0,053 0,041 0,042 0,029 0,038
12 0,042 0,053 0,043 0,043 0,027 0,040
13 0,041 0,054 0,039 0,042 0,027 0,037
14 0,040 0,054 0,039 0,041 0,028 0,039
15 0,043 0,054 0,041 0,041 0,026 0,035
16 0,043 0,056 0,040 0,041 0,028 0,037
17 0,040 0,054 0,041 0,040 0,027 0,037
18 0,041 0,053 0,040 0,040 0,028 0,037
19 0,043 0,054 0,040 0,041 0,027 0,037
20 0,043 0,052 0,040 0,040 0,028 0,036
21 0,041 0,051 0,038 0,041 0,029 0,039
22 0,040 0,053 0,041 0,037 0,024 0,036
23 0,043 0,056 0,037 0,038 0,028 0,035
24 0,040 0,053 0,040 0,039 0,027 0,036
25 0,041 0,051 0,038 0,037 0,028 0,038
26 0,042 0,052 0,039 0,038 0,025 0,034
27 0,042 0,051 0,040 0,036 0,027 0,036
28 0,040 0,053 0,039 0,038 0,027 0,034
29 0,038 0,049 0,039 0,037 0,025 0,033
30 0,041 0,052 0,036 0,036 0,026 0,035
31 0,040 0,052 0,038 0,037 0,025 0,037
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Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

32 0,041 0,051 0,039 0,039 0,027 0,034
33 0,037 0,052 0,036 0,039 0,025 0,037
34 0,042 0,050 0,038 0,037 0,024 0,033
35 0,039 0,053 0,038 0,036 0,025 0,035
36 0,039 0,050 0,038 0,038 0,026 0,034
37 0,040 0,051 0,036 0,035 0,025 0,034
38 0,039 0,050 0,037 0,036 0,027 0,035
39 0,040 0,050 0,038 0,038 0,025 0,034
40 0,041 0,050 0,037 0,037 0,025 0,034
41 0,039 0,050 0,037 0,037 0,025 0,034
42 0,039 0,052 0,036 0,037 0,027 0,033
43 0,040 0,051 0,036 0,037 0,025 0,033
44 0,038 0,050 0,036 0,035 0,026 0,034
45 0,038 0,049 0,036 0,035 0,024 0,034
46 0,038 0,050 0,035 0,036 0,024 0,033
47 0,038 0,051 0,035 0,035 0,025 0,033
48 0,042 0,051 0,036 0,038 0,024 0,032
49 0,039 0,051 0,037 0,035 0,025 0,033
50 0,038 0,051 0,035 0,033 0,023 0,033
51 0,038 0,051 0,037 0,035 0,024 0,034
52 0,039 0,051 0,034 0,036 0,024 0,034
53 0,039 0,050 0,034 0,036 0,025 0,033
54 0,039 0,050 0,033 0,036 0,025 0,033
55 0,040 0,049 0,034 0,035 0,023 0,031
56 0,038 0,053 0,035 0,035 0,025 0,034
57 0,037 0,047 0,036 0,037 0,024 0,032
58 0,038 0,051 0,035 0,036 0,024 0,032
59 0,039 0,050 0,034 0,035 0,025 0,033
60 0,038 0,051 0,034 0,034 0,023 0,033
61 0,039 0,051 0,036 0,034 0,023 0,032
62 0,037 0,052 0,035 0,035 0,026 0,034
63 0,041 0,051 0,036 0,035 0,022 0,033
64 0,038 0,050 0,034 0,034 0,024 0,034
65 0,039 0,052 0,034 0,035 0,023 0,030
66 0,038 0,049 0,034 0,035 0,023 0,030
67 0,039 0,050 0,034 0,035 0,023 0,033
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Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

68 0,040 0,050 0,034 0,035 0,024 0,031
69 0,038 0,048 0,033 0,033 0,023 0,033
70 0,038 0,051 0,032 0,034 0,024 0,032
71 0,039 0,050 0,033 0,033 0,024 0,032
72 0,039 0,049 0,035 0,035 0,023 0,031
73 0,038 0,048 0,032 0,034 0,024 0,032
74 0,037 0,050 0,034 0,034 0,024 0,033
75 0,038 0,050 0,034 0,033 0,023 0,030
76 0,039 0,050 0,035 0,032 0,023 0,032
77 0,038 0,049 0,035 0,034 0,024 0,031
78 0,038 0,051 0,033 0,034 0,023 0,031
79 0,038 0,048 0,034 0,035 0,023 0,031
80 0,040 0,050 0,032 0,035 0,024 0,032
81 0,038 0,047 0,033 0,036 0,024 0,032
82 0,038 0,047 0,032 0,033 0,023 0,032
83 0,039 0,049 0,033 0,031 0,023 0,031
84 0,038 0,050 0,032 0,033 0,024 0,032
85 0,036 0,046 0,032 0,032 0,023 0,031
86 0,039 0,048 0,033 0,032 0,023 0,030
87 0,036 0,048 0,034 0,033 0,023 0,030
88 0,038 0,049 0,033 0,032 0,023 0,030
89 0,038 0,049 0,031 0,032 0,023 0,031
90 0,036 0,049 0,032 0,035 0,024 0,031
91 0,039 0,050 0,032 0,032 0,024 0,031
92 0,038 0,047 0,033 0,031 0,024 0,029
93 0,039 0,048 0,033 0,033 0,023 0,030
94 0,036 0,048 0,033 0,031 0,024 0,032
95 0,036 0,052 0,031 0,034 0,022 0,030
96 0,036 0,050 0,033 0,033 0,023 0,030
97 0,038 0,051 0,033 0,032 0,023 0,029
98 0,038 0,049 0,031 0,032 0,023 0,029
99 0,036 0,051 0,033 0,033 0,024 0,029

100 0,036 0,048 0,033 0,031 0,023 0,030
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Topic: Performance

Performance Measure: Number of Messages

Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

1 268777,9 15870,2 15741,2 7475,9 7243,7 7010,6
2 268737,2 15871,7 15656,3 7404,5 7161,6 6935,6
3 268571,6 15875,5 15642,2 7367,7 7135,1 6907,9
4 268657,7 15876,7 15596,8 7341,1 7104,9 6877,0
5 268582,9 15869,5 15580,3 7321,3 7082,5 6851,0
6 268699,7 15862,5 15569,8 7300,5 7073,4 6831,6
7 268556,9 15863,0 15555,9 7290,2 7056,9 6827,6
8 268668,6 15861,9 15536,9 7274,1 7036,4 6798,5
9 268509,1 15856,3 15526,0 7263,7 7029,2 6792,2

10 268563,1 15851,7 15515,2 7246,6 7011,8 6780,8
11 268543,1 15853,6 15500,8 7236,4 7002,9 6774,0
12 268556,8 15851,2 15500,2 7229,6 7000,9 6762,7
13 268647,0 15839,9 15489,5 7213,8 6978,8 6746,3
14 268526,3 15838,8 15483,6 7220,3 6983,6 6741,4
15 268787,5 15840,1 15465,8 7201,7 6971,5 6741,4
16 268577,5 15835,7 15463,2 7193,0 6961,2 6729,9
17 268518,0 15836,8 15466,5 7186,6 6951,0 6717,3
18 268387,3 15840,7 15458,6 7176,6 6943,6 6711,7
19 268714,4 15827,1 15457,9 7173,5 6940,9 6705,5
20 268676,0 15829,3 15427,6 7161,1 6930,2 6704,6
21 268573,4 15824,0 15455,3 7157,6 6929,3 6695,5
22 268670,0 15828,8 15443,1 7154,0 6922,4 6680,1
23 268691,6 15829,9 15426,3 7144,6 6912,4 6684,0
24 268556,6 15816,7 15420,8 7141,9 6911,6 6673,1
25 268637,7 15822,1 15420,7 7139,1 6910,0 6667,3
26 268530,4 15823,5 15419,1 7137,0 6897,7 6664,9
27 268619,3 15815,2 15407,2 7132,5 6898,5 6659,5
28 268639,9 15816,8 15399,0 7121,2 6888,9 6652,4
29 268620,9 15813,7 15411,7 7119,6 6888,9 6643,0
30 268549,8 15814,5 15412,2 7111,1 6874,9 6640,4
31 268707,7 15814,4 15401,0 7111,3 6873,2 6644,5
32 268563,3 15816,0 15400,3 7107,9 6869,5 6630,1
33 268496,3 15811,9 15393,4 7097,8 6869,6 6623,5
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Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

34 268527,5 15808,7 15390,0 7096,9 6860,0 6622,4
35 268607,1 15805,4 15395,2 7087,7 6865,0 6625,8
36 268671,6 15804,8 15371,7 7086,3 6862,1 6620,7
37 268614,5 15806,3 15378,4 7090,0 6849,3 6620,5
38 268605,1 15805,8 15379,2 7085,2 6849,4 6610,7
39 268679,1 15807,7 15366,2 7076,7 6840,1 6608,5
40 268576,1 15806,9 15364,4 7072,6 6842,0 6608,3
41 268605,7 15807,3 15370,4 7071,7 6836,9 6602,6
42 268530,6 15807,6 15368,5 7066,3 6833,8 6599,1
43 268613,0 15806,7 15371,8 7061,5 6828,1 6595,7
44 268624,4 15806,3 15361,8 7061,1 6825,3 6593,2
45 268503,2 15798,7 15351,8 7055,7 6825,9 6589,4
46 268355,9 15805,0 15347,7 7050,1 6820,3 6588,2
47 268585,6 15804,3 15348,5 7051,5 6815,6 6582,4
48 268601,6 15800,5 15359,2 7043,6 6820,7 6583,6
49 268583,4 15803,0 15346,1 7041,5 6805,0 6577,3
50 268683,8 15796,1 15343,8 7030,4 6809,3 6577,6
51 268501,9 15800,4 15362,1 7040,7 6807,8 6568,7
52 268472,6 15798,8 15335,6 7040,6 6799,1 6568,6
53 268616,9 15800,2 15345,7 7033,8 6793,9 6560,8
54 268552,3 15793,7 15336,3 7027,0 6790,3 6561,7
55 268687,8 15799,0 15334,5 7027,2 6792,6 6554,2
56 268591,6 15797,0 15317,4 7024,5 6795,4 6555,3
57 268776,6 15793,0 15324,4 7020,8 6785,6 6548,8
58 268725,2 15795,8 15311,9 7018,1 6784,0 6555,7
59 268477,4 15794,7 15324,6 7012,8 6775,8 6546,2
60 268617,7 15794,9 15338,3 7011,9 6777,9 6545,2
61 268606,0 15789,7 15333,2 7009,8 6776,1 6538,9
62 268527,5 15795,7 15298,2 7004,0 6775,7 6529,8
63 268605,1 15794,1 15303,3 7000,5 6772,9 6538,7
64 268530,8 15790,1 15307,0 7001,5 6767,7 6538,2
65 268645,7 15794,9 15304,0 6995,8 6763,4 6532,6
66 268557,9 15792,5 15304,2 6993,8 6760,8 6532,6
67 268657,7 15796,2 15307,8 6993,5 6762,5 6529,3
68 268664,0 15793,8 15292,3 6988,4 6758,5 6524,6
69 268573,1 15794,8 15298,7 6989,5 6763,9 6522,1
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Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

70 268634,9 15792,7 15312,2 6986,4 6757,6 6518,6
71 268545,7 15789,8 15298,1 6988,2 6751,0 6524,5
72 268529,2 15790,7 15298,8 6982,2 6756,4 6513,9
73 268544,8 15791,3 15288,8 6977,6 6750,8 6512,0
74 268476,7 15792,8 15303,0 6979,9 6748,3 6513,1
75 268599,8 15793,0 15293,2 6980,7 6741,5 6512,7
76 268426,9 15791,4 15295,5 6969,5 6737,0 6511,7
77 268687,5 15791,7 15307,6 6976,8 6734,2 6500,9
78 268665,9 15792,0 15284,1 6970,6 6743,3 6505,8
79 268590,7 15786,3 15283,3 6968,1 6730,6 6500,1
80 268701,9 15787,1 15287,1 6963,9 6732,9 6496,8
81 268597,2 15789,6 15266,4 6961,3 6729,6 6500,1
82 268683,3 15788,9 15275,3 6962,1 6729,2 6494,3
83 268575,3 15790,0 15281,4 6958,7 6728,5 6496,3
84 268600,0 15787,1 15276,0 6956,9 6728,9 6494,2
85 268543,7 15782,4 15282,7 6958,1 6724,2 6483,6
86 268679,3 15789,6 15267,7 6956,7 6725,1 6479,9
87 268555,9 15789,1 15277,2 6948,5 6719,4 6488,5
88 268562,6 15788,9 15265,1 6950,2 6719,2 6486,3
89 268540,6 15786,7 15280,2 6946,1 6723,3 6480,7
90 268679,8 15786,1 15259,5 6948,0 6714,6 6480,9
91 268475,1 15790,0 15266,0 6948,9 6708,6 6480,8
92 268606,3 15784,6 15276,6 6943,4 6713,5 6468,4
93 268615,2 15790,6 15262,3 6937,6 6706,1 6471,7
94 268493,4 15792,2 15263,9 6945,3 6700,5 6472,8
95 268498,0 15783,5 15271,1 6934,0 6700,0 6468,1
96 268535,7 15788,2 15264,4 6938,6 6701,8 6463,7
97 268644,2 15791,0 15252,9 6936,2 6700,8 6462,4
98 268580,2 15784,8 15264,1 6929,9 6699,4 6464,2
99 268460,2 15787,4 15261,7 6930,4 6692,4 6460,1

100 268629,2 15784,5 15253,7 6924,9 6692,7 6461,2
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D.2 Investigation 100b

Topic: Performance

Performance Measure: Rate of Unassigned Jobs

Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

1 0,043 0,056 0,047 0,050 0,031 0,044
2 0,045 0,055 0,045 0,044 0,029 0,042
3 0,046 0,057 0,045 0,043 0,031 0,042
4 0,045 0,057 0,045 0,044 0,029 0,042
5 0,045 0,054 0,044 0,044 0,031 0,040
6 0,044 0,052 0,043 0,044 0,027 0,041
7 0,044 0,057 0,044 0,042 0,029 0,040
8 0,044 0,053 0,042 0,042 0,031 0,039
9 0,043 0,053 0,042 0,044 0,030 0,039

10 0,042 0,053 0,041 0,044 0,029 0,039
11 0,042 0,053 0,041 0,042 0,029 0,038
12 0,042 0,053 0,043 0,043 0,027 0,040
13 0,041 0,054 0,039 0,042 0,027 0,037
14 0,040 0,054 0,039 0,041 0,028 0,039
15 0,043 0,054 0,041 0,041 0,026 0,035
16 0,043 0,056 0,040 0,041 0,028 0,037
17 0,040 0,054 0,041 0,040 0,027 0,037
18 0,041 0,053 0,040 0,040 0,028 0,037
19 0,043 0,054 0,040 0,041 0,027 0,037
20 0,043 0,052 0,040 0,040 0,028 0,036
21 0,041 0,051 0,038 0,041 0,029 0,039
22 0,040 0,053 0,041 0,037 0,024 0,036
23 0,043 0,056 0,037 0,038 0,028 0,035
24 0,040 0,053 0,040 0,039 0,027 0,036
25 0,041 0,051 0,038 0,037 0,028 0,038
26 0,042 0,052 0,039 0,038 0,025 0,034
27 0,042 0,051 0,040 0,036 0,027 0,036
28 0,040 0,053 0,039 0,038 0,027 0,034
29 0,038 0,049 0,039 0,037 0,025 0,033
30 0,041 0,052 0,036 0,036 0,026 0,035
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Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

31 0,040 0,052 0,038 0,037 0,025 0,037
32 0,041 0,051 0,039 0,039 0,027 0,034
33 0,037 0,052 0,036 0,039 0,025 0,037
34 0,042 0,050 0,038 0,037 0,024 0,033
35 0,039 0,053 0,038 0,036 0,025 0,035
36 0,039 0,050 0,038 0,038 0,026 0,034
37 0,040 0,051 0,036 0,035 0,025 0,034
38 0,039 0,050 0,037 0,036 0,027 0,035
39 0,040 0,050 0,038 0,038 0,025 0,034
40 0,041 0,050 0,037 0,037 0,025 0,034
41 0,039 0,050 0,037 0,037 0,025 0,034
42 0,039 0,052 0,036 0,037 0,027 0,033
43 0,040 0,051 0,036 0,037 0,025 0,033
44 0,038 0,050 0,036 0,035 0,026 0,034
45 0,038 0,049 0,036 0,035 0,024 0,034
46 0,038 0,050 0,035 0,036 0,024 0,033
47 0,038 0,051 0,035 0,035 0,025 0,033
48 0,042 0,051 0,036 0,038 0,024 0,032
49 0,039 0,051 0,037 0,035 0,025 0,033
50 0,038 0,051 0,035 0,033 0,023 0,033
51 0,038 0,051 0,037 0,035 0,024 0,034
52 0,039 0,051 0,034 0,036 0,024 0,034
53 0,039 0,050 0,034 0,036 0,025 0,033
54 0,039 0,050 0,033 0,036 0,025 0,033
55 0,040 0,049 0,034 0,035 0,023 0,031
56 0,038 0,053 0,035 0,035 0,025 0,034
57 0,037 0,047 0,036 0,037 0,024 0,032
58 0,038 0,051 0,035 0,036 0,024 0,032
59 0,039 0,050 0,034 0,035 0,025 0,033
60 0,038 0,051 0,034 0,034 0,023 0,033
61 0,039 0,051 0,036 0,034 0,023 0,032
62 0,037 0,052 0,035 0,035 0,026 0,034
63 0,041 0,051 0,036 0,035 0,022 0,033
64 0,038 0,050 0,034 0,034 0,024 0,034
65 0,039 0,052 0,034 0,035 0,023 0,030
66 0,038 0,049 0,034 0,035 0,023 0,030
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Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

67 0,039 0,050 0,034 0,035 0,023 0,033
68 0,040 0,050 0,034 0,035 0,024 0,031
69 0,038 0,048 0,033 0,033 0,023 0,033
70 0,038 0,051 0,032 0,034 0,024 0,032
71 0,039 0,050 0,033 0,033 0,024 0,032
72 0,039 0,049 0,035 0,035 0,023 0,031
73 0,038 0,048 0,032 0,034 0,024 0,032
74 0,037 0,050 0,034 0,034 0,024 0,033
75 0,038 0,050 0,034 0,033 0,023 0,030
76 0,039 0,050 0,035 0,032 0,023 0,032
77 0,038 0,049 0,035 0,034 0,024 0,031
78 0,038 0,051 0,033 0,034 0,023 0,031
79 0,038 0,048 0,034 0,035 0,023 0,031
80 0,040 0,050 0,032 0,035 0,024 0,032
81 0,038 0,047 0,033 0,036 0,024 0,032
82 0,038 0,047 0,032 0,033 0,023 0,032
83 0,039 0,049 0,033 0,031 0,023 0,031
84 0,038 0,050 0,032 0,033 0,024 0,032
85 0,036 0,046 0,032 0,032 0,023 0,031
86 0,039 0,048 0,033 0,032 0,023 0,030
87 0,036 0,048 0,034 0,033 0,023 0,030
88 0,038 0,049 0,033 0,032 0,023 0,030
89 0,038 0,049 0,031 0,032 0,023 0,031
90 0,036 0,049 0,032 0,035 0,024 0,031
91 0,039 0,050 0,032 0,032 0,024 0,031
92 0,038 0,047 0,033 0,031 0,024 0,029
93 0,039 0,048 0,033 0,033 0,023 0,030
94 0,036 0,048 0,033 0,031 0,024 0,032
95 0,036 0,052 0,031 0,034 0,022 0,030
96 0,036 0,050 0,033 0,033 0,023 0,030
97 0,038 0,051 0,033 0,032 0,023 0,029
98 0,038 0,049 0,031 0,032 0,023 0,029
99 0,036 0,051 0,033 0,033 0,024 0,029

100 0,036 0,048 0,033 0,031 0,023 0,030
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Topic: Performance

Performance Measure: Number of Messages

Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

1 268777,9 15870,2 15741,2 7475,9 7243,7 7010,6
2 268737,2 15871,7 15656,3 7404,5 7161,6 6935,6
3 268571,6 15875,5 15642,2 7367,7 7135,1 6907,9
4 268657,7 15876,7 15596,8 7341,1 7104,9 6877,0
5 268582,9 15869,5 15580,3 7321,3 7082,4 6851,0
6 268699,7 15862,5 15569,8 7300,5 7073,4 6831,6
7 268556,9 15863,0 15555,9 7290,2 7056,9 6827,6
8 268668,6 15861,9 15536,9 7274,1 7036,4 6798,5
9 268509,1 15856,3 15526,0 7263,7 7029,2 6792,2

10 268563,1 15851,7 15515,2 7246,6 7011,8 6780,8
11 268543,1 15853,6 15500,8 7236,4 7002,9 6774,0
12 268556,8 15851,1 15500,2 7229,6 7000,9 6762,7
13 268647,0 15839,9 15489,5 7213,8 6978,8 6746,3
14 268526,3 15838,7 15483,6 7220,3 6983,5 6741,4
15 268787,5 15840,1 15465,8 7201,7 6971,5 6741,4
16 268577,5 15835,7 15463,2 7193,0 6961,2 6729,9
17 268518,0 15836,7 15466,5 7186,6 6951,0 6717,2
18 268387,3 15840,7 15458,6 7176,5 6943,6 6711,7
19 268714,4 15827,1 15457,9 7173,4 6940,9 6705,5
20 268676,0 15829,3 15427,6 7161,1 6930,2 6704,6
21 268573,4 15824,0 15455,3 7157,6 6929,3 6695,5
22 268670,0 15828,8 15443,1 7154,0 6922,4 6680,1
23 268691,6 15829,9 15426,3 7144,6 6912,4 6684,0
24 268556,6 15816,7 15420,8 7141,9 6911,6 6673,1
25 268637,7 15822,1 15420,7 7139,1 6910,0 6667,3
26 268530,4 15823,5 15419,1 7137,0 6897,7 6664,9
27 268619,3 15815,2 15407,2 7132,5 6898,5 6659,5
28 268639,9 15816,8 15399,0 7121,2 6888,9 6652,4
29 268620,9 15813,7 15411,7 7119,6 6888,9 6643,0
30 268549,8 15814,5 15412,2 7111,1 6874,9 6640,4
31 268707,7 15814,4 15401,0 7111,3 6873,2 6644,5
32 268563,3 15816,0 15400,3 7107,9 6869,5 6630,1
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Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

33 268496,3 15811,8 15393,4 7097,8 6869,6 6623,5
34 268527,5 15808,7 15390,0 7096,9 6859,9 6622,4
35 268607,1 15805,4 15395,2 7087,7 6865,0 6625,8
36 268671,6 15804,8 15371,7 7086,3 6862,1 6620,7
37 268614,5 15806,2 15378,4 7090,0 6849,3 6620,5
38 268605,1 15805,8 15379,2 7085,2 6849,4 6610,7
39 268679,1 15807,7 15366,2 7076,7 6840,1 6608,5
40 268576,1 15806,9 15364,4 7072,6 6842,0 6608,3
41 268605,7 15807,3 15370,4 7071,7 6836,9 6602,6
42 268530,6 15807,6 15368,5 7066,3 6833,8 6599,1
43 268613,0 15806,7 15371,8 7061,5 6828,1 6595,7
44 268624,4 15806,3 15361,8 7061,1 6825,3 6593,2
45 268503,2 15798,7 15351,7 7055,7 6825,9 6589,4
46 268355,8 15805,0 15347,7 7050,1 6820,2 6588,2
47 268585,6 15804,2 15348,5 7051,5 6815,6 6582,4
48 268601,6 15800,5 15359,2 7043,6 6820,7 6583,6
49 268583,4 15803,0 15346,1 7041,5 6805,0 6577,3
50 268683,8 15796,1 15343,8 7030,4 6809,3 6577,6
51 268501,9 15800,4 15362,1 7040,7 6807,8 6568,7
52 268472,6 15798,8 15335,6 7040,6 6799,1 6568,6
53 268616,9 15800,1 15345,7 7033,8 6793,9 6560,8
54 268552,3 15793,7 15336,3 7027,0 6790,2 6561,7
55 268687,8 15799,0 15334,5 7027,2 6792,6 6554,1
56 268591,6 15797,0 15317,4 7024,5 6795,4 6555,3
57 268776,5 15793,0 15324,4 7020,8 6785,6 6548,8
58 268725,2 15795,8 15311,9 7018,1 6784,0 6555,7
59 268477,4 15794,7 15324,5 7012,8 6775,8 6546,2
60 268617,7 15794,9 15338,3 7011,9 6777,9 6545,2
61 268606,0 15789,7 15333,2 7009,8 6776,1 6538,9
62 268527,4 15795,7 15298,1 7004,0 6775,7 6529,8
63 268605,1 15794,1 15303,3 7000,5 6772,9 6538,7
64 268530,8 15790,1 15307,0 7001,5 6767,7 6538,2
65 268645,7 15794,9 15304,0 6995,8 6763,4 6532,6
66 268557,9 15792,4 15304,2 6993,8 6760,8 6532,6
67 268657,7 15796,2 15307,8 6993,5 6762,5 6529,3
68 268664,0 15793,8 15292,3 6988,4 6758,5 6524,6
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69 268573,1 15794,8 15298,7 6989,5 6763,9 6522,1
70 268634,9 15792,7 15312,2 6986,4 6757,6 6518,6
71 268545,7 15789,8 15298,1 6988,2 6751,0 6524,5
72 268529,2 15790,7 15298,7 6982,2 6756,3 6513,9
73 268544,8 15791,3 15288,8 6977,6 6750,8 6512,0
74 268476,7 15792,8 15303,0 6979,9 6748,3 6513,1
75 268599,8 15793,0 15293,2 6980,7 6741,5 6512,7
76 268426,9 15791,4 15295,5 6969,5 6737,0 6511,6
77 268687,5 15791,7 15307,6 6976,8 6734,2 6500,9
78 268665,9 15792,0 15284,1 6970,6 6743,3 6505,8
79 268590,7 15786,3 15283,3 6968,1 6730,6 6500,1
80 268701,9 15787,1 15287,1 6963,8 6732,9 6496,8
81 268597,2 15789,6 15266,4 6961,3 6729,6 6500,1
82 268683,3 15788,9 15275,3 6962,1 6729,2 6494,3
83 268575,3 15790,0 15281,4 6958,7 6728,5 6496,3
84 268600,0 15787,1 15276,0 6956,9 6728,9 6494,2
85 268543,7 15782,4 15282,7 6958,1 6724,1 6483,6
86 268679,3 15789,6 15267,7 6956,7 6725,1 6479,9
87 268555,9 15789,1 15277,2 6948,5 6719,4 6488,5
88 268562,6 15788,9 15265,1 6950,2 6719,2 6486,3
89 268540,6 15786,7 15280,2 6946,1 6723,3 6480,7
90 268679,8 15786,1 15259,5 6948,0 6714,6 6480,9
91 268475,1 15790,0 15266,0 6948,9 6708,6 6480,8
92 268606,3 15784,6 15276,6 6943,4 6713,5 6468,4
93 268615,2 15790,6 15262,2 6937,6 6706,1 6471,7
94 268493,4 15792,2 15263,9 6945,3 6700,5 6472,8
95 268498,0 15783,5 15271,1 6934,0 6700,0 6468,1
96 268535,7 15788,2 15264,4 6938,6 6701,8 6463,7
97 268644,2 15791,0 15252,9 6936,2 6700,8 6462,4
98 268580,2 15784,7 15264,1 6929,9 6699,4 6464,1
99 268460,2 15787,4 15261,7 6930,4 6692,4 6460,1

100 268629,2 15784,5 15253,7 6924,9 6692,7 6461,2
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D.3 Investigation 105

Topic: Dropout Agents

Performance Measure: Number of Jobs Failed

Rnd. Market Virtual Alliance Strategic Group
Enterprise Network

1 0,0 0,0 0,0 0,0 0,0
2 0,0 0,0 0,0 0,0 0,0
3 0,0 0,0 0,0 0,0 0,0
4 0,0 0,0 0,0 0,0 0,0
5 0,0 0,0 0,0 0,0 0,0
6 0,0 0,0 0,0 0,0 0,0
7 0,0 0,0 0,0 0,0 0,0
8 0,0 0,0 0,0 0,0 0,0
9 0,0 0,0 0,0 0,0 0,0

10 8,2 7,0 7,2 7,2 0,0
11 14,4 12,2 11,7 11,7 7,5
12 19,1 16,2 15,9 15,9 11,4
13 24,1 20,6 19,0 19,0 16,5
14 28,3 23,6 22,0 22,0 20,4
15 32,6 28,2 24,4 24,4 23,7
16 32,6 28,2 24,4 24,4 23,7
17 32,6 28,2 24,4 24,4 23,7
18 32,6 28,2 24,4 24,4 23,7
19 32,6 28,2 24,4 24,4 23,7
20 32,6 28,2 24,4 24,4 23,7
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D.4 Investigation 106

Topic: Scalability

Performance Measure: Number of Messages

Round No Self-organisation With Self-organisation
1 1071,2 1070,3
2 1066,1 1067,9
3 1065,1 1064,5
4 1060,2 1060,4
5 1062,1 1060,9
6 1060,1 1059,0
7 1061,7 957,7
8 1058,9 914,8
9 1060,0 875,0

10 1059,0 846,2
11 6849,3 5281,4
12 6807,4 5271,6
13 6787,7 5227,3
14 6768,7 5114,8
15 6755,4 5031,0
16 6749,6 4760,7
17 6741,1 4413,2
18 6737,3 4629,5
19 6733,0 4646,7
20 6732,7 4597,1
21 15344,0 11098,4
22 15277,3 11166,4
23 15240,4 10893,9
24 15213,3 10669,0
25 15198,0 10399,2
26 15183,8 9896,1
27 15171,3 9601,5
28 15169,4 9339,2
29 15159,9 9025,8
30 15156,3 8714,9
31 38316,6 23001,2
32 38203,0 23029,8
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Round No Self-organisation With Self-organisation
33 38132,9 22561,1
34 38091,5 21985,7
35 38071,3 21666,5
36 38062,4 20809,2
37 38041,6 19814,0
38 38034,1 18800,7
39 38023,7 17928,1
40 38018,0 17103,5
41 61718,3 30399,3
42 61572,8 29806,3
43 61511,8 29447,2
44 61450,0 28776,9
45 61426,5 28028,2
46 61407,7 27013,1
47 61388,4 25745,9
48 61365,8 24659,8
49 61363,4 23648,2
50 61356,8 22575,5
51 113725,2 47084,5
52 113554,6 47126,4
53 113484,8 46103,1
54 113417,1 45167,4
55 113384,9 44064,1
56 113349,0 42192,8
57 113315,1 40000,3
58 113314,8 38443,8
59 113296,6 35993,5
60 113281,8 34600,1
61 189014,9 68465,3
62 188820,1 67894,6
63 188716,9 67042,6
64 188647,7 65353,5
65 188596,1 64219,1
66 188553,4 61887,8
67 188535,7 59241,5
68 188522,5 56169,0
69 188502,0 53352,6
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Round No Self-organisation With Self-organisation
70 188489,2 51205,5
71 252523,2 84956,6
72 252309,9 84982,7
73 252177,8 83944,9
74 252103,5 82115,7
75 252042,6 80669,5
76 252015,5 77977,0
77 251987,5 74832,7
78 251966,2 71541,0
79 251934,3 68594,2
80 251919,5 66284,6
81 375959,5 122868,4
82 375683,2 122656,8
83 375547,5 120946,8
84 375476,6 118843,8
85 375411,4 116939,7
86 375371,9 113638,1
87 375347,6 109371,1
88 375303,9 105127,8
89 375299,8 100072,0
90 375252,5 96408,2
91 474129,0 155143,1
92 473861,8 153728,0
93 473713,7 150811,9
94 473645,5 148103,7
95 473545,6 146045,8
96 473502,1 141350,3
97 473456,8 136996,7
98 473453,1 130780,5
99 473400,9 125522,6

100 473390,6 120028,8
101 473395,9 115048,1
102 473367,4 110400,1
103 473340,2 105868,3
104 473332,4 102686,9
105 473331,4 97867,4
106 473336,6 93054,2
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Round No Self-organisation With Self-organisation
107 473290,2 89124,4
108 473290,7 85688,7
109 473277,3 81984,5
110 473262,3 79970,9
111 473258,9 76706,5
112 473267,4 74221,6
113 473257,0 71623,1
114 473239,0 70234,5
115 473252,8 68586,7
116 473220,2 65828,4
117 473234,1 64679,8
118 473225,5 62712,4
119 473216,0 60784,1
120 473211,4 59953,9



D.4. Investigation 106 307

Topic: Scalability

Performance Measure: Income

Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

1 292,6 0,0 0,0 0,0 0,0 0,0
2 322,9 0,0 0,0 0,0 0,0 0,0
3 345,0 0,0 0,0 0,0 0,0 0,0
4 342,2 0,0 0,0 0,0 0,0 0,0
5 342,2 0,0 0,0 0,0 0,0 0,0
6 378,1 0,0 0,0 0,0 0,0 0,0
7 35,9 288,0 0,0 0,0 0,0 0,0
8 27,6 314,4 0,0 0,0 0,0 0,0
9 24,8 312,0 0,0 0,0 0,0 0,0

10 19,3 316,8 0,0 0,0 0,0 0,0
11 441,6 271,2 0,0 0,0 0,0 0,0
12 449,9 292,8 0,0 0,0 0,0 0,0
13 325,7 417,6 0,0 0,0 0,0 0,0
14 245,6 480,0 0,0 0,0 0,0 0,0
15 187,7 576,0 0,0 0,0 0,0 0,0
16 146,3 638,4 0,0 0,0 0,0 0,0
17 77,3 388,8 314,4 0,0 0,0 0,0
18 55,2 405,6 328,8 0,0 0,0 0,0
19 33,1 412,8 338,4 0,0 0,0 0,0
20 46,9 403,2 355,2 0,0 0,0 0,0
21 389,2 388,8 352,8 0,0 0,0 0,0
22 400,2 391,2 355,2 0,0 0,0 0,0
23 394,7 278,4 492,0 0,0 0,0 0,0
24 345,0 271,2 559,2 0,0 0,0 0,0
25 320,2 247,2 631,2 0,0 0,0 0,0
26 240,1 256,8 684,0 0,0 0,0 0,0
27 193,2 283,2 412,8 314,4 0,0 0,0
28 140,8 316,8 424,8 328,8 0,0 0,0
29 129,7 309,6 436,8 338,4 0,0 0,0
30 107,6 333,6 429,6 355,2 0,0 0,0
31 491,3 336,0 441,6 357,6 0,0 0,0
32 499,6 360,0 441,6 357,6 0,0 0,0
33 505,1 362,4 312,0 492,0 0,0 0,0
34 477,5 324,0 295,2 559,2 0,0 0,0



308 D. Simulation Data

Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

35 491,3 290,4 273,6 631,2 0,0 0,0
36 458,2 283,2 283,2 688,8 0,0 0,0
37 394,7 273,6 304,8 415,2 314,4 0,0
38 306,4 297,6 331,2 424,8 328,8 0,0
39 278,8 297,6 345,6 436,8 338,4 0,0
40 262,2 307,2 360,0 429,6 355,2 0,0
41 601,7 331,2 369,6 441,6 357,6 0,0
42 610,0 336,0 372,0 441,6 357,6 0,0
43 610,0 348,0 374,4 312,0 492,0 0,0
44 593,4 338,4 336,0 295,2 559,2 0,0
45 576,8 333,6 319,2 273,6 631,2 0,0
46 560,3 321,6 300,0 283,2 688,8 0,0
47 568,6 304,8 290,4 304,8 415,2 314,4
48 488,5 283,2 319,2 331,2 424,8 328,8
49 422,3 278,4 331,2 345,6 436,8 338,4
50 433,3 273,6 345,6 360,0 429,6 355,2
51 844,6 285,6 348,0 369,6 441,6 357,6
52 839,0 300,0 348,0 372,0 441,6 357,6
53 830,8 292,8 362,4 374,4 312,0 492,0
54 833,5 290,4 362,4 338,4 295,2 559,2
55 817,0 292,8 343,2 321,6 273,6 631,2
56 803,2 280,8 343,2 300,0 283,2 688,8
57 761,8 273,6 321,6 290,4 304,8 729,6
58 720,4 259,2 297,6 319,2 331,2 753,6
59 687,2 271,2 300,0 331,2 345,6 775,2
60 607,2 271,2 295,2 345,6 360,0 784,8
61 1051,5 280,8 307,2 348,0 369,6 799,2
62 1109,4 268,8 307,2 350,4 372,0 799,2
63 1090,1 271,2 302,4 362,4 374,4 804,0
64 1068,0 264,0 304,8 362,4 338,4 854,4
65 1029,4 271,2 312,0 343,2 321,6 904,8
66 1037,7 268,8 285,6 343,2 300,0 972,0
67 1007,3 273,6 290,4 324,0 290,4 1034,4
68 968,7 268,8 268,8 297,6 319,2 1084,8
69 949,4 230,4 278,4 300,0 331,2 1120,8



D.4. Investigation 106 309

Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

70 885,9 223,2 292,8 297,6 345,6 1144,8
71 1321,9 225,6 288,0 307,2 348,0 1168,8
72 1344,0 230,4 288,0 307,2 350,4 1171,2
73 1319,2 237,6 278,4 302,4 362,4 1178,4
74 1324,7 240,0 276,0 304,8 362,4 1192,8
75 1302,6 254,4 273,6 312,0 343,2 1226,4
76 1250,2 268,8 276,0 285,6 343,2 1272,0
77 1214,3 259,2 278,4 290,4 324,0 1324,8
78 1195,0 256,8 276,0 268,8 297,6 1404,0
79 1150,8 273,6 242,4 278,4 300,0 1452,0
80 1112,2 264,0 242,4 292,8 297,6 1490,4
81 1567,6 268,8 237,6 290,4 307,2 1516,8
82 1545,5 280,8 232,8 288,0 307,2 1521,6
83 1562,1 273,6 247,2 278,4 302,4 1540,8
84 1528,9 290,4 247,2 276,0 304,8 1555,2
85 1490,3 297,6 259,2 273,6 312,0 1569,6
86 1482,0 278,4 273,6 278,4 285,6 1615,2
87 1421,3 292,8 268,8 278,4 290,4 1648,8
88 1402,0 292,8 266,4 276,0 268,8 1701,6
89 1379,9 280,8 288,0 242,4 278,4 1752,0
90 1313,7 292,8 268,8 242,4 292,8 1788,0
91 1744,2 285,6 285,6 237,6 290,4 1824,0
92 1766,3 273,6 292,8 235,2 288,0 1828,8
93 1747,0 288,0 280,8 247,2 278,4 1843,2
94 1744,2 280,8 290,4 247,2 276,0 1860,0
95 1700,1 261,6 300,0 259,2 273,6 1881,6
96 1691,8 256,8 290,4 273,6 278,4 1900,8
97 1655,9 252,0 297,6 268,8 278,4 1939,2
98 1631,1 247,2 302,4 266,4 276,0 1970,4
99 1617,3 244,8 288,0 288,0 242,4 2030,4

100 1559,3 254,4 300,0 268,8 242,4 2080,8
101 1512,4 252,0 295,2 285,6 237,6 2114,4
102 1490,3 261,6 292,8 292,8 235,2 2116,8
103 1482,0 278,4 300,0 280,8 247,2 2121,6
104 1462,7 290,4 288,0 292,8 247,2 2136,0
105 1424,1 307,2 266,4 300,0 259,2 2155,2



310 D. Simulation Data

Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

106 1355,1 312,0 264,0 290,4 273,6 2179,2
107 1346,8 314,4 261,6 297,6 268,8 2217,6
108 1269,5 340,8 266,4 302,4 266,4 2246,4
109 1219,8 352,8 254,4 288,0 288,0 2272,8
110 1178,4 364,8 259,2 300,0 268,8 2323,2
111 1148,1 352,8 259,2 295,2 285,6 2352,0
112 1148,1 331,2 268,8 292,8 292,8 2352,0
113 1139,8 314,4 285,6 300,0 280,8 2368,8
114 1109,4 312,0 297,6 288,0 292,8 2383,2
115 1095,6 290,4 314,4 266,4 300,0 2414,4
116 1046,0 309,6 321,6 261,6 290,4 2452,8
117 1015,6 295,2 326,4 261,6 297,6 2486,4
118 1005,8 253,3 346,7 258,7 301,3 2528,0
119 929,2 244,0 368,0 244,0 304,0 2576,0
120 899,8 244,8 374,4 240,0 340,8 2596,8



D.5. Investigation 107 311

D.5 Investigation 107

Topic: Scalability

Performance Measure: Number of Messages

Round No Self-organisation Self-organisation
1 1161,9 1145,7
2 1163,1 1157,5
3 1150,1 1161,6
4 1168,6 1163,0
5 1162,3 1168,9
6 1164,9 1169,7
7 1165,0 921,0
8 1165,7 909,8
9 1163,3 918,4

10 1172,0 917,3
11 1173,8 910,7
12 1168,3 905,6
13 1173,0 906,6
14 1173,7 912,5
15 1173,1 908,9
16 1167,6 909,0
17 1178,4 941,9
18 1173,0 937,5
19 1169,1 940,2
20 1166,8 940,4
21 3564,5 3495,8
22 3568,6 3400,9
23 3550,8 3501,5
24 3553,6 3452,0
25 3545,5 3435,0
26 3553,7 3443,9
27 3548,4 2834,5
28 3561,9 2804,6
29 3554,3 2777,7
30 3533,9 2281,5
31 3538,9 2160,4
32 3566,8 2144,0



312 D. Simulation Data

Round No Self-organisation Self-organisation
33 3558,0 2116,6
34 3541,4 2097,7
35 3553,6 2102,9
36 3554,7 2068,3
37 3553,2 2064,2
38 3537,6 2066,0
39 3547,5 2047,5
40 3549,9 2107,1
41 8350,2 7925,9
42 8312,2 8145,0
43 8318,6 7886,4
44 8288,4 7930,4
45 8292,1 7807,1
46 8287,9 7589,9
47 8317,6 7644,1
48 8273,1 7564,8
49 8238,4 5890,5
50 8325,5 4772,8
51 8311,7 4633,7
52 8328,3 4487,9
53 8229,0 4375,1
54 8264,8 4223,6
55 8355,6 4233,7
56 8290,4 4234,2
57 8284,9 4130,4
58 8278,2 4116,9
59 8284,7 4025,5
60 8245,6 3953,1
61 16361,6 15009,9
62 16269,2 15071,1
63 16296,2 14769,6
64 16391,4 14979,3
65 16247,1 15078,4
66 16273,4 14423,5
67 16266,0 14365,2
68 16200,6 11647,3
69 16321,8 10227,1



D.5. Investigation 107 313

Round No Self-organisation Self-organisation
70 16342,2 9525,3
71 16348,0 9002,1
72 16278,3 8793,9
73 16250,5 8723,4
74 16203,6 8448,1
75 16328,4 8238,7
76 16335,9 8162,5
77 16299,6 7968,2
78 16273,8 7771,8
79 16268,5 7637,6
80 16256,3 7572,2
81 28480,1 25592,3
82 28295,7 25387,7
83 28403,1 25496,2
84 28403,2 25919,2
85 28492,6 25665,3
86 28408,6 25630,1
87 28364,4 25494,7
88 28242,3 21024,1
89 28396,8 19184,2
90 28268,3 17665,2
91 28409,9 15980,6
92 28545,1 15425,0
93 28503,3 14328,9
94 28502,3 13644,7
95 28239,8 13730,2
96 28299,5 13531,5
97 28413,7 13303,8
98 28380,5 12941,0
99 28403,3 12589,8

100 28537,4 12651,4
101 28376,6 12436,9
102 28543,0 12400,6
103 28572,6 12174,9
104 28493,9 12230,9
105 28459,2 12064,0
106 28324,3 11828,3



314 D. Simulation Data

Round No Self-organisation Self-organisation
107 28597,9 11785,6
108 28459,8 10789,5
109 28517,3 10338,3
110 28447,6 9805,6
111 28495,4 9568,4
112 28403,0 9478,3
113 28342,1 9308,8
114 28498,8 8981,8
115 28523,7 9094,5
116 28290,0 9021,2
117 28368,7 8962,5
118 28412,2 8990,0
119 28574,3 9039,2
120 28395,6 8638,4



D.6. Investigation 109 315

D.6 Investigation 109

Topic: Scalability

Performance Measure: Income

Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

1 27,6 25,2 25,2 25,2 25,2 25,2
2 27,6 25,2 25,2 25,2 25,2 25,2
3 27,6 25,2 25,2 25,2 25,2 25,2
4 27,6 25,2 25,2 25,2 25,2 25,2
5 27,6 25,2 25,2 25,2 25,2 25,2
6 27,6 25,2 25,2 25,2 25,2 25,2
7 27,6 25,2 25,2 25,2 25,2 25,2
8 27,6 25,2 25,2 25,2 25,2 25,2
9 27,6 25,2 25,2 25,2 25,2 25,2

10 27,6 25,2 25,2 25,2 25,2 25,2
11 27,6 28,3 28,3 28,3 30,0 30,0
12 27,6 28,3 28,3 28,3 30,0 30,0
13 27,6 27,6 27,6 28,3 30,0 30,0
14 27,6 27,6 27,6 28,3 30,0 30,0
15 27,6 27,6 27,6 28,3 30,0 30,0
16 27,6 25,2 25,2 25,8 30,0 30,0
17 27,6 25,2 25,2 25,8 30,0 30,0
18 27,6 25,2 25,2 25,8 30,0 30,0
19 27,6 25,2 25,2 25,8 30,0 30,0
20 27,6 25,2 25,2 25,8 30,0 30,0
21 27,6 25,2 25,2 25,8 30,0 30,0
22 27,6 25,2 25,2 25,8 27,6 30,0
23 27,6 25,2 25,2 25,2 25,2 30,0
24 27,6 25,2 25,2 25,2 25,2 30,0
25 27,6 25,2 25,2 25,2 25,2 30,0
26 27,6 25,2 25,2 25,2 25,2 30,0
27 27,6 25,2 25,2 25,2 25,2 30,0
28 27,6 25,2 25,2 25,2 25,2 30,0
29 27,6 25,2 25,2 25,2 25,2 30,0
30 27,6 25,2 25,2 25,2 25,2 30,0



316 D. Simulation Data

D.7 Investigation 110a

Topic: Scalability

Performance Measure: Price Paid

Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

1 27,6 25,2 25,2 25,2 25,2 25,2
2 27,6 25,2 25,2 25,2 25,2 25,2
3 27,6 25,2 25,2 25,2 25,2 25,2
4 27,6 25,2 25,2 25,2 25,2 25,2
5 27,6 25,2 25,2 25,2 25,2 25,2
6 27,6 25,2 25,2 25,2 25,2 25,2
7 27,6 25,2 25,2 25,2 25,2 25,2
8 27,6 25,2 25,2 25,2 25,2 25,2
9 27,6 25,2 25,2 25,2 25,2 25,2

10 27,6 25,2 25,2 25,2 25,2 25,2
11 27,6 28,6 28,6 28,6 27,6 27,6
12 27,6 28,6 28,6 28,6 27,6 27,6
13 27,6 27,6 27,6 28,6 27,6 27,6
14 27,6 27,6 27,6 28,6 27,6 27,6
15 27,6 27,6 27,6 28,6 27,6 27,6
16 27,6 28,6 28,6 29,3 30,0 30,0
17 27,6 28,6 28,6 29,3 30,0 30,0
18 27,6 28,6 28,6 29,3 30,0 30,0
19 27,6 28,6 28,6 29,3 30,0 30,0
20 27,6 28,6 28,6 29,3 30,0 30,0
21 27,6 29,3 29,3 29,6 32,4 32,4
22 27,6 29,3 29,3 29,6 32,4 32,4
23 27,6 29,3 29,3 29,3 27,6 32,4
24 27,6 29,3 29,3 29,3 27,6 32,4
25 27,6 29,3 29,3 29,3 27,6 32,4
26 27,6 26,7 26,7 26,7 25,2 32,4
27 27,6 26,1 26,1 26,7 25,2 32,4
28 27,6 26,1 26,1 26,7 25,2 32,4
29 27,6 26,1 26,1 26,7 25,2 32,4
30 27,6 26,1 26,1 26,7 25,2 32,4



D.7. Investigation 110a 317

Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

31 27,6 26,1 26,1 26,7 25,2 32,4
32 27,6 25,2 25,2 26,7 25,2 32,4
33 27,6 25,2 25,2 26,7 25,2 32,4
34 27,6 25,2 25,2 26,7 25,2 32,4
35 27,6 25,2 25,2 26,7 25,2 32,4
36 27,6 25,2 25,2 26,7 25,2 32,4
37 27,6 25,2 25,2 26,4 25,2 32,4
38 27,6 25,2 25,2 26,1 25,2 32,4
39 27,6 25,2 25,2 26,1 25,2 32,4
40 27,6 25,2 25,2 26,1 25,2 32,4
41 27,6 25,2 25,2 26,1 25,2 32,4
42 27,6 25,2 25,2 25,8 25,2 32,4
43 27,6 25,2 25,2 25,2 25,2 32,4
44 27,6 25,2 25,2 25,2 25,2 32,4
45 27,6 25,2 25,2 25,2 25,2 32,4
46 27,6 25,2 25,2 25,2 25,2 32,4
47 27,6 25,2 25,2 25,2 25,2 32,4
48 27,6 25,2 25,2 25,2 25,2 32,4
49 27,6 25,2 25,2 25,2 25,2 32,4
50 27,6 25,2 25,2 25,2 25,2 32,4



318 D. Simulation Data

D.8 Investigation 110b

Topic: Scalability

Performance Measure: Price Paid

Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

1 27,6 25,2 25,2 25,2 25,2 25,2
2 27,6 25,2 25,2 25,2 25,2 25,2
3 27,6 25,2 25,2 25,2 25,2 25,2
4 27,6 25,2 25,2 25,2 25,2 25,2
5 27,6 25,2 25,2 25,2 25,2 25,2
6 27,6 25,2 25,2 25,2 25,2 25,2
7 27,6 25,2 25,2 25,2 25,2 25,2
8 27,6 25,2 25,2 25,2 25,2 25,2
9 27,6 25,2 25,2 25,2 25,2 25,2

10 27,6 25,2 25,2 25,2 25,2 25,2
11 27,6 28,6 28,6 28,6 27,6 27,6
12 27,6 28,6 28,6 28,6 27,6 27,6
13 27,6 27,6 27,6 28,6 27,6 27,6
14 27,6 27,6 27,6 28,6 27,6 27,6
15 27,6 27,6 27,6 28,6 27,6 27,6
16 27,6 25,2 25,2 26,1 27,6 27,6
17 27,6 25,2 25,2 26,1 27,6 27,6
18 27,6 25,2 25,2 26,1 27,6 27,6
19 27,6 25,2 25,2 26,1 27,6 27,6
20 27,6 25,2 25,2 26,1 27,6 27,6
21 27,6 28,6 28,6 29,3 30,0 30,0
22 27,6 28,6 28,6 29,3 30,0 30,0
23 27,6 28,6 28,6 28,6 27,6 30,0
24 27,6 28,6 28,6 28,6 27,6 30,0
25 27,6 28,6 28,6 28,6 27,6 30,0
26 27,6 26,1 26,1 26,1 25,2 30,0
27 27,6 25,2 25,2 26,1 25,2 30,0
28 27,6 25,2 25,2 26,1 25,2 30,0
29 27,6 25,2 25,2 26,1 25,2 30,0
30 27,6 25,2 25,2 26,1 25,2 30,0



D.8. Investigation 110b 319

Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

31 27,6 28,6 28,6 29,3 27,6 32,4
32 27,6 28,6 28,6 29,3 27,6 32,4
33 27,6 28,6 28,6 29,3 27,6 32,4
34 27,6 28,6 28,6 29,3 27,6 32,4
35 27,6 28,6 28,6 29,3 27,6 32,4
36 27,6 26,1 26,1 26,7 27,6 32,4
37 27,6 25,2 25,2 26,4 27,6 32,4
38 27,6 25,2 25,2 26,1 27,6 32,4
39 27,6 25,2 25,2 26,1 27,6 32,4
40 27,6 25,2 25,2 26,1 27,6 32,4
41 27,6 25,2 25,2 26,1 27,6 32,4
42 27,6 25,2 25,2 26,1 27,6 32,4
43 27,6 25,2 25,2 26,1 27,6 32,4
44 27,6 25,2 25,2 26,1 27,6 32,4
45 27,6 25,2 25,2 26,1 27,6 32,4
46 27,6 25,2 25,2 26,1 27,6 32,4
47 27,6 25,2 25,2 25,8 27,6 32,4
48 27,6 25,2 25,2 25,2 25,2 32,4
49 27,6 25,2 25,2 25,2 25,2 32,4
50 27,6 25,2 25,2 25,2 25,2 32,4



320 D. Simulation Data

D.9 Investigation 110c

Topic: Scalability

Performance Measure: Price Paid

Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

1 27,6 25,2 25,2 25,2 25,2 25,2
2 27,6 25,2 25,2 25,2 25,2 25,2
3 27,6 25,2 25,2 25,2 25,2 25,2
4 27,6 25,2 25,2 25,2 25,2 25,2
5 27,6 25,2 25,2 25,2 25,2 25,2
6 27,6 25,2 25,2 25,2 25,2 25,2
7 27,6 25,2 25,2 25,2 25,2 25,2
8 27,6 25,2 25,2 25,2 25,2 25,2
9 27,6 25,2 25,2 25,2 25,2 25,2

10 27,6 25,2 25,2 25,2 25,2 25,2
11 27,6 28,62 28,62 28,62 27,6 27,6
12 27,6 28,62 28,62 28,62 27,6 27,6
13 27,6 27,6 27,6 28,62 27,6 27,6
14 27,6 27,6 27,6 28,62 27,6 27,6
15 27,6 27,6 27,6 28,62 27,6 27,6
16 27,6 25,2 25,2 26,1 27,6 27,6
17 27,6 25,2 25,2 26,1 27,6 27,6
18 27,6 25,2 25,2 26,1 27,6 27,6
19 27,6 25,2 25,2 26,1 27,6 27,6
20 27,6 25,2 25,2 26,1 27,6 27,6
21 27,6 25,2 25,2 26,1 27,6 27,6
22 27,6 25,2 25,2 26,1 27,6 27,6
23 27,6 25,2 25,2 25,8 27,6 27,6
24 27,6 25,2 25,2 25,2 25,2 27,6
25 27,6 25,2 25,2 25,2 25,2 27,6
26 27,6 25,2 25,2 25,2 25,2 27,6
27 27,6 25,2 25,2 25,2 25,2 27,6
28 27,6 25,2 25,2 25,2 25,2 27,6
29 27,6 25,2 25,2 25,2 25,2 27,6
30 27,6 25,2 25,2 25,2 25,2 27,6
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Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

31 27,6 28,62 28,62 28,62 27,6 30
32 27,6 28,62 28,62 28,62 27,6 30
33 27,6 27,6 27,6 28,62 27,6 30
34 27,6 27,6 27,6 28,62 27,6 30
35 27,6 27,6 27,6 28,62 27,6 30
36 27,6 25,2 25,2 26,1 27,6 30
37 27,6 25,2 25,2 26,1 27,6 30
38 27,6 25,2 25,2 26,1 27,6 30
39 27,6 25,2 25,2 26,1 27,6 30
40 27,6 25,2 25,2 26,1 27,6 30
41 27,6 25,2 25,2 26,1 27,6 30
42 27,6 25,2 25,2 26,1 27,6 30
43 27,6 25,2 25,2 25,8 27,6 30
44 27,6 25,2 25,2 25,2 27,6 30
45 27,6 25,2 25,2 25,2 27,6 30
46 27,6 25,2 25,2 25,2 25,2 30
47 27,6 25,2 25,2 25,2 25,2 30
48 27,6 25,2 25,2 25,2 25,2 30
49 27,6 25,2 25,2 25,2 25,2 30
50 27,6 25,2 25,2 25,2 25,2 30
51 27,6 28,62 28,62 28,62 27,6 32,4
52 27,6 28,62 28,62 28,62 27,6 32,4
53 27,6 27,6 27,6 28,62 27,6 32,4
54 27,6 27,6 27,6 28,62 27,6 32,4
55 27,6 27,6 27,6 28,62 27,6 32,4
56 27,6 25,2 25,2 26,1 27,6 32,4
57 27,6 25,2 25,2 26,1 27,6 32,4
58 27,6 25,2 25,2 26,1 27,6 32,4
59 27,6 25,2 25,2 26,1 27,6 32,4
60 27,6 25,2 25,2 26,1 27,6 32,4
61 27,6 25,2 25,2 26,1 27,6 32,4
62 27,6 25,2 25,2 26,1 27,6 32,4
63 27,6 25,2 25,2 25,8 27,6 32,4
64 27,6 25,2 25,2 25,2 27,6 32,4
65 27,6 25,2 25,2 25,2 27,6 32,4
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Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

66 27,6 25,2 25,2 25,2 27,6 32,4
67 27,6 25,2 25,2 25,2 27,6 32,4
68 27,6 25,2 25,2 25,2 25,2 32,4
69 27,6 25,2 25,2 25,2 25,2 32,4
70 27,6 25,2 25,2 25,2 25,2 32,4
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D.10 Investigation 115

Topic: Scalability

Performance Measure: Number of Messages

Rnd. Market Virtual Alliance Strategic Group Corporation
Enterprise Network

1 184080,6 12833,1 12557,8 4908,5 4626,0 4340,5
2 186040,1 12642,7 12442,1 4792,7 4492,7 4195,0
3 185973,9 12622,9 12427,4 4785,9 4486,7 4193,3
3 185934,9 12612,9 12433,4 4780,8 4482,2 4179,1
5 185915,5 12608,7 12436,1 4781,2 4478,6 4180,0
6 185910,7 12605,7 12417,4 4778,9 4484,8 4181,7
7 185896,1 12603,3 12408,1 4776,2 4487,3 4187,3
8 185893,8 12601,8 12427,3 4777,6 4476,3 4176,8
9 185886,4 12601,1 12414,6 4775,6 4472,0 4182,6

10 206343,0 13486,2 13206,0 5080,8 4775,0 4477,3
11 206314,3 13479,2 13219,8 5071,6 4776,5 4468,1
12 206305,8 13476,4 13239,3 5074,4 4765,6 4465,1
13 206287,3 13472,1 13215,5 5063,9 4765,3 4460,3
14 206275,9 13470,1 13235,9 5072,4 4772,1 4457,3
15 206274,3 13469,7 13220,2 5076,0 4763,9 4459,4
16 206271,4 13468,2 13189,5 5076,0 4763,0 4453,2
17 206267,4 13467,4 13238,5 5068,9 4765,1 4458,3
18 206264,8 13467,0 13214,4 5068,9 4763,8 4457,2
19 206264,0 13466,1 13217,0 5066,9 4760,4 4456,8
20 206261,4 13465,4 13228,7 5068,1 4763,3 4455,7
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Topic: Performance

Performance Measure: Number of Messages

Round Virtual Enterprise Virtual Enterprise
(original) (single head)

1 0,0367 0,0287
2 0,0339 0,0309
3 0,0338 0,0312
4 0,0353 0,0286
5 0,0365 0,0286
6 0,0359 0,0279
7 0,0353 0,0301
8 0,0361 0,0286
9 0,0349 0,0280

10 0,0328 0,0278
11 0,0344 0,0292
12 0,0338 0,0274
13 0,0326 0,0278
14 0,0310 0,0286
15 0,0329 0,0271
16 0,0342 0,0250
17 0,0322 0,0276
18 0,0333 0,0283
19 0,0329 0,0264
20 0,0321 0,0269
21 0,0334 0,0257
22 0,0325 0,0286
23 0,0313 0,0287
24 0,0313 0,0255
25 0,0347 0,0257
26 0,0341 0,0264
27 0,0333 0,0270
28 0,0322 0,0255
29 0,0350 0,0278
30 0,0326 0,0267
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Round Virtual Enterprise Virtual Enterprise
(original) (single head)

31 0,0336 0,0247
32 0,0324 0,0264
33 0,0327 0,0263
34 0,0298 0,0277
35 0,0328 0,0257
36 0,0334 0,0241
37 0,0327 0,0260
38 0,0329 0,0276
39 0,0319 0,0253
40 0,0326 0,0263
41 0,0326 0,0256
42 0,0352 0,0262
43 0,0305 0,0245
44 0,0322 0,0249
45 0,0297 0,0247
46 0,0308 0,0257
47 0,0301 0,0253
48 0,0325 0,0238
49 0,0308 0,0270
50 0,0307 0,0254
51 0,0322 0,0257
52 0,0329 0,0251
53 0,0334 0,0238
54 0,0306 0,0241
55 0,0328 0,0245
56 0,0316 0,0238
57 0,0313 0,0237
58 0,0316 0,0245
59 0,0339 0,0250
60 0,0333 0,0259
61 0,0315 0,0252
62 0,0333 0,0241
63 0,0322 0,0235
64 0,0298 0,0233
65 0,0310 0,0247
66 0,0324 0,0242
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Round Virtual Enterprise Virtual Enterprise
(original) (single head)

67 0,0308 0,0240
68 0,0331 0,0230
69 0,0316 0,0244
70 0,0313 0,0231
71 0,0310 0,0247
72 0,0296 0,0236
73 0,0317 0,0218
74 0,0308 0,0228
75 0,0314 0,0214
76 0,0318 0,0226
77 0,0320 0,0228
78 0,0312 0,0225
79 0,0313 0,0233
80 0,0303 0,0215
81 0,0299 0,0220
82 0,0306 0,0219
83 0,0317 0,0242
84 0,0294 0,0241
85 0,0311 0,0221
86 0,0291 0,0230
87 0,0310 0,0244
88 0,0309 0,0239
89 0,0299 0,0227
90 0,0301 0,0258
91 0,0300 0,0235
92 0,0300 0,0226
93 0,0282 0,0228
94 0,0300 0,0222
95 0,0301 0,0207
96 0,0321 0,0215
97 0,0304 0,0228
98 0,0290 0,0217
99 0,0311 0,0227

100 0,0315 0,0230
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τ-robustness, 73

AALAADIN, 53
ACTION, 50
action

social, 31
active holon, 121
ACTOR, 10
ADEPT, 50
ADICO, 144
agency

weak notion of, 11
agent, 11

autonomous, 146
dropout, 200
holonic, 79, 118
non-cooperative, 81
self-interested, 81
society, 37
transactional, 59

agent merge, 160
alliance, 152
arrival time, 81
augmented UML diagram, 241
authority, 132
autonomic computing, 62
autonomy, 13, 136

adjustable, 13, 165
deontic, 139
exit, 140
goal, 138
planning, 139
processing, 140

representational, 138
skill and resource, 138

autopoiesis, 56
AVE, 51

BDI, 124
BEINGS, 10
bounded rationality, 27

checkpointing, 60
CNCP, 94
CNP, 18, 83, 89
collective intelligence, 55
compensation, 61
confirmation phase, 96
contract net protocol, 89

extended, 20
contractor, 19
corporation, 160
corporative actor, 44

DAI, 1
DCP, 155
deadline, 81
delegation, 17

inter-holon, 121
intra-holon, 121
matrix of, 132, 133
social, 131
task, 132

deontic logic, 139
dependence, 136

deontic, 138
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exit, 140
goal, 138
planning, 139
processing, 140
representational, 138
skill and resource, 137

dependency, 13
distributed artificial intelligence, 10
distributed problem solving, 10
DP, 158
dropout

detection, 75
recovery, 75
safety, 75

eager bidder problem, 89, 91
ECNCP, 148
economic exchange, 41, 132
exception handling, 65, 72
exchange

economic, 41, 132
gift, 41, 132

failure
prevention, 64

fault-tolerance, 64
flexibility, 75, 211
flow time, 181
FORM, 117, 129

GAIA, 54
gift exchange, 41, 132
group, 157

habitus, 38
Habitus-Field Theory, 39
HEARSAY, 10
HEARSAY II, 53
holarchy, 121

hierarchical, 121
holon, 79

active, 121

atomic, 119
body, 119
diagram, 122
example, 163
head, 119
heterogeneous, 121
homogeneous, 121
latent, 121
manifest, 121
mediator, 119
organisational, 120
passive, 121
sub-, 120
super-, 120
task, 120

holonic agent, 79, 118
holonic design parameters, 129
holonic multiagent system, 119
homo sociologicus , 30

initiator, 19
InteRRaP, 172

job, 80
failed, 200

job shop scheduling, 82
JTOM, 171

latent holon, 121
latest delivery time, 81
layer

behaviour-based, 181
local-planning, 180
social planning, 173

Lyapunov stability, 72

MADKIT, 54
manager, 19
manifest holon, 121
market, 146
mechanism design, 15
mediator, 119
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micro-macro link, 27
micro-macro problem, 23
monitoring, 65
multiagent system, 14

adaptive, 52
hybrid, 81
self-building, 52
semi-open, 81

n-version programming, 61
networks

small world, 232

object, 12
ORGAHEAD, 50
organigram, 122
organisation, 43, 44, 78

-self, 165
as communication topology, 51
as MAS blueprint, 53
holonic, 129
human, 49
resolve, 179
self-, 55, 57
spectrum of, 145
upgrade, 177

participant, 19
passive holon, 121
performance measure

first-order, 72
prevention, 64
processor, 81
protocol

completeness, 112
contract net, 18, 89
contract net with confirmation,

94
direction, 158
direction with confirmation, 155
extend contract net with confir-

mation, 148

extended contract net, 21
soundness, 111

ready time, 81
recovery, 64

adaptive, 65
redundancy, 61, 65
resource, 80

uniform, 80
unrelated, 80

RoboCup, 128
robustness, 59, 65

ante-failure, 64
by autonomic computing, 62
by compensation, 61
by exception handling, 60
by monitoring, 61
by recovery, 59
by redundancy, 61, 65
by rollback, 60
contingency planning, in, 71
intuitive definition, 72
post-failure, 64
verifiable definition, 73

robustness management
stages of, 65

rollback, 60

scalability, 23, 76
qualitative, 24
quantitative, 24

schedule, 81
scheduling problem

basic supply web, 80, 81
job shop, 82

self-organisation, 55, 57, 165
sensitivity analysis, 72
simulated trading, 107
small world networks, 232
society

artificial, 37
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socionics, 25
Sozionik, 25
spectrum

of autonomy, 145
of organisation, 145

strategic network, 154
subholon, 120
superholon, 120
supply web, 81
system

autopoietic, 56

task, 80
task-oriented domain, 79
TCS, 128
TeleTruck, 128
tick, 187
tolerance, 64
Tropos, 54

UML
augmented diagram, 241

variable
dependent, 192
independent, 192

virtual enterprise, 150
voting, 133
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